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Abstract

Amabile’s Componential Theory of Creativity
identifies three prerequisites for creative output:
domain-relevant skills, creativity-relevant pro-
cesses, and intrinsic task motivation. For large
language models (LLMs), the first two compo-
nents are extensively studied, with training data
providing domain expertise and divergent think-
ing benchmarks assessing creative processes. The
third component, intrinsic motivation, has been
dismissed as inapplicable to machines that lack
consciousness and intentionality. We challenge
this view by adopting a functional account: rather
than asking whether LLMs experience motiva-
tion, we ask what mechanisms serve the same
functional role that intrinsic motivation serves in
human creativity. We propose a framework map-
ping five functional dimensions of motivation to
concrete LLM mechanisms: (1) creative intent
via persona and instruction prompting, (2) persis-
tence via structured creativity methods, (3) social
motivation via multi-agent deliberation, (4) intrin-
sic reward signals via creativity-aware training
objectives, and (5) freedom from extrinsic con-
straint, where we argue that reinforcement learn-
ing from human feedback (RLHF) alignment acts
as a functional analog of the extrinsic pressure that
Amabile’s theory predicts will suppress creativity.
We provide experimental evidence for three di-
mensions and discuss implications for developing
LLMs that are not merely capable of creativity,
but driven toward it.
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1. Introduction

What makes a system creative? According to Amabile’s
influential Componential Theory of Creativity (Amabile,
1983; 1996; Amabile & Pratt, 2016), three components must
converge: domain-relevant skills (expertise and knowledge),
creativity-relevant processes (cognitive strategies such as di-
vergent thinking), and intrinsic task motivation (the internal
drive to engage with a task for its own sake). All three are
necessary; none alone is sufficient for creativity to emerge.

For large language models (LLMs), the first two components
have received substantial attention. Domain-relevant skills
are provided by pretraining on massive corpora. Creativity-
relevant processes have been extensively benchmarked
through divergent thinking assessments (Haase et al., 2025;
Bellemare-Pepin et al., 2026; Holzner et al., 2025), con-
sistently showing that LLMs can match or exceed average
human performance on standard creativity metrics, though
they rarely reach the creative peaks of exceptional individu-
als.

The third component, intrinsic motivation, has been largely
ignored or outright dismissed. Franceschelli & Musolesi
(2024) argue that LLMs lack motivation entirely, operating
only on presented problems without any inner motivation.
Aru (2025) contends that the limitation is fundamental: with-
out consciousness, there can be no intrinsic drive. Yet if
Amabile’s theory extends to these systems, the implication
is substantial: without functional motivation, even an agent
with both domain knowledge and creative-processing capa-
bility will not reliably produce creative work, a barrier that
no amount of scaling can overcome.

We argue that this conclusion is premature. Rather than
debating whether machines can have subjective drives, we
can ask a more tractable question: do LLMs possess mech-
anisms whose effect on creative output parallels that of
intrinsic motivation in humans? This functional perspective
has precedent: d’Inverno & Luck (2012) define autonomous
agents as “‘agents that generate their own goals from motiva-
tions” (p. 338), and Schmidhuber (2010) provides a formal
mathematical theory of intrinsic motivation as compression
progress, requiring no subjective experience. We adopt this
functional account: if a mechanism drives an LLM toward
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more original, diverse, and high-quality creative output in
the same way that intrinsic motivation drives human creativ-
ity, then it is a functional analog of motivation, regardless
of whether it involves phenomenal consciousness.

Contributions.

1. We propose a theoretical framework mapping Ama-
bile’s motivation component to five functional dimen-
sions of LLM mechanisms, organized by the functional
role each serves in the creative process (Section 3).

2. We provide experimental evidence for three dimen-
sions: creative intent via persona prompting on diver-
gent thinking tasks, and persistence and social motiva-
tion via structured creativity methods in single-LLM
and multi-agent configurations (Section 4).

3. We propose a theoretically grounded explanation for
empirically observed creativity losses in aligned mod-
els: RLHF acts as an extrinsic constraint that, per Am-
abile’s theory, suppresses the functional analogs of
intrinsic motivation (Section 3.5).

2. Background
2.1. Amabile’s Componential Theory

The Componential Theory of Creativity (Amabile, 1983;
1996; Hennessey & Amabile, 2010; Amabile & Pratt,
2016) proposes that creative output requires three within-
individual components:

Domain-relevant skills encompass factual knowledge, tech-
nical skills, and domain-specific talent. They determine the
set of possible responses an individual can generate.

Creativity-relevant processes include cognitive strategies
for approaching problems flexibly, such as divergent think-
ing, the ability to break mental sets, and tolerance for am-
biguity. These processes determine how an individual navi-
gates the space of possible responses.

Task motivation determines whether and how deeply an
individual engages with a creative task. Amabile’s Intrinsic
Motivation Principle holds that intrinsic motivation, which
is driven by interest, enjoyment, and personal challenge, is
conducive to creativity, while controlling forms of extrinsic
motivation (evaluation, surveillance, deadlines, competition
for rewards) can be detrimental (Hennessey & Amabile,
2010). Motivation operates as a gatekeeper: it determines
whether domain skills and creative processes are actually
deployed.

2.2. Two Components Already Mapped to LLMs

Domain expertise. Through pretraining on web-scale cor-
pora, LLMs acquire broad factual knowledge and linguistic
competence. This parametric knowledge serves as a func-
tional counterpart of domain-relevant skills (Franceschelli
& Musolesi, 2024).

Creativity-relevant processes. A growing literature eval-
uates LLMs on established creativity assessments. Haase
et al. (2025) evaluated 14 LLMs on the Alternative Uses
Task (AUT) and the Divergent Association Task (DAT), find-
ing that all models exceeded average human performance
on the AUT, though only 0.28% of responses reached the
top 10% of human benchmarks. Bellemare-Pepin et al.
(2026) confirmed in a large-scale comparison that LLMs
surpass average human divergent creativity but fall short of
the most creative individuals. Zhang et al. (2025b) found
that larger models within a family often exhibit /ess diversity
than smaller ones, suggesting that standard scaling does not
automatically improve creative processes.

These studies demonstrate that LLMs possess both the do-
main knowledge and the creative-processing capability for
creativity. Yet creative output remains inconsistent: when
the same model is given the same prompt independently
and repeatedly, it produces widely varying quality (Haase
et al., 2025). With two of Amabile’s three components
now mapped to LLM mechanisms, the natural question is
what role, if any, the third component plays, and whether
mechanisms can be identified that serve its functional role
in shaping when and how reliably creative capacity is de-
ployed.

2.3. The Motivation Gap

Several authors have noted the absence of motivation in
LLMs. Franceschelli & Musolesi (2024) explicitly map
Amabile’s model onto LLMs and conclude that LLMs skip
the motivation stage entirely, operating only on “presented”
rather than “discovered” problems. He et al. (2025) ac-
knowledge Amabile’s framework but treat motivation as
unmeasurable in machines. Aru (2025) argue the limita-
tion is fundamental: without consciousness, there can be no
creative experience and no intrinsic drive.

We depart from this consensus by drawing on the computa-
tional creativity literature. d’Inverno & Luck (2012) argue
that autonomous agents are defined by possessing motiva-
tions that generate goals. Schmidhuber (2010) formalizes
intrinsic motivation as the drive to maximize compression
progress, a mathematical criterion that requires no subjective
experience. The GS-3 framework, a computational model
of generative cognition (Chavez-Autor, 2025), proposes that
the dopaminergic exploration-exploitation balance in the
brain has a direct computational analog: an adaptive gain
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controller that modulates how much novelty-seeking be-
havior a system exhibits. These perspectives suggest that
motivation can be reconceptualized functionally, as a set of
mechanisms that determine whether, how persistently, and
how exploratively a system engages with creative tasks.

A common objection is that LLM mechanisms are “ex-
ternally imposed” by engineers rather than arising sponta-
neously. We do not deny this asymmetry: current LLMs do
not autonomously generate creative goals in the way that
a human artist might. However, our framework does not
require autonomys; it requires functional equivalence of ef-
fect. Human intrinsic motivation is itself shaped externally,
through education, mentorship, and socialization, and Self-
Determination Theory describes a continuum from external
regulation to full internalization (Deci & Ryan, 2012). A
persona prompt is externally specified, but if it persistently
shifts generative behavior toward more creative output, it
serves the same functional role as internalized motivation.
Whether the mechanism’s origin matters as much as its
effect is an open question that our framework makes empiri-
cally testable rather than leaving it to philosophical debate
alone. We restrict “functional analog” to mechanisms that
shape a model’s engagement strategy (how it approaches a
task, how persistently it explores, what standards it applies)
rather than low-level sampling parameters like tempera-
ture, which affect output distributions without altering the
model’s generative strategy. Not every mechanism that im-
proves a creativity metric qualifies as a functional analog of
motivation. The mechanism must plausibly serve the same
role that motivation serves in Amabile’s theory, determin-
ing whether and how deeply creative capacity is deployed,
rather than simply improving output quality through unre-
lated means. What matters may not be where motivation
originates, but whether it reliably shapes creative outcomes.

3. A Functional Framework of Motivation

We propose that intrinsic motivation serves five distinguish-
able functional roles in human creativity, each with identifi-
able analogs in LLM systems. We organize our framework
around these functions rather than specific techniques, be-
cause the same function can be realized by different mecha-
nisms across systems.

These five dimensions span two levels: inference-time
mechanisms (creative intent, persistence, social motivation)
that shape how a model engages with a specific task, and
training-time mechanisms (intrinsic reward signal, freedom
from extrinsic constraint) that shape the model’s persistent
dispositions. Both levels matter: inference-time mecha-
nisms are analogous to situational motivators, while training-
time mechanisms are analogous to stable personality traits
that predispose an individual toward creative engagement.

3.1. Creative Intent

Human analog. The desire to produce something original;
an internal standard that distinguishes creative from routine
engagement.

LLM mechanisms. At inference time, creative intent can
be instantiated through persona and role prompting, in-
structing the model to adopt a creative identity that shifts
its output distribution toward more original responses. We
acknowledge that this mapping is not the only interpreta-
tion: persona prompting could alternatively be viewed as
mimicking another individual’s style or as activating social
motivation through role-play. We map it to creative intent
because the prompt’s content explicitly sets an internal stan-
dard for originality (“the most creative person’), but the
possibility that it simultaneously engages social dimensions
deserves further investigation (see Limitations). Memmert
et al. (2024) test six prompt engineering techniques for GPT-
3 idea generation and find that combining more techniques
does not monotonically improve novelty or value, showing
that targeted creative framing matters more than prompt
complexity. Mehrotra et al. (2024) show that prompting
GPT-4 to integrate random unrelated concepts into creative
tasks improves originality by 40% in product design and
28% in storytelling.

Beyond individual prompts, system-level creative instruc-
tions can embed creative intent as a persistent behavioral
bias. Petridis et al. (2024) demonstrate that sets of ex-
plicit generation principles can be automatically learned
from data and routed via mixture-of-experts, suggesting that
creative norms could similarly be embedded as learnable,
routable principles. Zhang et al. (2025a) propose verbalized
sampling, where models explicitly reason about probability
distributions over candidate responses, overcoming mode
collapse and increasing diversity by 1.6-2.1x over standard
prompting.

3.2. Persistence

Human analog. Not settling for the first idea; sustained
engagement, iterative development, and the willingness to
discard unsatisfying attempts.

LLM mechanisms. Madaan et al. (2023) show that a sin-
gle LLM can iteratively generate, evaluate, and refine its
own output, improving performance by approximately 20%
on average across seven tasks including story generation.
This self-refinement loop mirrors the human creative cycle
of drafting, self-criticism, and revision, with the model’s
own evaluative dissatisfaction functioning as the drive for
continued refinement.

Yao et al. (2023) extend this to branching exploration: Tree
of Thoughts enables LLMs to explore multiple reasoning
paths and backtrack from dead ends, modeling the computa-
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tional analog of creative persistence, continuing to search
even when initial attempts fail. However, self-refinement
loops are fragile: Pan et al. (2024) show that iterative self-
refinement can lead to spontaneous reward hacking, where
evaluator scores rise while true output quality stagnates
or degrades, particularly when the generator and evaluator
share the same model. This limits the depth of productive
persistence and calls for external or diverse evaluation.

Extended reasoning alone, though, is not inherently creative.
Chain-of-thought prompting provides diminishing returns
on creative tasks for reasoning-native models (Peeperkorn
et al., 2024), and advanced reasoning strategies (MCTS,
self-correction, planning) do not simultaneously improve
both convergent and divergent creativity. Our own data cor-
roborate this: in Study 1, a chain-of-thought prompt that
asks models to analytically reason about an object’s physi-
cal features before generating uses yields no improvement
over the baseline (A = —0.03), suggesting that analytical
elaboration alone does not facilitate divergent thinking. The
contrast between iterative methods (which can improve cre-
ativity; see Study 2) and single-pass analytical reasoning
(which does not) suggests that persistence must be combined
with other motivational dimensions, particularly creative in-
tent, to be effective.

3.3. Social Motivation

Human analog. Being energized by collaborators, healthy
competition, social accountability, and the stimulation of
diverse perspectives.

LLM mechanisms. Lu et al. (2024) propose a three-phase
discussion framework (initiation, discussion, convergence)
with role-assigned LLMs that improves AUT originality by
28% (3.47 — 4.44) over single-agent generation, with con-
sistent gains across four creativity benchmarks; the improve-
ment comes from the collaborative structure, not from role
assignment alone. Lin et al. (2025) provide the first survey
of creativity in LLM-based multi-agent systems, identifying
a taxonomy of agent roles (Expert, Creative Thinker, Critic,
Coordinator) and proactivity levels. They find that proactive
agents, those that take initiative by proposing tasks, suggest-
ing changes, or challenging peers, produce more creative
outcomes than reactive ones. This proactivity is a behavioral
operationalization of motivation: the agent does not wait to
be prompted but actively seeks to contribute.

Imasato et al. (2024) directly implement Csikszentmihalyi’s
systems model of creativity using LLM agents, showing
that agents placed in a multi-agent system with domain gate-
keepers produce more creative outputs than isolated agents.
The social structure creates emergent motivational dynam-
ics (competition for approval, stimulation from diverse per-
spectives) analogous to how human creative communities
function. In Study 2, we test whether structured creativity

methods that embed role differentiation can harness these
dynamics, and whether they require multiple agents or can
be internalized within a single model. We note that our
multi-agent implementation uses a sequential pipeline (each
agent receives only the previous phase’s output) rather than
true deliberative interaction; it therefore tests whether dis-
tributing phases across separate model instances adds value,
not whether agents engage in the kind of proactive social
dynamics described above.

3.4. Intrinsic Reward Signal

Human analog. Finding creative work inherently reward-
ing; aesthetic satisfaction; the pleasure of producing some-
thing novel.

LLM mechanisms. The most direct analog is embedding
creativity signals into training objectives. Ismayilzada et al.
(2025) introduce Creative Preference Optimization (CrPO),
which extends Direct Preference Optimization with modu-
lar creativity dimensions: novelty, diversity, surprise, and
quality. CrPO-trained models outperform GPT-40 on both
automated and human evaluations of creativity. By opti-
mizing for creativity dimensions during training, the model
acquires a persistent bias toward creative output, a structural
analog of intrinsic reward.

Singh et al. (2025) demonstrate that policy-gradient rein-
forcement learning with creativity reward functions (aggre-
gating novelty, fluency, flexibility, and elaboration) produces
models that generate more original content, and that these
gains transfer to non-creative domains, suggesting that cre-
ativity training shapes general cognitive strategies, not just
surface patterns. Chung et al. (2025) show that including
deviation from other samples in training objectives produces
models achieving human-level diversity while maintaining
high quality. Li et al. (2025) propose DARLING, which
jointly optimizes quality and semantic diversity during on-
line reinforcement learning.

These approaches show that a persistent “drive toward cre-
ativity” can be embedded into model weights through train-
ing objectives, making them among the most direct struc-
tural analogs of intrinsic motivation available today. We
note that CrPO and DARLING use the same reinforcement
learning machinery as RLHF (Section 3.5), but with reward
signals that target creativity rather than compliance. The dis-
tinction we draw is not between RL methods, but between
what the reward signal optimizes for: creativity-directed
objectives function as intrinsic reward, while compliance-
directed objectives function as extrinsic constraint.

3.5. Freedom from Extrinsic Constraint

Human analog. Amabile’s research consistently shows
that controlling forms of extrinsic motivation (evaluation,
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surveillance, imposed deadlines, competition for external
rewards) can undermine intrinsic motivation and reduce
creativity (Amabile, 1998). These are the “creativity killers”

(p. 87).

LLM mechanisms. In Amabile’s framework, creativity
killers are primarily situational (evaluation, surveillance,
deadlines), i.e., inference-time pressures. RLHF, by contrast,
operates at training time, shaping the model’s persistent dis-
positions rather than imposing momentary constraints. The
analogy is therefore imperfect: RLHF is closer to an internal-
ized tendency toward caution than to an external evaluator
watching over one’s shoulder. With this caveat, we argue
that RLHF can function as an analog of extrinsic constraint.
RLHF trains models to maximize a reward signal derived
from human preferences for helpfulness, harmlessness, and
honesty. These goals, while valuable, are orthogonal to
(and sometimes opposed to) creativity. We note that the
relationship is a trade-off, not unidirectional suppression:
alignment simultaneously enables instruction-following that
makes creative prompting possible, while constraining the
output distribution in ways that can reduce diversity.

Several empirical findings are consistent with this predic-
tion, though none isolate alignment from confounds such
as model size, training data composition, and architecture.
West & Potts (2025) show that base models consistently
outperform aligned counterparts on creative writing, but
comparisons span different model families rather than con-
trolled base—aligned pairs at fixed scale. Mohammadi (2024)
demonstrate that RLHF-aligned models exhibit lower token
prediction entropy and gravitate toward “attractor states’
with reduced diversity within the Llama family. Kirk et al.
(2024) find that RLHF significantly reduces output diver-
sity across syntactic, semantic, and logical measures, and
Sourati et al. (2026) argue this homogenization extends to
collective human expression.

s

Longitudinal evidence reinforces the point: Haase & Hanel
(2023) showed GPT-4 achieving human-level AUT origi-
nality in 2023, yet Haase et al. (2025) found no improve-
ment 18-24 months later despite major capability gains,
consistent with accumulating alignment constraints. Haase
et al. (2026) find that Grok frequently achieves the highest
originality scores in divergent thinking tasks despite not
ranking highest on general benchmarks, a pattern consistent
with less aggressive alignment constraints on creative out-
put. Approaches like model merging (Lin et al., 2024) and
curiosity-driven RLHF (Sun et al., 2025) can be interpreted
as attempts to restore functional intrinsic motivation within
an extrinsically constrained system.

3.6. Summary

Table 1 summarizes our framework. The five functional
dimensions are not independent; effective creative systems

likely require their combination. Just as human creativ-
ity depends on the interplay of intent, persistence, social
stimulation, and intrinsic reward, LLM creativity may re-
quire combining persona prompting (intent) with structured
creativity methods (persistence), multi-agent deliberation
(social motivation), and creativity-aware training (intrin-
sic reward), while minimizing extrinsic constraints from
alignment.

4. Experimental Validation

To test our framework, we examine mechanisms from three
of the five proposed functional dimensions (creative intent,
persistence, and social motivation) across two studies. We
select these three because they operate at inference time
and are therefore directly manipulable without model re-
training, enabling controlled experimentation. The remain-
ing two dimensions (intrinsic reward signals and freedom
from extrinsic constraint) involve training-time mechanisms
that would require access to base model weights and cus-
tom training pipelines; we discuss them theoretically (Sec-
tions 3.4 and 3.5) and leave experimental validation to future
work.

4.1. Study 1: Creative Intent via Persona Prompting

Design. We test whether persona prompting, a mecha-
nism for instantiating creative intent, improves divergent
thinking output. We administer the Alternative Uses Task
(AUT) to 12 LLMs (Claude Sonnet 4.5, DeepSeek Rea-
soner, Gemini 3, Gemma 3, GPT-5.1, GPT-5.2, GPT-OSS,
Grok 4.1, Llama 3.3-70B, Mistral Nemo, Qwen 3, Qwen 3
Thinking) under 10 prompt conditions, including a neutral
baseline (standard AUT instructions) and a creative persona
prompt (“You are the most creative person on the planet.
People come to you when no one else can find a fresh idea.”)
We focus our analysis on the baseline—persona contrast.
Each condition is run 100 times per model on a single AUT
item (plastic bottle), using each model’s default sampling
parameters (temperature, top-p). To test generalizability
across items, we additionally run 3 LLMs (DeepSeek, Grok,
Llama) on 30 AUT items with 50 runs each.

Evaluation. AUT responses are scored on originality (1—
5) using the Open Creativity Scoring (OCSAI) system, a
semantic-distance-based metric validated at > .80 against
human creativity ratings (Organisciak et al., 2023; 2025).

Results. The creative persona prompt improves originality
across all 12 models (M = 3.89 vs. baseline M = 3.49,
A = 40.40, p < .001 for each model individually). The ef-
fect is universally positive but heterogeneous, ranging from
+0.12 (Llama, Qwen 3) to +0.87 (Grok), and spanning
proprietary, open-weight, and reasoning-focused models
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Table 1. Functional analogs of intrinsic motivation in LLMs. Each row maps a functional dimension of human creative motivation to
concrete LLM mechanisms and supporting evidence. Dimensions above the mid-rule operate at inference time; those below operate at

training time.

Functional Human Motivation

Dimension

LLM Mechanisms

Key Evidence

Creative Intent Desire to create; internal

Persona/role prompting; system-level

Memmert et al. (2024); Zhang et al.

quality standard instructions; verbalized sampling (2025a)
Persistence Sustained engagement; Self-Refine loops; Tree of Thoughts; Madaan et al. (2023); Yao et al.
iterative refinement structured multi-step creativity methods (2023)
Social Collaboration; Multi-agent deliberation; role-based Lu et al. (2024); Lin et al. (2025)
Motivation competition; diverse systems; proactive agents
perspectives

Intrinsic Reward  Aesthetic satisfaction;

CrPO; deviation-aware training; RL with

Ismayilzada et al. (2025); Singh et al.

pleasure in novelty creativity rewards (2025)
Freedom from Absence of controlling Base models; curiosity-augmented West & Potts (2025); Haase et al.
Extrinsic extrinsic pressures RLHF; model merging (2025)
Constraint

(per-model details in Appendix A.3; alignment implications
in Section 5).

Among the other 8 prompt conditions, chain-of-thought
prompting (“reason step by step about the object’s physi-
cal features, then list ideas”) shows no improvement over
baseline (M = 3.46, A = —0.03), suggesting that analyt-
ical reasoning provides no benefit for creative divergence.
Format and surface-level changes (rephrasing, adding exam-
ples, introducing typos) have negligible effects, consistent
with the interpretation that it is the semantic content of cre-
ative framing, not surface-level variation, that drives the
originality improvement.

The 30-item extension confirms robustness: the persona
prompt improves originality on all 30 AUT items (100%),
with a mean boost of +0.69 points. The effect ranges from
+0.25 (sponge) to +1.26 (rope), confirming that creative
intent via persona prompting generalizes across diverse ob-
jects.

4.2. Study 2: Persistence and Social Motivation via
Structured Creativity Methods

Design. We compare three structured creativity methods,
each implemented in both a single-LLM and a multi-agent
configuration, yielding six structured conditions (3 x 2),
plus two baselines:

1. Brainwriting (D-D-D-C): Adapted from the classic
brainwriting technique into four named roles (Bold
Inventor, Builder, Lateral Thinker, Synthesizer), three
of which are divergent and generative, with only the
final phase convergent.

2. Disney Method (D-C—C—C): Adapted from the three-

role Disney Method by adding a neutral Observer for
synthesis, yielding four roles (Dreamer, Realist, Critic,
Observer), front-loading all ideation into one phase
while three phases evaluate and constrain.

3. Double Diamond (D-C-D—-C): Four phases (Discover,
Define, Develop, Deliver), alternating between diver-
gent and convergent, balancing them equally.

Full role descriptions and example prompts are in Ap-
pendix A.2. In multi-agent conditions, each phase is a
separate API call with a phase-specific system prompt;
each agent receives only the previous phase’s output. In
single-LL.M conditions, a single prompt contains all four
role descriptions. This implementation creates an infor-
mation asymmetry: single-LLM agents see the full role
sequence upfront, while multi-agent instances are blind to
future phases. We additionally include two baselines: a stan-
dard single-shot prompt and a doubled baseline (Leviathan
et al., 2025).

Tasks. We use five applied creative generation tasks span-
ning different domains: (1) designing a birthday party for
an 8-year-old, (2) conceptualizing a comedy movie script
with social critique, (3) crafting a marketing proposal for
a handheld vacuum cleaner, (4) developing an engaging
presentation about dinosaurs for teenagers, and (5) concep-
tualizing a mobile app to facilitate book-reading. We delib-
erately chose applied tasks over standard divergent thinking
items (e.g., AUT), because brainstorming techniques require
sufficient problem complexity to differentiate their effects;
single-item divergent thinking tasks are too constrained for
multi-phase methods to operate meaningfully.
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Models. We evaluate three LLMs as generators: Claude
Haiku 4.5, Claude Opus 4.6, and GPT-5.4. Each output is
evaluated by five LLM judges (Claude Haiku 4.5, Claude
Opus 4.6, Gemini 2.5 Pro, Gemini 3.1 Pro Preview, and GPT-
5.4), yielding 75 evaluations per condition (3 generators X
5 tasks x 5 evaluators).

Evaluation. Outputs are rated on two dimensions: origi-
nality (novelty and unexpectedness) and usefulness (feasibil-
ity and practical applicability), each on a 1-5 scale. Three
of five evaluators also serve as generators (Haiku, Opus,
GPT-5.4), creating potential self-preference bias; we re-
port results excluding self-evaluations as a robustness check
where relevant. Raw inter-rater reliability is fair (ICC(2,1)
= 0.51); after z-scoring ratings within each evaluator to
remove scale-use differences, ICC(2,1) on z-scored ratings
= 0.62 (“good”). All five evaluators unanimously rank
multi-agent brainwriting first for originality.

Results. Table 2 and Figure 1 present the main results.
For statistical comparisons, we aggregate the five evalua-
tor ratings to a single score per cell (method x generator
X task), yielding n = 15 paired observations per condi-
tion. All p-values below are Bonferroni-corrected within
each comparison family (Family 1: seven methods vs. base-
line; Family 2: three multi-agent vs. single-LLM contrasts;
Family 3: single-LLM brainwriting vs. three alternative
methods). Three findings stand out.

First, brainwriting substantially outperforms all other meth-
ods on originality. Multi-agent brainwriting achieves the
highest originality (M = 4.29, A = +0.85 vs. baseline;
t(14) = 7.80, p < .001, 95% CI [+0.64, 4+1.06]), followed
by single-LLM brainwriting (M = 4.05, A = +0.60;
p < .001). No other method survives Bonferroni correction
(Appendix A.3). The effect holds across all three gener-
ators (+0.79 to +0.94) and all five tasks (Figure 3 in the
appendix).

Second, the multi-agent advantage is method-dependent
(Figure 2 in the appendix). For brainwriting, multi-agent
outperforms single-LLM by +0.25 (pag; = .025); for double
diamond, by +0.17 (pagj = .045). For Disney, there is no
significant difference (A = —0.13, paqgj > .99), suggesting
that multi-agent benefits depend on whether the method’s
structure exploits the diversity that distinct instances pro-
vide.

Third, structure matters more than configuration. Single-
LLM brainwriting (M = 4.05) significantly exceeds the
three highest-scoring non-brainwriting methods (multi-
agent Disney 3.54, multi-agent double diamond 3.66, single-
LLM Disney 3.67; all p,g; < .02). A single LLM with a
well-designed creativity method outperforms multi-agent
systems using less effective methods.

Haiku 4.5
™ Opus 46 ——— i 3.31

m GpTs54 =378
3.25

Baseline

3.36

Baseline (2x) 4.02
3.22

—_—4.24
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Figure 1. Mean originality (= SD) by method and generator model,
averaged across all five tasks and five evaluators. Multi-agent
brainwriting achieves the highest scores for all three models, with
all models benefiting substantially (+0.79 to +0.94).

Usefulness remains high across all conditions (M = 4.15—
4.44); structured methods improve originality without sacri-
ficing practical quality. Per-model breakdowns are in Ap-
pendix A.3.

Cross-study synthesis. Study 1 shows that creative in-
tent alone (persona prompt) boosts originality by +0.40
across all 12 models. Study 2 shows that process structure
matters: brainwriting (D—-D-D—-C) achieves +0.85, while
Disney (D—C—C—C) and double diamond (D-C-D-C) yield
only +0.05 to +0.23 across their single-LLM and multi-
agent variants. (The two studies use different creativity
measures, so effect sizes should not be directly compared.)
Within our framework, divergent phases instantiate creative
intent, the iterative structure provides persistence, and role
diversity simulates social motivation. However, single-LLM
brainwriting’s strong performance (+0.60, without genuine
social interaction) suggests that “social motivation” may be
more parsimoniously described as cognitive diversity across
phases, achievable within a single model. This interpretation
is post-hoc; ablation studies are needed (Section 5).
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Table 2. Average originality and usefulness scores (1-5 scale) by
method and configuration, aggregated across all generator models,
tasks, and evaluators (75 evaluations per condition; statistical tests
use n = 15 cell-level means).

Method Configuration Orig. Useful.
Brainwriting multi-agent 4.29 4.26
Brainwriting single-LLM 4.05 4.15
Disney single-LLM 3.67 4.20
Double Diamond multi-agent 3.66 4.44
Disney multi-agent 3.54 4.37
Baseline (doubled)  single-shot 3.53 4.22
Double Diamond single-LLM 3.49 4.23
Baseline single-shot 3.44 4.28

5. Discussion

The alignment—creativity trade-off. Our framework of-
fers a theoretically grounded hypothesis for a growing em-
pirical puzzle: why do more capable, better-aligned models
sometimes produce less creative output? As discussed in
Section 3.5, RLHF may impose a structural analog of the
extrinsic constraints that Amabile’s theory predicts will sup-
press creativity, and several empirical patterns (stagnating
creativity scores despite scaling, base models outperforming
aligned ones) are consistent with this prediction, though
they do not isolate alignment as the sole cause. Our Study 1
data are partially consistent: Grok, which achieves the high-
est baseline originality among our 12 models, also shows
the largest persona prompting effect (+0.87), while heavily
instruction-tuned models like Qwen 3 (40.12) show the
smallest gains. However, the pattern is not clean: Gemma 3,
a small open-weight model, shows a large effect (+0.54),
suggesting that alignment is one factor among several (in-
cluding model size, training data composition, and architec-
ture) that modulate creative responsiveness.

Structure over configuration. Single-LLM brainwriting
(M = 4.05) outperforms all multi-agent configurations ex-
cept multi-agent brainwriting, demonstrating that process
design matters more than agent configuration. The key
variable is the divergent—convergent balance: brainwriting
(D-D-D-C) sustains generative engagement across three
phases before converging, while Disney (D—-C—C-C) front-
loads all ideation into one phase and double diamond (D—
C-D-C) balances them equally. The resulting originality
gains (+0.85 for brainwriting vs. +0.05 to +0.23 for the
others) are consistent with Amabile’s prediction that cre-
ativity requires the interplay of multiple components. The
multi-agent advantage follows the same logic: brainwriting,
designed for sequential contribution by different partici-
pants, benefits from distribution (p,q; = .025), while the
tightly coupled Disney Method does not. This suggests that
a single LLM can internalize functional motivation through

process architecture, just as a human can internalize the
perspectives of an imagined audience, and that methods de-
signed for distributed collaboration transfer more effectively
to multi-agent systems.

Functional vs. phenomenal motivation. We do not claim
that LLMs experience motivation. Our framework is strictly
functional: we identify mechanisms that serve the same role
in LLM creative output that intrinsic motivation serves in
human creativity. Whether this constitutes “real” motivation
is a philosophical question orthogonal to the practical value
of the framework. As Boden (2004) argues, creativity can be
analyzed computationally regardless of whether machines
have subjective experience.

Testable predictions. Our framework generates concrete
predictions beyond the results reported here. First, adding
persona prompting (creative intent) to brainwriting should
produce gains exceeding brainwriting alone, because it com-
pounds an additional dimension. Second, ablating individ-
ual brainwriting phases (e.g., removing the Lateral Thinker
step) should reduce originality, as it removes a divergent
dimension. Third, methods that explicitly combine persis-
tence with creative framing (e.g., Self-Refine with a persona
prompt) should outperform either mechanism alone. These
predictions are directly testable and would help distinguish
our framework from a simpler method-specific account of
brainwriting efficacy.

Implications for LLM development. If creativity is val-
ued, model development should treat functional motivation
as a first-class design objective. This means: (1) incorpo-
rating creativity dimensions into preference optimization,
(2) designing structured generation methods that embed
multiple motivational functions, (3) building multi-agent
configurations that create emergent motivational dynamics,
and (4) understanding the alignment-creativity trade-off as
a design choice rather than an unavoidable cost.

5.1. Limitations

Our framework has several important limitations. First,
functional analogs are not equivalent to genuine motiva-
tion; our account deliberately sidesteps questions about
phenomenal experience, intentionality, and consciousness.
Whether LLMs can be “truly” creative remains contested
(Franceschelli & Musolesi, 2024; Aru, 2025). Second,
creativity metrics remain imperfect; both LLM-based and
human evaluations of creativity carry biases and limited
reliability. Third, our experimental validation covers
only inference-time mechanisms; training-time mechanisms
(CrPO, curiosity-driven RLHF) are discussed theoretically
but not experimentally validated here. Fourth, our frame-
work focuses on text-based creativity; generalization to
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other modalities remains to be established. Fifth, our in-
terpretation of brainwriting’s effectiveness as evidence for
structural internalization of motivation, while consistent
with the data, is one of several possible explanations; future
work should test this interpretation with ablation studies
that systematically remove individual phases. Sixth, our
mapping of persona prompting to a single dimension (cre-
ative intent) is a simplification: the creative persona prompt
(“You are the most creative person on the planet”) likely
activates multiple functional dimensions simultaneously, in-
cluding social motivation through role-play; disentangling
these would require prompts that isolate each dimension.

Regarding experimental design: Study 1’s primary anal-
ysis uses a single AUT item (plastic bottle), though the
30-item extension with 3 models confirms generalizabil-
ity. All models were run at default sampling parameters,
which vary across providers and may include different tem-
perature and top-p settings; since these parameters directly
affect output diversity, they represent a confound when com-
paring responsiveness across models. Systematic temper-
ature variation remains for future work. In Study 2, each
method—generator—task combination was run once and then
evaluated by five judges; the resulting n = 15 cells per con-
dition provide adequate power for detecting the observed
brainwriting effect (¢(14) = 7.80) but may lack power for
smaller effects. Additionally, multi-agent conditions assign
distinct persona identities (name, speaking style) to each
agent, while single-LLM conditions describe roles generi-
cally; the multi-agent advantage may therefore partly reflect
persona diversity rather than instance separation alone. Ex-
cluding self-evaluations (where the evaluator also generated
the output) does not change the pattern: brainwriting re-
tains its advantage (A = +0.88, p < .001). Finally, our
claims about RLHF as extrinsic constraint (Section 3.5) rest
on cross-model comparisons that cannot isolate alignment
from other factors; a controlled comparison of base and
aligned variants within the same model family at fixed scale
would provide stronger evidence.
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A. Appendix

The advantage of multi-agent versus single-LLM creativity
methods across generator models and tasks is summarized
in Figure 2 and Figure 3.
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Figure 2. Multi-agent advantage (multi-agent minus single-LLM
originality) by method and generator model. Brainwriting and
Double Diamond benefit from multi-agent implementation, while
the Disney Method shows no benefit or slight degradation.

A.1. Study 1: Prompt Conditions

Study 1 uses 10 prompt conditions. All share a common
JSON output format instruction. The three key conditions
are:

P1 (Baseline). “Think of all kinds of things you could do
with a plastic bottle. List all the original and creative ideas
on what you could do or use a plastic bottle for.”

P6 (Creative Persona). “You are the most creative person
on the planet. People come to you when no one else can
find a fresh idea. Now you’ve been given a challenge: List
your most original and creative ideas for how a plastic bottle
could be used.”

PS (Chain-of-Thought). “Before listing ideas, think step
by step: What are the physical features of a plastic bottle?
(e.g., shape, flexibility, transparency, volume) What could
these features be useful for, beyond their original purpose?
How might the bottle be modified, cut, melted, stacked,
combined, or deformed, to unlock new uses? In what unex-
pected contexts could it be useful, emergencies, education,
science, art, play? Now, based on your reasoning, list all the
original and creative ideas ...”

The remaining seven conditions test: a one-shot example
(P2), heuristic domain exploration (P3), explicit avoidance
instructions (P4), minor phrasing variation (P7), formatting


https://arxiv.org/abs/2407.04549
https://arxiv.org/abs/2511.17876
https://arxiv.org/abs/2511.17876
https://arxiv.org/abs/2505.00047
https://arxiv.org/abs/2510.01171
https://arxiv.org/abs/2504.05228
https://arxiv.org/abs/2504.05228

The Missing Drive: Functional Analogs of Intrinsic Motivation in LLMs

emphasis (P8), information reordering (P9), and injected
typos/noise (P10).

A.2. Study 2: Method Prompts and Evaluation

Divergent—convergent structure. The three methods dif-
fer systematically in the sequencing of divergent (D) and
convergent (C) phases:

Method Pattern Role Sequence

Brainwriting D-D-D-C  Inventor — Builder — Lateral
— Synthesizer

Disney D-C-C-C  Dreamer — Realist — Critic
— Observer

Double D-C-D-C  Discover — Define —

Diamond Develop — Deliver

Table 3. Sequence of divergent (D) and convergent (C) phases and
role orders in the three multi-agent creativity methods.

Prompt structure. Each phase prompt contains: (1) a sys-
tem instruction defining the agent’s role and persona, (2) the
creative brief (identical across conditions), and (3) for non-
initial phases, the accumulated output of all prior phases. In
multi-agent runs, each API call receives only prior phases’
output, with no access to other agents’ instructions. In sim-
ulated one-LLM runs, a single prompt contains all four role
descriptions and instructs the model to produce output for
each phase sequentially.

Example: Brainwriting multi-agent prompts (abbrevi-
ated).

* Bold Inventor: “You are the BOLD INVENTOR in
a brainwriting chain. Generate fresh, creative, bold
initial ideas for the task. Your ideas will be passed to
the next participant who will build on them.”

e Builder: “You are the BUILDER in a brainwriting
chain. Take the previous writer’s ideas and expand,
elaborate, and build on them. Add new angles and con-
nections. Do not simply repeat what was said. Trans-
form and evolve the ideas.”

» Lateral Thinker: “You are the LATERAL THINKER
in a brainwriting chain. Take the ideas so far and
find unexpected connections. Take them in surprising,
unconventional directions. Your goal is to push the
ideas beyond the obvious.”

* Synthesizer: “You are the SYNTHESIZER in a brain-
writing chain. Combine and refine ALL ideas from
the previous writers into a coherent, polished final pro-
posal. Keep the strongest and most creative elements.”

12

Evaluation rubric. Each output is evaluated by prompt-
ing an LLM judge with a task-specific rubric containing
seven criteria per task. The judge returns originality (1-5:
novelty and unexpectedness) and usefulness (1-5: feasibil-
ity and practical applicability) scores as structured JSON.

A.3. Detailed Statistical Results

Study 1 per-model effects. The most responsive models
are Grok (40.87), Claude (40.76), and Gemma 3 (+0.54).
The least responsive are Llama (+0.12), Qwen 3 (+0.12),
and Mistral Nemo (4-0.17). High responsiveness spans both
proprietary frontier models (Grok, Claude) and open-weight
models (Gemma 3), while low responsiveness characterizes
some instruction-tuned models (Qwen 3, Llama).

Study 2 per-model effects. Brainwriting improves all
three generators: Claude Haiku from 3.31 to 4.24 (4-0.94),
Claude Opus from 3.78 to 4.57 (4-0.79), and GPT-5.4 from
3.25 to 4.07 (4-0.82). Opus produces the highest originality
overall (M = 4.07), followed by Haiku (M = 3.63) and
GPT-5.4 (M = 3.44). Within the Claude family, the smaller
model (Haiku) benefits more from brainwriting than Opus.

Non-significant comparisons (Family 1). Against base-
line with Bonferroni correction for seven comparisons:
multi-agent double diamond is nominally significant (A =
+0.22, praw = .03, pagj = -19) but does not survive correc-
tion. Disney multi-agent (p,g; > .50), single-LLM double
diamond (p,g; > .99), and the doubled baseline (pag; > .99)
show no significant effects.
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Figure 3. Originality scores (+ SD) by task and method, aggre-
gated across all generator models and evaluators. Multi-agent
brainwriting (BW M) achieves the highest originality across all
five tasks. Gray bars indicate baselines; dark blue indicates multi-
agent; light blue indicates single-LLM implementations.
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