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Motivation
Generative AI is shifting creative work from single-agent interaction 
toward multi-agent systems (MAS). Yet many current MAS stay oriented 
toward autonomous execution, casting humans as prompters or 
evaluators rather than members of the creative team, which can 
introduce design fixation, narrow the solution space, and erode 
designers' capabilities. We still lack an account of how MAS can harness 
multiple agents while sustaining humans' active participation.

Co-Creation Needs Human–Multi-Agent Teams
We argue that creative co-creation should move beyond fully 
autonomous MAS toward user-orchestrated Human–Multi-Agent Teams 
(HMATs), where humans and agents form a team rather than agents 
being directed by user. Building on the HCI notion of HMAT, we define an 
HMAT as a team with at least one human and two or more autonomous 
agents pursuing shared goals. In our prior CrafTeam study, twelve 
design practitioners began by delegating creative work to autonomous 
agents but converged on leading the teams themselves, since agents 
generated and evaluated ideas yet could not make the value judgments 
creative progress depends on. This points to user-orchestrated HMATs, 
in which the human keeps the team aligned with the work's evolving 
purpose rather than producing the work directly.

3-Layer Agenda

Human-directable team: The team should stay within one human's capacity to direct, 
whatever its size or composition, since the orchestration load grows with each agent and 
agent diversity broadens exploration only as far as the user can still integrate it.

Human–agent role division: The team needs a division of roles that keeps human-judgment 
work with the user, passes other parts to agents, and is automated only within limits the 
user fixes.

Team Layer

Agent-control interaction: The user needs interaction that makes each agent's ongoing 
activity legible and supports fine-grained direction throughout, beyond initial commands 
and final outputs, since they manage the agent itself, not only what it produces.

Flexible interaction: The user needs interaction that lets them move fluidly between 
handing a task off to an agent and working alongside it, re-engaging mid-task rather than 
committing to one mode at the start.

Team-level channels: The user needs interaction that supports several agents at once, 
with one-to-many channels, activity summaries, and lightweight ways to redirect a single 
agent without disrupting the rest.

Interaction Layer

Steerable agent: Agents should be specialized not only by creative role but for being 
directed by a human leader, applying the user's feedback, inferring implicit intent, surfacing 
their reasoning, and deferring when an action falls outside stated intent.

Intent-retaining memory: Agents need memory that carries the user's stated direction, 
assigned roles, and orchestration decisions forward, including shared memory across the 
team, so the target is what an agent retains rather than how much it stores.

Agent Layer

Future Directions for AI/ML Research

Steerability benchmarks: Evaluation should shift from single-agent 
response quality toward role-consistent, user-steerable behavior across 
full multi-agent sessions, with benchmarks built around an orchestrating 
user that separate an individual agent's steerability from the team's 
rather than scoring team output as today's benchmarks do.

Shared orchestration memory: Memory should grow from per-agent 
buffers into a shared store that captures the user's direction and 
orchestration decisions and stays under their control, measured by 
whether the team holds to that direction across sessions without re-
instruction.

Support-oriented manager agent: A manager agent could take on the 
mechanical coordination of several parallel agents and report back 
while leaving directional judgments to the user, with the open question 
being where it draws the line between what it resolves and what it 
escalates as the work unfolds.

Session-level training signals: Training should reach beyond 
instruction-tuning and RLHF, which reward a single response and cast 
the user as a prompter, toward signals measured across a full multi-
turn, multi-agent session against the user's evolving direction, together 
with the annotated session datasets such training requires.


