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Abstract
Most benchmarks for graphic design evaluate
layout generation from given content. In prac-
tice, however, a graphic design layout often al-
ready exists and should be updated after some
desired modification to text, assets, or canvas
format. In this setting, the modification breaks
only part of the layout, so the affected regions
should be repaired while the rest is preserved.
Standard one-shot benchmarks fail to evaluate
this requirement: prior graphic design methods
often redraw the whole canvas, naive train/test
splits may leak source layouts or styles, and a
single aggregate score can confound the mea-
sured quality of repaired regions and preserva-
tion of unchanged regions. We define this task as
post-instantiation layout adaptation and propose
a source-conditioned benchmark. Each instance
contains a source layout, a modification request,
and an unrepaired post-modification layout. We
evaluate repairs with four distinct metrics rather
than a single aggregate score. The benchmark
contains 117,318 instances drawn from 23,302
source layouts, with 59 held out as a curated sub-
set of difficult, human-verified examples. On this
subset, the strongest source-conditioned baseline
outperforms the source-agnostic baseline, with
higher scores on all four measured metrics. Hu-
man validation confirms that the instances require
repair and show substantial agreement when mul-
tiple valid repairs are allowed. In addition, our
analysis shows that naively dividing layout modifi-
cation examples into train/test sets can leak source
layouts and styles. Explicitly holding out source
layouts and styles from the training set reduces
this contamination. Overall, these results show
that source-conditioned evaluation is valuable for
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accurately measuring performance in the post-
instantiation layout adaptation setting.

1. Introduction
Most graphic design benchmarks focus on one-shot gen-
eration, where an automated graphic design method, such
as a trained generative model, receives an unordered set of
elements and arranges them on an empty canvas (Zheng
et al., 2019; Hsu et al., 2023; Horita et al., 2024; Lin et al.,
2025). While effective for layouts built from scratch, this ap-
proach does not reflect many real-world workflows. Rather
than starting from a blank canvas, designers commonly be-
gin with an existing high-quality layout, such as a brand
template or an earlier design, and repair it after some modi-
fication to the content, assets, or canvas size (Herring et al.,
2009; Kumar et al., 2011). This adaptation-centric prac-
tice has a long history of application in adaptive document
layout, layout retargeting, responsive visualization, and de-
sign refinement (Jacobs et al., 2003; Schrier et al., 2008;
O’Donovan et al., 2014; Hoffswell et al., 2020; Zeng et al.,
2024; Kikuchi et al., 2021; Goyal et al., 2025). In evaluating
these graphic design methods, the key question is not only
whether they can produce a good layout, but also whether
they can repair a given source layout.

A benchmark that measures the quality of repairs must eval-
uate layouts differently as compared to benchmarks that sim-
ply measure the overall quality of the layout. We propose to
evaluate each repair with four metrics, each scored automati-
cally and reported separately. Fidelity measures whether the
repair satisfies the modification request and maintains geo-
metric validity. Source-referenced preservation measures
whether the method preserves regions of the layout that are
unaffected by the modification. Repair quality measures
the extent to which the repair improves the unrepaired lay-
out, so that trivial non-repairs are not rewarded. Locality
measures whether individual unaffected elements maintain
their source positions and sizes. Locality is stricter than
preservation: a repair can preserve the structure within a
group while moving the whole group outside the affected
region. Standard generation metrics instead collapse these
four metrics into a single notion of layout quality, which
can reward methods that produce a plausible new layout
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while discarding the source, or methods that make little to
no edits.

Existing layout benchmarks can have three independent
shortcomings. First, redraw shortcuts: a method can im-
prove unrepaired layouts by redrawing the entire canvas,
discarding elements of a high-quality source layout, yet still
score highly under generation metrics. Second, source and
style leakage: prior benchmarks often split train and test
data such that examples derived from the same source layout
appear in both the training and test sets, causing train–test
contamination and inflating performance for methods that
have effectively seen the test source during training. A re-
lated problem appears at the level of style clusters, groups
of compositionally similar source layouts. Such overlap is
common since layouts are often built from reused templates
and recurring format conventions, so even if one specific lay-
out is held out, close visual twins of that layout can remain
in training, and the layout-repairing method is tested on
contaminated examples. Third, conflated scoring: a single
aggregated score cannot distinguish whether a method failed
to satisfy the modification request, damaged the source, or
simply produced a different but valid repair.

We address these shortcomings through the task input, eval-
uation metrics, and data splits. We propose a source-
conditioned benchmark (i.e., the source layout is part of
the input) for post-instantiation layout adaptation, the task
of repairing an existing layout after a modification. Each
instance consists of a source layout, a modification request,
and an unrepaired post-modification layout. We measure the
above four metrics separately, and hold out whole source
layouts and style clusters when splitting the data so that
evaluation is not inflated by leakage. To check that the auto-
matic scores are accurate, we validate them on a small set of
difficult examples with human-preferred repairs, confirming
that the scores assign higher values to the human-preferred
repairs as compared to weaker alternatives.

These choices lead to meaningful empirical differences in
the observed behavior of repair methods. On the held-out
difficult examples, source-conditioned repair methods out-
perform both source-agnostic methods that redraw the can-
vas and generic layout-editing methods on the relevant met-
rics. The strongest source-conditioned baseline achieves
0.254 fidelity, 0.340 repair quality, 0.946 preservation, and
0.821 locality, whereas a source-agnostic baseline that re-
draws the entire canvas achieves only 0.017, 0.000, 0.315,
and 0.169, respectively. We also find that naively splitting
the examples by modification request leaks 3,686 evalua-
tion source layouts into the training set and places 3,943
evaluation source layouts in style clusters that are seen dur-
ing training; holding out source layouts and style clusters
reduces this contamination.

We structure the benchmark around six modification types:

copy, asset, emphasis, structural, resize, and
mixed. These categories address common layout-repair
challenges, such as text rewriting, asset replacement, hierar-
chy changes, block insertions, canvas resizing, and coupled
modifications. We use them as an operational taxonomy
rather than a comprehensive ontology of layout adaptation.
Figure 1 presents example repair instances from a single
source layout. Each unrepaired layout applies the requested
content or canvas modification to the source while keep-
ing the original element positions and sizes, so it typically
exhibits the overflow, misalignment, or broken hierarchy
that the modification introduces. These layouts make the
repair task concrete: the method must fix these issues while
leaving the stable regions of the source unchanged.

We summarize our contributions as follows:

1. We formulate post-instantiation layout adaptation as a
source-conditioned evaluation task, in which a method
receives an existing layout and a modification request
as input, then updates the layout without unnecessary
redrawing.

2. We build a benchmark with paired repair instances,
train/test splits that hold out whole source layouts and
style clusters from the training set, and distinct auto-
matic metrics for fidelity, preservation, repair quality,
and locality.

3. We show that this evaluation yields novel empiri-
cal insights: on held-out difficult examples, source-
conditioned repair methods clearly outperform source-
agnostic redrawing methods. Splitting train/test data
by modification request causes serious source and style
leakage.

2. Related Work
Layout generation and constrained generation. Most
layout-generation methods produce a layout on an empty
canvas or fill in missing elements. LayoutTransformer
applies self-attention for layout generation and comple-
tion (Gupta et al., 2021). LayoutDM uses discrete diffusion
for controllable layout generation (Inoue et al., 2023). Lay-
outFormer++ addresses complex user constraints through
serialized conditional generation (Jiang et al., 2023). In
graphic design, content-aware approaches use text and im-
age content as input and are frequently combined with
learned layout priors (Zheng et al., 2019; Hsu et al., 2023;
Horita et al., 2024; Hsu & Peng, 2025; Wang et al., 2025).
These studies primarily focus on generating plausible lay-
outs de novo. In contrast, the present task centers on modi-
fying an existing layout.

Structured and editable graphic representations. Re-
cent research shows that graphic layout modeling requires
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Figure 1. Example repair instances from a single source layout. The source is modified via a copy, emphasis, structural, or
resize request, producing the unrepaired post-modification layouts shown here. A layout-repairing method must then repair the affected
regions while preserving the unaffected parts of the source.

more structure than predicting bounding boxes alone. Can-
vasVAE is a method that models vector graphic documents
using structured representations (Yamaguchi, 2021), while
LaDeCo introduces layer planning for automatic composi-
tion (Lin et al., 2025). Work on editable graphic documents
takes this further, representing each design as a composi-
tion of structured, modifiable layers rather than a flat ar-
rangement of boxes. MarkupDM completes multimodal
markup documents by jointly modeling markup and im-
age content (Kikuchi et al., 2025). CreatiPoster investigates
editable multi-layer poster generation, including canvas edit-
ing and format resizing (Zhang et al., 2025). LICA provides
large-scale, layered image composition annotations with
hierarchical metadata (Hirsch et al., 2026). The proposed
benchmark is compatible with such structured representa-
tions but does not rely on any single approach. Instead,
it evaluates whether a method can modify a given source
layout in response to explicit changes to content or to the
canvas.

Adaptation, retargeting, and responsive design. The
work most closely related to this study also starts with an
existing layout and seeks to keep its structure stable after a
modification. Adaptive Grid-Based Document Layout (Ja-
cobs et al., 2003) retargets documents across formats while
maintaining style. O’Donovan et al. (2014) examines syn-
thesis, retargeting, and improvement of single-page graphics
using learned design principles. Responsive visualization
systems similarly aim to keep a visualization’s structure
stable across device changes (Hoffswell et al., 2020; Zeng

et al., 2024). These lines of work are closer to our proposed
setting as compared to one-shot generation. However, they
do not offer a large-scale paired benchmark for multimodal
layout modification.

Refinement, constraints, and scoring. Another line of
research focuses on improving layouts after an initial pro-
posal. Constrained Graphic Layout Generation via Latent
Optimization (Kikuchi et al., 2021) adjusts a generator’s la-
tent state to satisfy user constraints. Design-o-Meter (Goyal
et al., 2025) learns to score and refine graphic layouts using
automated feedback. While these methods inform several
baselines, their objectives differ from those of the present
work. The current setting is source-referenced: preserva-
tion and locality are scored against the source layout, so a
method must preserve unchanged elements and update only
those affected by the modification.

Leakage-aware evaluation. Constructing train/test splits
that resist data contamination (leakage) is essential for re-
liable benchmarks. For example, bioLeak shows that split-
ting examples independently inflates measured performance
when the same underlying entity recurs across many ex-
amples (Korkmaz, 2026). In this context, repeated source
layouts and style clusters already seen in training represent
the primary sources of leakage. Therefore, we hold out
whole source layouts and style clusters to reduce leakage.
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3. Task and Benchmark
3.1. Task Overview

This work studies the repair of an existing layout that already
has specific content (its text and assets), after a modifica-
tion to that content or to the canvas. In this setting, which
we call post-instantiation layout adaptation, a method re-
pairs the existing layout in response to a modification rather
than regenerating it from scratch. Each instance contains a
source state: the design intent x (a short natural-language
description of the goal of the layout), the source content
c (the text strings and image assets), and the source lay-
out ℓ0 (the geometry of those elements: their positions,
sizes, and z-ordering). A modification request r modi-
fies the content or the canvas, producing modified content
c′ = R(c; r), and the benchmark provides an unrepaired
post-modification layout ℓunrep = I(ℓ0, c′; r) that applies
the modification while keeping the original geometry. For
example, if x is “advertise a summer sale”, c consists of
the headline “Summer Sale” along with a product photo,
and ℓ0 places the headline across the top and the photo
below, a request r to rewrite the headline as the longer
“Summer Clearance, Up to 50% Off” produces an unre-
paired layout ℓunrep in which the headline overflows its
box and collides with the photo. Given (x, c, ℓ0, r, ℓunrep),
a method predicts ℓ′ = fθ(x, c, ℓ0, r, ℓunrep). The evalua-
tion is source-conditioned because ℓ0 is part of the input.
It is source-referenced because preservation and locality
compare ℓ′ with ℓ0; fidelity uses the modification request
and modified content, while repair quality compares ℓ′ with
ℓunrep. The large filtered subset does not assume a unique
ground-truth repair, and the smaller curated subset adds
human-preferred repairs for validation.

Unlike one-shot generation, the task takes the source lay-
out as input and treats its unchanged structural relations
as critical for evaluation; unlike general refinement, the
modification requests are specific rather than open-ended
quality improvements. A modification forces a method to fix
the problems it introduces, such as overflow, misalignment,
or broken hierarchy, while leaving the rest of the layout
unchanged. Some modifications barely disturb the source
layout, whereas others require substantial repair.

3.2. Benchmark Overview

We provide two subsets of our dataset for different targeted
evaluations, as summarized in Table 1.

Filtered subset: large-scale source-referenced adapta-
tion. Each instance in the filtered subset consists of the
design intent, source content, source layout, modification
request, modified content (the new or updated content speci-
fied by the request), and unrepaired post-modification layout.
The automatic evaluator derives the changed, unchanged,

Table 1. Overview of the two benchmark subsets: the data each
provides, what it is mainly used to measure, and its role (scale
versus credibility).

Subset Provided data Main measures Role

Filtered
subset

Source state,
modification request,
modified content,
unrepaired layout

fidelity, preservation,
repair quality, locality Scale

Curated
subset

Filtered subset plus
human-annotated
preferred repair and
(optional) repair steps

preferred-repair similarity,
structural correctness,
fidelity-vs-preservation
validation

Credibility

affected, and at-risk element sets from these fields at scoring
time. These derived sets locate what a method must repair
and what it should preserve, and identify the unchanged
elements used for locality scoring. This subset enables
large-scale evaluation across all four metrics (Section 3.5)
and all modification types.

Curated subset: preferred-repair verification slice.
Layout adaptation can produce multiple valid repairs for
the same source layout and modification request. To address
this, a smaller curated subset is included, containing re-
pairs that human annotators selected as preferred and, when
available, the recorded repair steps. This subset allows for
assessment of the balance between fidelity and preserva-
tion without treating one preferred repair as the only correct
output.1

3.3. Construction Pipeline

The benchmark is constructed from preprocessed poster and
social media layouts, formatted using the structured repre-
sentation from the Crello benchmark (Yamaguchi, 2021).
Because layouts in this corpus are often built from shared
templates and recurring format conventions, the same com-
position recurs across many layouts, so many source layouts
are compositionally nearly identical; we account for this
with a style-holdout split that keeps such near-duplicates in
the same partition (i.e., train vs test set). Each benchmark in-
stance begins with a valid source layout and a plausible mod-
ification request. Candidate modification requests originate
from real modification logs, human-written modification
descriptions, model-proposed modifications, or synthetic
requests. The sources of these modification requests are
used solely to generate candidate requests and do not define
the benchmark task itself.

We keep a candidate instance only if it passes four checks:
(1) the source layout is valid, (2) the modification request is
plausible, (3) the modification actually disturbs the layout
(thereby necessitating repair), and (4) preserving the source
structure is preferable to leaving the layout unchanged or
redrawing it. Source-layout validity is verified by automated

1Data can be found at: Google Drive.
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Table 2. Benchmark summary statistics by modification type. The filtered subset counts are instances retained after human screening. The
curated subset reports 59 difficult instances, with 55 retaining a usable human preference label after exclusions.

Modification type Filtered subset (train) Filtered subset (val) Filtered subset (test) Curated subset Main adaptation challenges

copy 27,541 2,553 3,014 22 text rewrite, copy expansion, reflow, spacing, local preservation
asset 12,361 1,161 1,329 0 cropping, footprint change, salience shift, local re-anchoring
emphasis 15,989 1,533 1,764 3 prominence change, ordering, grouping
structural 13,454 1,260 1,495 12 insertion or deletion of semantic blocks, neighbor re-anchoring
resize 10,695 1,020 1,243 10 aspect-ratio change, reflow, structure preservation
mixed 17,369 1,634 1,903 12 coupled text and visual modifications, cross-region coordination

Total 97,409 9,161 10,748 59 source-referenced adaptation across local and structural modifications

structural and geometric checks, confirming that the layout
is well-formed, that elements lie within the canvas, and that
element boxes are non-degenerate. Plausibility is verified
by human screening of the request. The third check asks
whether the modification actually disturbs the layout, e.g.,
by causing overflow or misalignment, and instances that
remain usable without repair are dropped. The fourth check
is performed by human screening of each instance to ensure
that repairing the source structure is preferable to leaving
the layout unchanged or redrawing it from scratch. Each
retained instance contains the source state, modification
request, modified content, and unrepaired post-modification
layout.

The construction pipeline has four steps. First, valid source
layouts with sufficient editable structure are collected for
source-referenced evaluation. Second, candidate modifica-
tion requests are generated, including text rewrites, asset re-
placements, emphasis changes, structural insertions, canvas
resizing, and coupled modifications. Third, we screen candi-
date modification requests using these checks before adding
them to the filtered subset. Fourth, a holdout subset of the
filtered subset is upgraded to the curated subset: human
annotators select preferred repairs (the human-annotated re-
pairs) and, when available, record the repair steps, providing
stronger evidence of validity.

3.4. Benchmark Composition and Modification Types

The benchmark includes 23,302 source layouts, 155,773
candidate modification requests, and 117,318 instances in
the filtered subset after human screening.

The benchmark classifies modifications into six types: (1)
copy, which edits the text content of the layout, the “copy”
in the copywriting sense rather than a duplication (e.g.,
rewriting a headline as a longer string); (2) asset, which
replaces or resizes visual assets (swapping a product photo
for a taller one); (3) emphasis, which changes the visual
prominence or salience of elements so that they are read in
a different order (enlarging or repositioning a headline so it
reads first); (4) structural, which inserts or deletes se-
mantic blocks (adding a disclaimer block beneath the body
text); (5) resize, which changes the canvas format and
forces reflow (re-targeting a square post to a vertical story);
and (6) mixed, which combines two or more modifications,

possibly of different types, into a single instance (length-
ening the headline while swapping the background image).
These categories comprise a practical classification of com-
mon layout-repair scenarios, rather than a comprehensive
ontology of layout adaptation.

Benchmark statistics are shown in Table 2. The distribution
of modification types is intentionally uneven. copy is the
largest category because it includes requests that edit sev-
eral linked text fields simultaneously. resize is smaller
due to the larger geometric changes it forces and its higher
exclusion rate. The curated subset contains 59 difficult hold-
out instances. For each, human raters record a judgment, a
comparative label over the candidate repairs that selects the
best repair, marks a tie, marks every candidate unacceptable,
skips the instance, or marks it non-applicable; excluding the
skipped, non-applicable, and all-unacceptable judgments
leaves 55 instances with a usable human preference label.
This subset prioritizes resize, structural, mixed,
and emphasis instances, as these most rigorously test
source-conditioned repair.

3.5. Evaluation Protocol

All methods start with the same source state and modifica-
tion request. The evaluation measures how well a method
adapts the layout from this shared starting point, rather than
how well it creates a new visually appealing layout.

Results for the filtered subset and the curated subset are re-
ported separately. The filtered subset measures four metrics,
rather than a single aggregated score. The detailed formulas
for each metric are given in Section A; here, we describe
each briefly. Fidelity is a binary pass that records whether
the repaired layout satisfies the modification request. It
builds on a continuous changed-content fit score in [0, 1],
the mean type-aware fit over the changed elements (text over-
flow for text, crop or aspect mismatch for assets, geometry
mismatch otherwise). Fidelity is 1 if and only if this contin-
uous score is at least τfit = 0.90 and no validity gate fires.
The gates check changed-element validity, mean pairwise
overlap, mean out-of-bounds area, how close the changed
content is to overflowing, readability, and minimum element
size. The overlap gate fires when the mean pairwise over-
lap exceeds a small tolerance, not when any two elements
happen to overlap, and the readability and minimum-size
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Figure 2. Leakage under three protocols for splitting data between train and test sets. Each dashed box is a source layout, and each
dot is one modification request for that source layout. In a modification-level split, different modification requests for the same source
layout can appear in both training and evaluation, which leaks both the source layout and its style group. A source-holdout split keeps all
modification requests for a source layout on one side, which removes exact source-layout reuse, but similar source layouts from the same
style group may still appear in both splits. A style-holdout split holds out whole style groups, which removes exact source-layout reuse
and measured style-group overlap. We use the source-holdout split as the minimum credible protocol and the style-holdout split as a
stronger leakage stress test.

thresholds are given in Section A. Repair quality measures
the extent to which the repair improves the layout over the
unrepaired starting point, so an output with minimal changes
is not mistaken for a good repair. Source-referenced preser-
vation is a weighted mean of pairwise structural-relation
scores (relative position, scale, order, alignment) over sur-
viving source element pairs, weighting far-from-edit pairs
highly and pairs touching changed elements near zero, so
it scores only the relations the modification was not meant
to disturb. Locality is the mean per-element stability over
unchanged surviving elements, using source-referenced ge-
ometry and validity; it is low when unchanged elements drift
from their source positions, which happens when a method
redraws the whole layout instead of editing only the affected
region. On the smaller, human-verified curated subset, we
additionally report similarity to the human-preferred repair
and a structural-correctness check against the human labels;
these are diagnostics, not additional metrics.

Because layout adaptation can yield many valid outcomes,
the benchmark does not rely on a single aggregated score.
A method may satisfy the modification request but unnec-
essarily redraw the layout, or alternatively, preserve most
of the source structure while failing to satisfy the request.
Reporting fidelity, preservation, repair quality, and locality,
when reported separately, clarify these types of failures.

Our procedure for constructing the train, validation, and test
split reflects the source-conditioned nature of the task. The
main split is by source layout, not by modification request,
so different modification requests for the same source layout
do not appear across train, validation, and test partitions. We
consider this source-holdout split the minimum credible pro-
tocol. To further test for data leakage, we also use a more
stringent style-holdout split based on normalized source-
layout and composition descriptors, grouping near-duplicate
source layouts and compositions into style clusters. This

kind of data splitting reduces both exact source-layout leak-
age and the reuse of style clusters already seen during train-
ing, helping to avoid overestimating model performance due
to data contamination. Figure 2 shows the potential sources
of data leakage under the modification-level, source-holdout,
and style-holdout protocols.

4. Experiments
4.1. Experiment Setup

Evaluation Splits All methods are evaluated using source-
conditioned train/test splits, where examples are split be-
tween train and test sets according to source layout. In
the filtered subset, the source-holdout split keeps all mod-
ification requests from the same source layout within a
single partition. A more stringent style-holdout split is
also constructed to test for leakage from source layouts
and style clusters encountered during training; we describe
its construction in Section D. The curated subset com-
prises 59 difficult instances derived from holdout source
layouts (29 validation and 30 test). This subset emphasizes
resize, structural, mixed, and emphasis types,
which present the greatest challenges for source-conditioned
repair.

Baselines This evaluation employs a focused set of base-
lines, each addressing a specific research question. No
repair evaluates the unrepaired post-modification layout
directly, with no repair applied. Heuristic preservation is
a rule-based, source-conditioned beam search (no language
model): it builds a hierarchy of element groups over the
source layout, locks groups far from the edit, and applies
a fixed set of bounded geometric proposals to the affected
groups, keeping the candidates that best trade off fit and
preservation. Direct LLM edit is a language-model base-
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Figure 3. The four metrics on the curated subset (59 human-verified instances), grouped by what they measure (higher is better). The
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struct, locality): the source-conditioned methods keep both high, whereas the grid-initialization redraw control and
the external methods collapse on the source. Full values in Table 3.

line (Gemini 3 Flash Preview): it receives the source layout,
the modification request, and the unrepaired layout, and
returns a compact JSON edit from which only a whitelist of
per-element geometry and style attributes is merged back,
listed in Section C; it may not add, remove, or reorder el-
ements or change element identities, text, images, fills, or
canvas size. Scorer-guided local search is an iterated local
search guided by our public scoring protocol rather than a
language model: at each step, it selects the hotspots most
affected by the change, proposes bounded geometric and
structural candidates, and keeps a small Pareto archive over
readability, modification fit, structure, and fidelity, returning
the best-scoring state from this archive. Because it relies on
the scoring protocol, it is reported as an oracle stress test
rather than an independent method. Grid initialization is
the redraw control, a source-agnostic method that does not
receive the source layout and instead rebuilds the canvas
from the modified content alone, packing the elements row
by row in reading order (Section C). Source-conditioned
methods are provided with the source layout, the modifica-
tion request, and the unrepaired post-modification layout,
whereas the redraw control receives only the modified con-
tent and the canvas size. Preservation and locality are still
computed for the redraw control, relative to the source lay-
out, so that source-agnostic methods are not favored on
fidelity alone. Each method runs under its own fixed itera-
tion limit rather than a single shared budget: the direct LLM
editor uses one revision round with one retry, the heuristic
preservation beam runs for 5 rounds with a beam width
of 3, and the scorer-guided local search runs for 3 iterated
steps; the no-repair and grid-initialization controls perform
no search. Full algorithms, prompts, and budgets are given
in Section C.

Metrics Four evaluation metrics are reported. Fidelity
determines whether the repaired layout fulfills the modifi-
cation request, maintains readability of modified content,
and preserves geometric validity. Repair quality quanti-
fies improvement over the unrepaired layout, ensuring that
methods making minimal modifications are not dispropor-
tionately favored. Qedit

struct measures preservation by scoring
whether intended stable relations are maintained. Locality
is a per-element check on unchanged content outside the
affected region; it penalizes absolute position or size drift
that can remain hidden when only pairwise relations are
preserved. These metrics are not aggregated into a single
score, as fidelity and preservation may diverge. The metrics
for a repaired layout ℓ′ are defined as follows:

Qfid(ℓ
′) = 1{Qfit(ℓ

′, c′) ≥ τfit, Cvalid(ℓ
′) = 0},

GQ(ℓ
′) = Q(ℓ′)−Q(ℓunrep),

Qedit
struct(ℓ

′, ℓ0) =

∑
(i,j)∈P κij qij(ℓ

′, ℓ0)∑
(i,j)∈P κij

,

Qlocal(ℓ
′, ℓ0,∆c) =

1

|U(∆c)|
∑

i∈U(∆c)

sunchgi (ℓ′, ℓ0).

Here Qfit(ℓ
′, c′) ∈ [0, 1] is changed-content fit, the mean

type-aware fit over the changed elements (text overflow
for text, crop or aspect mismatch for assets, geometry mis-
match otherwise), and τfit = 0.90 is its pass threshold;
Cvalid counts how many of four validity gates fail (changed-
element validity, mean out-of-bounds area, mean pairwise
overlap, and fit-tightness), so Qfid = 1 only when fit reaches
τfit and no gate fires. Q is the overall layout-quality score
(base Qstruct) and ℓunrep the common unrepaired layout, so
GQ is the gain over no repair. In Qedit

struct, P is the set of
surviving source-induced element pairs, qij ∈ [0, 1] is the
pairwise structural-relation score (a fixed mix of relative
position, scale, order, and alignment agreement), and the

7
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weights κij are fixed implementation constants that score
far-from-edit pairs at full weight and pairs touching changed
elements near zero, so only relations that the modification
was not meant to disturb are measured. In Qlocal, U(∆c) is
the set of unchanged surviving elements and sunchgi ∈ [0, 1]
is each element’s source-referenced stability (geometry and
validity). All formulas, the four-gate thresholds, the pair
weights κij and their robustness analysis, and the precise
overlap and fit-tightness definitions are given in Sections A.3
to A.5; we report base Qstruct, preferred-repair similarity,
and per-modification-type breakdowns (Section A.6) as the
diagnostics that support the metric sensitivity and validation
analyses in Section A.7.

4.2. Source-Conditioned Repair vs. Redraw

The results in Figure 3 and Table 3 show a consistent pattern.
The unrepaired layout retains much of the source layout but
has zero fidelity. The redraw control also fails the task,
achieving nonzero fidelity in only one instance and scoring
low in preservation and locality. Even the simple source-
conditioned heuristic outperforms both controls.

Scorer-guided local search achieves the strongest results
across the four metrics, but it is not an independent base-
line: it consults the same public scorer for both search and
evaluation, so we report it as an oracle stress test rather than
a competing method. Compared to grid initialization, it
improves fidelity by 0.237, repair quality by 0.340, preser-
vation by 0.631, and locality by 0.652. Direct LLM edit
achieves only a small repair quality of 0.055 and zero fi-
delity. The external published methods behave like the
redraw control: PosterO (Hsu & Peng, 2025), PosterLay-
out (Hsu et al., 2023), and Design-o-Meter (Goyal et al.,
2025) all score zero fidelity and low preservation and local-
ity (Table 3). The goal is not to establish a final leaderboard;
source-conditioned repair and source-agnostic redraw show
clear differences when fidelity, repair quality, preservation,
and locality are reported separately.

4.3. Human Validation of the Curated Subset

Two raters independently reviewed every instance in the cu-
rated subset. For each instance, they scored four properties
on a 1–5 scale: whether the source layout is valid, whether
the modification request is realistic, whether the instruction
is clear, and how difficult the repair is. They then made a
yes-or-no decision on whether the modified layout needs
repair, and they compared the candidate repairs and marked
the best one, allowing more than one repair to be marked
when several were equally good. From these markings, we
measure how often the two raters agree, both on the single
best repair and on the set of repairs they marked as best.
We report this study as human evidence that the instances
are valid and as a check that the automatic metrics separate

Table 3. Results on the curated subset (59 difficult instances).
Columns are fidelity, repair quality, preservation (Qedit

struct), and
locality (higher is better). Source-conditioned methods separate
clearly from the redraw and no-repair controls. The lower block
adds three external published methods under the same protocol
(PosterO, PosterLayout as regenerators; Design-o-Meter as a re-
finer); like the redraw control they score zero fidelity and low
preservation and locality. PosterO averages over the 56 of 59 cases
it produced a layout for.

Baseline Role Fidelity↑ Quality↑ Qedit
struct↑ Locality↑

No repair no-repair control 0.000 0.000 0.900 0.518
Heuristic
preservation

simple source-
conditioned 0.169 0.294 0.930 0.785

Direct LLM edit general source-
conditioned 0.000 0.055 0.903 0.656

Scorer-guided
local search oracle stress test 0.254 0.340 0.946 0.821

Grid initialization redraw control 0.017 0.000 0.315 0.169

PosterO external
generator 0.000 0.040 0.547 0.427

PosterLayout external
generator 0.000 −0.175 0.400 0.177

Design-o-Meter external refiner 0.000 −0.107 0.566 0.270

Table 4. Human validation of the curated subset (59 difficult
instances) by two raters. The instance-validity rows report, for each
property, the proportion of scores ≥ 4 and the mean ± standard
deviation on a 1–5 scale. The label-agreement rows report exact
top-1 agreement (both raters name the same single best repair),
top-set overlap (the proportion of instances on which the two raters’
sets of best-marked repairs share at least one repair, allowing for
tied best marks), and a Jaccard agreement index J over the two
raters’ best-marked sets. The Jaccard index is a single agreement
coefficient, so no standard deviation applies to it; the winner rows
exclude non-applicable, skipped, and all-unacceptable instances,
leaving 55.

Signal n Exact Top-set Mean /J

Instance validity (1–5 scale)
Source validity 59 100% (≥ 4) – 5.00 ± 0.00
Request realism 59 98.3% (≥ 4) – 4.92 ± 0.33
Instruction clarity 59 100% (≥ 4) – 4.93 ± 0.25
Repair difficulty 59 88.0% (≥ 4) – 4.39 ± 0.69

Label agreement
Needs-repair 59 58/59 (98.3%) – –
Fidelity 55 25/55 (45.5%) 39/55 (70.9%) 0.53
Preservation 55 25/55 (45.5%) 39/55 (70.9%) 0.53
Overall repair 55 26/55 (47.3%) 40/55 (72.7%) 0.55

repairs in a way humans recognize, not as a final ranking of
methods.

The two raters consistently judge the source layouts as valid
and the modification requests as realistic and clear, and they
agree almost perfectly on whether a layout needs repair.
The repair labels show that one request can have several
acceptable repairs. Exact agreement, the share of instances
on which both raters name the same single best repair, is
only 45–47% across the agreement signals, but top-set over-
lap, the share of instances on which the two raters’ sets of
best-marked repairs share at least one repair, rises to 71–
73%. This pattern indicates that the disagreements come
from the presence of several valid repairs rather than from
noisy labels, which supports treating preference as a set of
acceptable repairs rather than a single correct one.

8
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4.4. Split Quality and Leakage Test

Table 5. Leakage check for three split protocols on the filtered
subset pool. For each protocol we report the number of evalu-
ation source layouts also present in training, the number whose
style cluster was already seen in training, and the mean nearest-
neighbor feature distance from evaluation to training (higher means
less leakage); the train slice is capped at 2,000 sources for cost.
Modification-level splits leak on both counts, source-holdout re-
moves exact reuse, and style-holdout removes exact reuse and the
measured overlap with clusters seen during training.

Split protocol Shared eval
sources ↓

Eval sources in
a seen cluster ↓

Mean eval
NN dist. ↑

Modification-level 3,686 3,943 0.176
Source-holdout 0 2,142 2.664
Style-holdout 0 0 3.420

Table 5 shows that a simple modification-level split leads to
substantial leakage, placing thousands of evaluation source
layouts into the training set, as well as many evaluation
source layouts into style clusters that are also seen during
training. The source-holdout split removes exact source-
layout reuse, but many evaluation source layouts remain
in clusters seen during training. The style-holdout split
removes exact source-layout reuse and eliminates the mea-
sured overlap with clusters seen during training, while in-
creasing the nearest-train feature distance; we describe how
these style clusters are computed in Section D. We there-
fore report the source-holdout split as our baseline protocol,
which removes exact source-layout reuse but still allows
shared style clusters, and we use the style-holdout split
when we want to measure whether any source-layout or
style-cluster leakage remains.

This split-sensitivity analysis uses normalized source geom-
etry and composition features, not instance labels or model
outputs, so it measures data leakage rather than model behav-
ior. A more complete benchmark should also test whether
trained methods change behavior under each split proto-
col and whether rankings remain consistent across different
feature sets and cluster sizes.

5. Discussion
The benchmark is intentionally source-referenced and al-
lows multiple valid repairs for one modification request. It
uses two subsets with complementary roles: the filtered
subset enables automatic scoring at scale, and the smaller
curated subset enables evaluation against human-preferred
repairs on difficult cases, which would be prohibitively ex-
pensive to collect for the full filtered subset. We report
the two subsets separately so that we can measure both
large-scale automatic behavior and agreement with human
judgment.

Our analysis of the human preference labels on the curated
subset, where two raters marked the best repairs and could
mark several as tied, shows that a single overall preference

label is too coarse. The raters chose the same single best
repair on 45–47% of cases. When ties were allowed, their
selections shared at least one repair on 71–73% of cases.
This result supports allowing multiple valid repairs instead
of treating one repair as the only correct answer. Fidelity and
preservation also favor different repairs in some instances,
and this divergence reflects different repair goals rather
than label noise. For this reason the preservation metric is
conditioned on the modification: it scores only the relations
specified by the request and the affected region, not an
aggregate overall preference.

6. Conclusion
We investigated post-instantiation layout adaptation: repair-
ing an existing layout after a modification to its content,
assets, or canvas constraints, with the source layout given as
input and used as the reference for preservation and locality.
An effective method should meet new requirements, pre-
serve stable elements of the source, and avoid unnecessary
redrawing.

We introduced a source-conditioned benchmark featuring
paired modification instances, unrepaired post-modification
layouts, train/test splits that hold out source layouts and
style clusters, and distinct metrics for fidelity, repair quality,
preservation, and locality. On the held-out curated subset,
source-conditioned repair methods are clearly distinguished
from source-agnostic baselines that redraw the canvas. The
split analysis further shows that naive modification-level
splits cause source-layout leakage and expose style clusters
already in training. These results suggest that layout adap-
tation methods should be evaluated as repair methods, not
just as blank-canvas generators.

The benchmark has several limitations. The curated subset
is small: it provides complete two-rater labels for 55 in-
stances and shows high agreement on the best repairs, but it
is not a full preference-consensus study and covers only part
of the long tail of real layout modifications. The benchmark
also inherits the biases and license constraints of the Crello
source layouts and of the automatic modification-proposal
process. The style-holdout split reduces data contamination
but cannot eliminate it entirely. Finally, the metric thresh-
olds and pair weights are set by hand rather than calibrated
against large-scale human labels; Section A.7 shows that the
method ranking stays stable when we re-score the methods
under several variants of the Qedit

struct metric and a separate
locality check, but this does not replace such calibration.
Calibrating these metrics and enlarging the human-labeled
set are the main directions for future work. Despite these
limitations, source-conditioned evaluation uncovers failure
modes that generation scores overlook, and offers a founda-
tion for methods that preserve existing layouts while imple-
menting requested modifications.
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A. Metric Definitions
This appendix defines the automatic metrics used in the
paper. We keep fidelity, preservation, repair quality, and
locality separate. We do not merge them into one main
score.

A.1. Notation

Let ∆c denote the applied change (i.e., the edit from the
source state to the post-modification state; for content ed-
its this is (c → c′), and for resize instances it also in-
cludes the canvas-format change). From the source and
post-modification states, the evaluator derives M(∆c), the
set of changed or inserted elements, and U(∆c), the set
of unchanged surviving elements. For an element i, let
bi(ℓ) = (xi, yi, wi, hi) be its bounding box, normalized by
canvas width and height.

A.2. Metric Constants

Table 6 lists the main constants used in the hard-slice ex-
periments. These are implementation settings, not universal
constants.

A.3. Fidelity

Fidelity asks whether the repaired layout satisfies the modi-
fication request while staying geometrically valid. We turn
this into a binary score with two parts: a changed-content
fit score and a set of validity checks.

Changed-content fit is the mean fit score over the changed
set:

Qfit(ℓ
′, c′) =

1

|M|
∑
i∈M

q
(i)
fit (ℓ

′, c′i). (1)

For a changed element i, we use a type-aware fit score:

q
(i)
fit =


exp(−αtρ

ovf
i − βtρ

out
i ) i ∈ Mtext,

exp(−ρasseti ) i ∈ Mimage,

exp(−αgρ
geom
i ) otherwise.

(2)

Here ρovfi is normalized text overflow, ρouti is normalized
out-of-bounds area, ρari is aspect-ratio mismatch, ρcropi is
crop amount, and ρgeomi is a generic geometry mismatch
term. For image slots,

ρasseti = αaρ
ar
i + βaρ

crop
i + γaρ

out
i . (3)

We also use a global validity penalty:

C(ℓ′) = ηovCoverlap + ηoutCbounds

+ ηreadCread + ηminCminsize.
(4)

The four parts measure overlap, out-of-bounds placement,
readability violations, and minimum-size violations.

We collect the failed validity checks in

Cvalid(ℓ
′) = 1{Qchg-valid(ℓ′) < τchg}

+ 1{ρ̄out > τout}
+ 1{ρ̄ov > τov}
+ 1{ρ̄tight > τtight}.

(5)

Here ρ̄out, ρ̄ov, and ρ̄tight are mean out-of-bounds, mean
overlap, and mean fit-tightness. Fit-tightness is a normalized
measure of how tightly changed content fits its box, with
higher values closer to overflow.

The mean overlap ρ̄ov counts only overlap that the repair
introduces relative to the source. For two element boxes bi
and bj we use intersection over the smaller box area,

o(bi, bj) =
A(bi ∩ bj)

min
(
A(bi), A(bj)

) ∈ [0, 1], (6)

where A(·) is bounding-box area; for text elements the
intersection and the areas are summed over the element’s
per-line boxes. For each unordered pair of non-background
elements (i, j) we keep only the increase over the same
pair in the source, δij = max

(
0, o(bi, bj) − o(b0i , b

0
j )
)
,

where b0i is the box of element i in the source layout, so
overlap already present in the source is not penalized. Each
element takes its worst such pair, ρovi = maxj δij , and
ρ̄ov = 1

N

∑N
i=1 ρ

ov
i averages over all N elements. The

overlap gate fires when ρ̄ov > τov (Table 6).

The binary fidelity score reported in the main tables is

Qfid(ℓ
′) = 1{Qfit(ℓ

′, c′) ≥ τfit, Cvalid(ℓ
′) = 0}, (7)

with thresholds from Table 6. In words, fidelity is 1 when
changed-content fit reaches threshold τfit, changed ele-
ments stay valid, and mean out-of-bounds, overlap, and
fit-tightness all stay below their limits.
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Table 6. Metric constants used in the hard-slice experiments.

Component Constants Use in reported tables

Fidelity
changed-fit threshold 0.90; changed-validity threshold 0.90;
mean out-of-bounds maximum 0.02; mean overlap maxi-
mum 0.05; mean fit-tightness maximum 0.15

Binary fidelity column.

Patch score group mix changed group 0.55; unchanged group 0.30; global group
0.15

Diagnostic patch score.

Changed-element score changed fit 0.55; changed geometry 0.20; changed validity
0.25

Per-element score for edited or inserted elements.

Unchanged-element / locality
proxy unchanged geometry 0.85; unchanged validity 0.15 Locality proxy used in the current experiments.

Global validity mix overlap 0.60; bounds 0.20; fit-tightness 0.20 Global part of patch score.

Qstruct component mix position 0.40; scale 0.20; order 0.20; alignment 0.20 Base structural preservation score.

Qstruct pair weights unchanged 1.00; mixed changed/unchanged 0.65;
changed/changed 0.35

Pair weights for the non-edit-conditioned score.

Qedit
struct pair weights far-field 1.00; boundary 0.75; at-risk 0.45; changed-

boundary 0.10; changed/changed 0.00
Pair weights for edit-conditioned preservation.

Intrusion clamp source-overlap ignore threshold 0.25; intrusion overlap tol-
erance 0.05

Penalty for new overlap that was not in the source.

PrefSim λℓ = 3, λs = 1, λc = 1 Similarity to the selected preferred repair.

A.4. Structural Preservation

The base source-referenced structural score is
Bstruct(ℓ

′, ℓ0) = 0.40Spos + 0.20Sscale

+ 0.20Sorder + 0.20Salign.
(8)

We then apply an intrusion clamp, where the minimum
caps the structural score so that strong relation preservation
cannot hide new overlaps introduced by the modification:

Qstruct(ℓ
′, ℓ0) = min(Bstruct(ℓ

′, ℓ0), Sintrusion(ℓ
′, ℓ0)) .

(9)

The main preservation score in this paper is the edit-
conditioned version:

Qedit
struct(ℓ

′, ℓ0) =

∑
(i,j)∈P κij qij(ℓ

′, ℓ0)∑
(i,j)∈P κij

. (10)

Here P is the set of surviving source-induced element pairs,
qij is the pairwise structural relation score, and κij gives
high weight to far-field unchanged pairs, lower weight to
boundary or at-risk pairs, and near-zero weight to pairs that
touch explicitly changed elements. Far-field pairs lie away
from the edited region, boundary pairs sit next to it, and
at-risk pairs involve unchanged elements close enough that
the modification may legitimately move them.

In the implementation, Spos measures relative-position
preservation, Sscale measures relative scale preservation,
Sorder measures order agreement, Salign measures align-
ment agreement, and Sintrusion penalizes new overlaps that
were not present in the source.

A.5. Repair Quality and Locality

Repair quality is measured against the common unrepaired
layout:

GQ(ℓ
′) = Q(ℓ′)−Q(ℓunrep). (11)

This gain operator can be applied to any primary score Q.

The reported locality column is an unchanged-element
proxy:

Qlocal(ℓ
′, ℓ0,∆c) =

1

|U(∆c)|
∑

i∈U(∆c)

sunchgi (ℓ′, ℓ0). (12)

Here sunchgi is the unchanged-element score for surviving
element i. It combines source-referenced geometry and
validity with weights (0.85, 0.15). Unlike Qedit

struct, which
scores pairwise relations, Qlocal scores each unchanged
element against its own source geometry. High locality
means that unchanged elements stay close to their source
state.

A.6. Diagnostic Scores

The diagnostic patch score is

Qpatch = 0.55Schg + 0.30Sunchg + 0.15Sglob, (13)

where Schg is the changed-element score, Sunchg is the
unchanged-element score, and Sglob is the global validity
score.

On the curated subset, preferred-repair similarity is

Qpref(ℓ
′; ℓ⋆) = exp

(
− λℓdℓ(ℓ

′, ℓ⋆)

− λsds(ℓ
′, ℓ⋆)− λcdc(ℓ

′, ℓ⋆)
)
.

(14)
Here ℓ⋆ is the selected preferred repair, dℓ is the matched
box distance, ds is one minus element-ID Jaccard overlap,
and dc is the normalized canvas-size distance.

A.7. Metric Sensitivity and Independent Locality

We test whether Qedit
struct depends on one chosen set of con-

stants by recomputing the method ranking on the curated
subset under several variants. These variants include stricter
settings, edit-forgiving settings, unchanged-only settings,
tighter-geometry settings, and looser-geometry settings. We
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Table 7. Metric-sensitivity rank stability on the curated subset.
Rank correlations compare method-level mean Qedit

struct under each
variant against the default constants for methods with complete
59-instance coverage. The ordering check tests whether heuristic
source-conditioned repair remains above Direct LLM edit and both
remain above grid initialization on Qedit

struct while preserving the
same locality ordering.

Metric variant Spearman Kendall τ Ordering Search rank

Default 1.000 1.000 yes 1
Strict preservation 1.000 1.000 yes 1
Edit-forgiving 1.000 1.000 yes 1
Flat unchanged-only 0.976 0.911 yes 1
Tighter geometric tolerances 0.988 0.956 yes 1
Looser geometric tolerances 1.000 1.000 yes 1

also report an independent far-field locality diagnostic that is
not reused from the patch scorer. This diagnostic measures
normalized center displacement over unchanged, surviving,
non-background elements outside the affected and at-risk
region. Lower displacement should match higher reported
locality. The unrepaired layout is included to show that
locality alone is not adequate.

Rank stability across metric variants. Table 7 reports
Spearman and Kendall τ correlations between the per-
method mean Qedit

struct under each variant and under the
default constants, restricted to methods with complete 59-
instance coverage. Three of the five perturbations leave
the ranking identical to the default (ρ = τ = 1.0), and
the remaining two (unchanged-only and tighter-geometry)
only move within ρ ≥ 0.976 and τ ≥ 0.911. The qualita-
tive ordering check, which requires that heuristic source-
conditioned repair remain above Direct LLM edit and that
both remain above grid initialization on Qedit

struct while pre-
serving the same locality ordering, holds under every variant.
This indicates that the conclusions in the main paper do not
hinge on the specific choice of pair weights, geometric tol-
erances, or unchanged-element mix.

Hidden-metric validation for metric-coupled search.
Because the local-search row uses our patch scorer as part
of its objective, we also validate it against a holdout stress
score that the search never optimizes against. Table 8 re-
ports the default repair-gain GQ alongside a hidden gain that
uses stricter fidelity, stricter Qedit

struct weights and tolerances,
and the independent far-field displacement. Scorer-guided
local search retains the highest hidden gain (+0.195) and
the highest Qedit

struct under both strict and forgiving variants,
while grid initialization shows a sharply negative hidden
gain (−0.366) and large displacement (0.463). The Heuris-
tic preservation and Direct LLM edit baselines move in the
same direction across default, strict, and forgiving variants,
with no rank flips. Because the hidden gain disagrees with
the optimized objective on absolute scale but agrees on or-
dering, we read this as evidence that the search is improving
genuine layout properties rather than overfitting to the scorer
it consults.

Table 8. Hidden-metric check for the metric-coupled local-search
row. Hidden gain uses a stress score not used by the search objec-
tive: stricter fidelity, stricter Qedit

struct weights and tolerances, and
independent far-field locality, measured relative to the common
unrepaired post-modification layout for each instance.
Baseline Default gain Hidden gain Default Qedit

struct Strict Qedit
struct Forgiving Qedit

struct Disp. ↓
No repair 0.000 0.000 0.900 0.884 0.925 0.036
Heuristic preservation 0.294 0.172 0.930 0.914 0.945 0.002
Direct LLM edit 0.055 0.043 0.903 0.884 0.926 0.013
Scorer-guided local search 0.340 0.195 0.946 0.932 0.959 0.001
Grid initialization 0.000 -0.366 0.315 0.306 0.330 0.463

Table 9. Independent far-field locality diagnostic on the curated
subset. Displacement is normalized center movement over un-
changed, surviving, non-background elements outside the affected
and at-risk region; lower values indicate less far-field drift.

Baseline Locality ↑ Mean disp. ↓ P90 disp. ↓ Draw-order ∆ ↓
No repair 0.518 0.036 0.063 0.000
Heuristic preservation 0.785 0.002 0.000 0.000
Direct LLM edit 0.656 0.013 0.000 0.000
Scorer-guided local search 0.821 0.001 0.000 0.000
Grid initialization 0.169 0.463 0.779 0.000

Independent far-field locality. Table 9 reports a locality
diagnostic that is not derived from the patch scorer. Mean
and P90 displacement are computed only over unchanged,
surviving, non-background elements that lie outside the
affected and at-risk region, so the diagnostic captures collat-
eral motion in the parts of the canvas that the modification
request was not supposed to touch. The reported Qlocal from
Section A.5 is monotonic in this independent displacement:
scorer-guided local search has the highest locality (0.821)
and the lowest mean displacement (0.001), Heuristic preser-
vation and Direct LLM edit follow in the same order, and
grid initialization is far behind on both quantities. Including
the unrepaired layout makes the trade-off explicit: this lay-
out has moderate locality (0.518) and small displacement
(0.036) because no repair operation has moved unchanged
elements, yet it has zero fidelity under Section A.3. Locality
is therefore a necessary but not sufficient condition for a
successful repair, and the independent diagnostic confirms
that our reported locality column is not an artifact of reusing
patch-scorer terms.

B. Additional Benchmark Visualizations
Figure 1 shows examples from the benchmark. Here we
add three more source layouts, rendered with the same
modification-family layouts. In each figure, the panels are
ordered from top-left to bottom-right as follows: source lay-
out, copy modification, linked-copy modification, structural
insertion, structural removal, and responsive resize.

C. Internal Source-Conditioned Adaptation
Algorithms

This section describes the source-conditioned adaptation
algorithms used in the benchmark. They all receive the same
adaptation instance: source layout ℓ0, applied change ∆c,
and the unrepaired post-modification layout ℓu. They differ

13



Repairing Layouts After Content, Asset, and Canvas Updates

Figure 4. Additional benchmark visualization for source layout 1216.

Figure 5. Additional benchmark visualization for source layout 1055.

in the search space they expose. The heuristic preservation
baseline searches over local validity and fit operations while
keeping far-field source groups locked. A hierarchical beam
variant, used internally to study structure-first plans, first
searches over group plans, then runs the local heuristic
within the selected scope. The scorer-guided local search
uses the public scorer during search and is therefore treated
as an oracle-style stress test rather than an independent
method.

C.1. Heuristic preservation and its compact variant.

The heuristic preservation baseline reported in the main re-
sults and an internal compact variant share the same beam
core. The preserve variant builds a source hierarchy graph
and restricts mutations to focus groups containing changed
or at-risk elements; non-focus groups are locked. The com-
pact variant uses a larger mutation budget and an initial
graph-aware compaction pass, but does not enforce the same
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Figure 6. Additional benchmark visualization for source layout 1084.

far-field locking. Only the preserve variant is promoted in
the main hard-slice comparison because it better matches
the post-instantiation repair contract. In the reported runs,
the beam search uses Tm = 5 rounds with a beam width of
3.

C.2. Hierarchical beam retargeting.

The hierarchical beam variant is structure-first. It selects a
warm start from the unrepaired post-modification layout and
cheaper source-conditioned candidates, extracts focus and
neighbor groups from the source hierarchy graph, and eval-
uates a small set of macro plans such as focus restoration,
foreground recentering, focus-stack expansion, focus-group
fitting, and responsive reanchoring. The top plans are then
refined with the preserve beam from Algorithm 1. If refine-
ment damages the structure-first plan, the method keeps the
coarse plan. An optional multimodal LLM judge can break
close plan ties, but only behind patch and Qedit

struct safety
guards; the reported runs do not depend on hidden labels.

C.3. Scorer-guided local search.

The scorer-guided local search row uses the implemented
patch-adaptation scorer as its search signal and, therefore,
should be read as a stress test of the scoring protocol, not
as an independent method. The loop chooses hotspots from
the working-layout diagnostics, optionally augments them
with source hierarchy context, asks the ToolGrad refiner
for bounded geometric and structural candidates, and keeps
only candidates that satisfy structural guards and lexico-
graphic readability/modification-intent checks. The current

implementation keeps a small Pareto archive over readabil-
ity loss, modification-intent loss, structural loss, and fidelity,
then returns the best patch-scoring state inside the archive’s
safety window. In the reported runs, the search uses T = 3
steps, selects 2 hotspots per step, and keeps a Pareto archive
of size 4.

C.4. Direct LLM edit.

The Direct LLM edit baseline is a generic source-
conditioned editor rather than a layout-specific search al-
gorithm. It receives the same source-conditioned state as
the heuristic rows: the source layout, the unrepaired post-
modification layout, the modification request, the modifi-
cation summary, the source anchors, and the rule-based
diagnostics. The model is asked to return a compact JSON
layout. The runner then parses the response and merges back
only whitelisted per-child fields for known element IDs: ge-
ometry, font size and line height, rotation, scale, opacity,
crop fields, corner radii, alignment, vertical alignment, and
visibility. It never applies added, removed, reordered, or
unknown children, and it does not let the model change
element IDs, text strings, images, fills, or canvas size.

In the current runner, the model may make up to T passes.
Before each pass, the scorer computes fit, overlap, out-of-
bounds, size, crop, and source-drift diagnostics. When a
source hierarchy graph is available, the prompt also contains
a graph repair scope and the parser restricts applied updates
to the scoped element IDs for that pass. If the second pass
has no material issues, the runner stops early. The reported
hard-slice row uses Gemini 3 Flash Preview with medium
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Algorithm 1 Preservation-heavy heuristic repair
Require: source layout ℓ0, unrepaired post-modification layout

ℓu, applied change ∆c
Require: mode m ∈ {preserve, compact}
1: H ← SOURCEHIERARCHYGRAPH(ℓ0,∆c)
2: if m = preserve then
3: (F,L)← BUILDPRESERVESCOPE(H,∆c)
4: else
5: (F,L)← (all, ∅)
6: ℓu ← GRAPHAWARECOMPACTION(ℓu, H,∆c)
7: end if
8: if ∆c is a canvas resize then
9: ℓu ← RESPONSIVEAFFINERETARGET(ℓu, ℓ0)

10: end if
11: if m = preserve and ∆c is a copy modification then
12: ℓu ← PROBEFONTSHRINK(ℓu, F )
13: end if
14: b⋆ ← EVALUATE(ℓu); B ← {b⋆}
15: for t = 1 to Tm do
16: P ← ∅
17: for b ∈ B do
18: for p ∈ {overlap, fit, source-nudge, expand-text,

downstream-shift, expanded-source} do
19: ℓ̂← APPLYPROPOSAL(b.ℓ, p, F, L)

20: ℓ̂← SEMANTICREPAIRANDCLAMP(ℓ̂,∆c)

21: if ℓ̂ is new and respects structural guards then
22: P ← P ∪ {EVALUATE(ℓ̂)}
23: end if
24: end for
25: end for
26: B ← top-K from B ∪ P by patch score, Qedit

struct, critic,
severity

27: if best state in B does not materially improve b⋆ then
28: break
29: end if
30: b⋆ ← best state in B
31: end for
32: return FINALSEMANTICREPAIR(b⋆.ℓ)

reasoning, temperature 0.1, one round, one retry, and a 4k
completion-token cap.

Direct prompt template. The current implementation
constructs the following prompt template. Braced blocks are
filled from the instance record, compact source and working
layouts, optional source-intent text, optional hierarchy graph
summary, and per-round diagnostics.

Direct LLM edit prompt template

SYSTEM:
You are a layout engineer editing structured JSON

directly. Use the source
layout to preserve style, hierarchy, and overall

composition, but work on the
working layout where the content modifications are

already applied. Return valid JSON
only. Do not add, remove, or reorder children. Do

not change ids, types, element
text strings, images, fills, or canvas size. Only

adjust these per-child fields
when needed: align, cornerRadius,

cornerRadiusBottomLeft,

Algorithm 2 Hierarchical beam retargeting
Require: source layout ℓ0, unrepaired post-modification layout

ℓu, applied change ∆c
Require: warm startsW
1: S ← {ℓu, FITPROBE(ℓu)} ∪W
2: s0 ← SELECTHIERARCHICALWARMSTART(S)
3: H ← SOURCEHIERARCHYGRAPH(ℓ0,∆c)
4: (Gf , Gn)← FOCUSANDNEIGHBORGROUPS(H,∆c)
5: P ← BUILDMACROPLANS(Gf , Gn,∆c)
6: C ← {EVALUATE(s0)}
7: for p ∈ P do
8: ℓp ← APPLYMACROPLAN(s0.ℓ, p)
9: ℓp ← SEMANTICREPAIRANDCLAMP(ℓp,∆c)

10: if ℓp respects the structural guard then
11: C ← C ∪ {EVALUATE(ℓp)}
12: end if
13: end for
14: R← top-K distinct coarse plans by hierarchical sort key
15: for r ∈ R do
16: r̃ ← HEURISTICPRESERVEREFINE(r,H,∆c)
17: add max(r, r̃) by hierarchical sort key to C
18: end for
19: c⋆ ← best entry in C
20: if top two entries are close and LLM plan judging is enabled

then
21: c⋆ ← SAFEPAIRWISEPLANJUDGE(c1, c2)
22: end if
23: return FINALSEMANTICREPAIR(c⋆.ℓ)

Algorithm 3 Scorer-guided local search
Require: source layout ℓ0, unrepaired post-modification layout

ℓu, applied change ∆c
Require: warm startsW
1: s0 ← SELECTWARMSTART(ℓu,W)
2: H ← OPTIONALHIERARCHYGRAPH(ℓ0,∆c)
3: A ← {s0}; F ← {s0}
4: for t = 1 to T do
5: N ← ∅
6: for s ∈ F do
7: U ← SELECTHOTSPOTS(s.ℓ,H,∆c)
8: Y ← GENERATETOOLGRADCANDIDATES(s.ℓ, U,H)
9: for y ∈ Y ordered by public patch score do

10: if y respects structural guards and lexicographic
checks then

11: if y improves s or is non-dominated by s then
12: add y toN with its selected move trace
13: end if
14: end if
15: end for
16: end for
17: ifN = ∅ then
18: break
19: end if
20: A ← BOUNDEDPARETOUPDATE(A ∪N )
21: F ← BOUNDEDPARETOUPDATE(N )
22: end for
23: s⋆ ← SELECTRETURNSTATE(A)
24: return FINALSEMANTICREPAIR(s⋆.ℓ)

cornerRadiusBottomRight, cornerRadiusTopLeft,
cornerRadiusTopRight, cropHeight,

cropWidth, cropX, cropY, fontSize, height,
lineHeight, opacity, rotation,
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Algorithm 4 Direct LLM edit
Require: source layout ℓ0, unrepaired post-modification layout

ℓu, applied change ∆c
Require: LLM M , maximum rounds T
1: ℓ← ℓu
2: for t = 1 to T do
3: D ← RULEDIAGNOSTICS(ℓ, ℓ0,∆c)
4: G← OPTIONALGRAPHSCOPE(ℓ, ℓ0, D,∆c, t)
5: if t > 1 and D has no material issue in scope then
6: break
7: end if
8: (psys, puser)← BUILDDIRECTJSONPROMPT(ℓ0, ℓ,∆c,D,G)
9: r ←M(psys, puser) with JSON return type

10: ℓ̂← PARSEANDMERGEWHITELISTEDFIELDS(r, ℓ,G)

11: if ℓ̂ is invalid or references no known child IDs then
12: break
13: end if
14: ℓ← ℓ̂
15: end for
16: return ℓ

scaleX, scaleY, verticalAlign, visible, width, x, y.

USER:
## Goal
Repair the working layout to fit the updated content

while preserving the
overall visual style of the source layout. If

hierarchy guidance is present,
plan the repair top-down: preserve inter-group

structure first, then reposition
or resize whole affected groups, then fine-tune

individual elements only inside
those groups. Otherwise prefer local fixes before

broader changes, and move
unchanged elements only when the updated content

makes that necessary.

{{SOURCE_INTENT_BLOCK_IF_AVAILABLE}}

## Modification Request
{{MODIFICATION_REQUEST}}

## Modification Summary
{{MODIFICATION_SUMMARY_LINES}}

## Source Anchors
{{SOURCE_ANCHOR_LINES}}

{{SOURCE_LAYOUT_HIERARCHY_GRAPH_BLOCK_IF_AVAILABLE}}

{{GRAPH_REPAIR_SCOPE_BLOCK_IF_AVAILABLE}}

{{SCOPED_EDITABLE_CHILDREN_BLOCK_IF_AVAILABLE}}

## Current Diagnostics
{{ISSUE_SUMMARY_LINES}}

## Editing Rules
- Keep the same child ids and order as the working

layout.
- Prefer minimal edits. Move unchanged elements only

when required to avoid
collision or overflow.

{{GRAPH_GUIDANCE_RULES_IF_AVAILABLE}}
- Preserve the working text values exactly as-is;

the content modification is already
applied.

- Preserve the canvas width and height exactly.
- Keep the layout close to the source layout unless

the updated content forces local
adjustments.

- This is a {{PROMPT_KIND}} pass, so focus on fixing
the diagnostics above.

## Output Format
Return JSON only with this shape:
{
"layout": {
"id": "<same canvas id>",
"width": <same width>,
"height": <same height>,
"children": [
{"id": "element_0", "x": 0, "y": 0, "width":

100,
"height": 50, "fontSize": 18, "lineHeight":

1.2}
]

}
}
Only include per-child fields that need to be

changed or are useful context. Do
not use markdown fences.

## Source Layout (read-only)
‘‘‘json
{{COMPACT_SOURCE_LAYOUT_JSON}}
‘‘‘

## Working Layout To Edit
‘‘‘json
{{COMPACT_WORKING_LAYOUT_JSON}}
‘‘‘

C.5. Grid initialization (redraw control).

The grid-initialization baseline is the source-agnostic re-
draw control. Unlike the methods above, it does not re-
ceive the source layout: it reconstructs a layout from the
post-modification content and the canvas size alone, and
is included as a lower bound that discards source place-
ment entirely. It is fully deterministic and uses no language
model. Given the modified element list and the canvas di-
mensions (defaulting to 1000× 1000), it overwrites every
element’s coordinates and packs the elements greedily in
reading order. Each element is placed at the current cursor;
the cursor then advances horizontally by the element width
plus a fixed gap, and when an element would exceed the
canvas width, the cursor wraps to a new row whose height
is the tallest element placed so far. The name grid refers to
this regular row-by-row packing rather than a fixed rows-
by-columns mesh: the number of rows and the number of
elements per row follow only from the element sizes and the
canvas. An element that would overflow the bottom of the
canvas is placed at a seeded random position, and a leading
background or image element is left in place. The only
source-derived signals it retains are the element sizes and
their reading order; element placement is produced from
scratch, which is what makes it a source-agnostic control
rather than a repair of the source layout.

D. Split Construction and Leakage Analysis
The official split assigns all modifications of the same source
layout to the same train, validation, or test partition. The
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B. Stronger holdout distance

Data-level analysis; deterministic repair rank sensitivity is reported separately.

Figure 7. Data-level split-sensitivity analysis on the filtered subset pool. Left: modification-level splits leak both exact source layouts and
their style clusters, while source-holdout splits remove exact reuse but leave many evaluation sources in clusters already seen in training.
Right: style-holdout construction removes exact reuse and the measured overlap with seen clusters, and increases nearest-train feature
distance.

leakage analysis adds a stronger style-holdout split based
on source-level geometry and composition descriptors. The
current implementation uses canvas aspect and area, ele-
ment and group counts, text/image/shape/branding fractions,
header and decorative-group fractions, mean and spread of
normalized box sizes and centers, coarse left/center/right
and top/middle/bottom occupancy, large/wide/tall fractions,
and mean pairwise overlap. These descriptors are z-scored
over the analyzed source pool and clustered with k-means++
into 12 source clusters. The reported nearest-train distance
is Euclidean distance in this normalized feature space. Fig-
ure 7 visualizes the three split protocols and the leakage
each admits.
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