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Abstract

Despite rapid progress on coding agents, progress
on their multimodal counterparts has lagged be-
hind. A key challenge is the scarcity of eval-
uation testbeds that combine the complexity of
software development with the need for deep mul-
timodal understanding. In game development,
agents must navigate large, dense codebases while
manipulating intrinsically multimodal assets such
as shaders, sprites, and animations within a visual
game scene. We present GameDevBench, the
first benchmark for evaluating agents on game
development tasks. GameDevBench consists of
333 tasks derived from web and video tutorials.
Tasks require significant multimodal understand-
ing and are complex—the average solution re-
quires over three times the lines of code and file
changes compared to prior software development
benchmarks. Agents struggle with game devel-
opment, with the best agent and method solving
only 53.8% of tasks. We find a strong correlation
between perceived task difficulty and multimodal
complexity, with average success rate dropping
from 51.4% on gameplay-oriented tasks to 33.0%
on 2D graphics tasks. To improve multimodal
capability, we introduce two simple image and
video-based feedback mechanisms for agents. De-
spite their simplicity, these methods consistently
improve performance, increasing GPT—5 . 4’s per-
formance from 41.1% to 52.0% when given vi-
sual feedback. We release our code at https://
github.com/waynchi/gamedevbench

1. Introduction

Progress on multimodal language model (LM) agents has
lagged behind that of their unimodal counterparts (Yang
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et al., 2024b; Jimenez et al., 2024; Zhou et al., 2024; Koh
et al., 2024). Agentic game development—despite its in-
herent multi-modality, increasing public interest, and a rich
history combining artificial intelligence and games (Vinyals
et al., 2019; Schrittwieser et al., 2019; Silver et al., 2018;
2016; Jagli et al., 2024; Filipovi¢, 2023; Yakan, 2022)—has
largely been overlooked by the research community. Most
prior works focus on specific goals within game develop-
ment such as next frame prediction (Valevski et al., 2024;
Oh et al., 2015), which replaces the graphics engine, proce-
dural content generation (Summerville et al., 2018; Shaker
et al., 2016), which replaces asset creation, or game play-
ing agents (Vinyals et al., 2019; Silver et al., 2016), which
replaces the non-player characters (NPCs) and opponents.
There has been little to no research on agentic use for gen-
eral game development (i.e., developing games within a
game engine), most likely because it seemed inconceivable
until recently. As LM agent capabilities continue to improve,
it seems natural to ask: can agents develop video games?

Game development combines many desirable characteristics
for a challenging benchmark in a modern agentic domain.
First, tasks are complex and context-rich with projects
often spanning large amounts of files, assets, and folders
akin to that of traditional software development (Yang et al.,
2024b). Second, tasks are inherently multimodal, requiring
visual understanding of both static elements (e.g., map or
scene layouts) and temporal dynamics (e.g., animations
or movement) to accurately assess project state. Lastly,
task solutions are deterministically verifiable through code
which alleviates the need for approaches such as LLM-as-
a-Judge (Zheng et al., 2023) which are often subject to
biases (Wang et al., 2023; Koo et al., 2024). For example, it
is possible to verify that the correct animation was used by
checking animation states at each frame. This combination
of features makes game development an ideal environment
to evaluate complex, multi-modal agentic capabilities.

In this work, we study an agent’s ability to solve complex
game development tasks for a modern game engine. To our
knowledge, this is the first work evaluating this capability.
Game development typically involves creating and editing
artifacts such as sprite sheet animations, collision shapes,
game logic scripts, and scene layouts in a GUI (Graphi-
cal User Interface) called the game editor. A game engine
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