
Evaluating Design Video Generation:
Metrics for Compositional Fidelity

Adrienne Deganutti · Dingning Cao · Jaejung Seol · Elad Hirsch · Purvanshi Mehta

Lica World

PROBLEM 
Design animation is not natural video

Generative video models (Sora, Veo) are increasingly applied to 
design animation: specific components must animate with pre-
scribed motion type, direction, and timing while non-animated 
regions stay stable and layout is preserved.

Yet evaluation stays ad hoc — Fréchet Video Distance or small 
human studies, neither capturing these per-component require-
ments.

CONTRIBUTION 
Four competency dimensions

The first dimension-decomposed framework for design anima-
tion. Each axis is independently grounded in the layout spec, with 
ground truth auto-extracted from LICA metadata.
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Motion Correctness - 4 Sub-metrics

DATASET 
2 Tracks from LICA-Dataset

From the LICA Dataset (videos sub-category): 136 layouts / 66 
templates. Each renders deterministically to a byte-exact GT video 
+ PNG, so metrics validate against a known target.

•	Single-component: isolated single element with uniform canvas; 
12 of 15 motion types observed after filtering.

•	Full-layout: multi-component scenes with both animated and 
static components (~6.6/scene).
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METHOD 
Track      Classify     Score Pipeline

1. Track 
A bounding box per component, per frame: a contour tracker 
for single elements, a finetuned OBBs detector for full layouts.
2–3. Classify & score
Map the tracked motion to 10 observable class and graded it 
with a partial-credit table

TRACK
contour tracker

YOLOv11 - OBBs

CLASSIFY
rule tree

SCORE
partial credit

RESULTS 
GT vs Sora-2 vs Veo-3.1

Sora-2 and Veo-3.1 score similarly overall, yet fail on opposite 
axes: Sora-2 renders accurate text but under-animates (short, 
collapsed motion); Veo-3.1 animates better but drops text and 
aspect ratio. 

Both generators trail the GT ceiling 
and nearly tie on motion class, but 
their component-count error (C. MAE 
≈ 5.2 vs GT’s 2.87) is nearly double GT’s 

Exact direction is hard even for GT, but 
Sora-2 leads on both tracks, even top-
ping the pipeline ceiling on full-layout.

The ordering flips by track — Sora-2 
wins single-component, Veo-3.1 wins 
full-layout — so neither is reliably clos-
er to GT.

The widest gap on the poster: Sora-
2 keeps text readable far more often 
than Veo-3.1, making text the most di-
agnostic axis.

DATASET EXAMPLES 
Full Layout & Single Components Final-frame thumbnails of the eight sin-

gle-component examples, grouped by ob-
servable motion class.

•	 Top row: scrapbook class (translational en-
tries via LICA rise). 

•	 Bottom-left pair: rotate class (tumble). 
•	 Bottom-right pair: pop class. 

Component-type diversity (image, text, 
group) is balanced across classes.


