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Benchmark Construction
The benchmark is designed as an evaluation dataset 
rather than a training set. It contains realistic SVG 
document structures, including groups, definitions, 
clipping paths, transforms, and style attributes. 
ThThe benchmark includes three annotation types that 
reflect different forms of object-level access in SVG 
scenes:
— single visible object (sun, phone, tee);
— multiple visible objects (clouds, eyes, windows);
— repeated object instances union of all corresponding 
instance masks.

TTable 1. Summary statistics of the proposed benchmark 
for textguided vector object extraction.

Introduction
Vector graphics are central to design workflows: icons, illustrations, diagrams, and UI assets need to stay scalable, editable, 
and reusable. Creative AI systems should not only generate whole images, but also help users inspect, edit, reuse, and 
recombine existing visual assets. SVG is a natural format for this: it stores an image as structured elements — paths, groups, 
styles, transforms, and definitions
PProblem. Semantic objects in SVG often do not align with paths, groups, or the document tree — styles, transforms, 
clipping, and ̀defs̀ break the link between visual objects and XML nodes.
Task. Given an SVG scene and a text query → recover the referred object (or object set) as a standalone editable sub-SVG 
assembled from existing primitives.

Object-level access to SVG = raster grounding + 
primitive selection → editable sub-SVG, not a 
raster crop.
  

We provide a benchmark (2,793 pairs) with 
node-level evaluation — primary metrics: IoU, 
F1, exact match.  

Box-fillBox-fill masks outperform SAM for vector 
primitive selection (coarser boxes give better 
primitive coverage).  

Structured LLM node-mask baselines are limit-
ed by context length and weaker node overlap 
(see Table 3 & Figure 2).  

Next: better raster grounding, instance-level 
SVG metrics, SVG-aware models.

Conclusion 

Experiments
Table 3. Comparison with structured LLM baselines on the LLM-eligible subset. Raster-grounded variants are evaluated 
on the same length-constrained subset of SVG scenes used by Qwen. Qwen is competitive in exact match, while 
raster-grounded primitive filtering achieves stronger node-level overlap and rendered ROI similarity.

Figure 2. Qualitative comparison on eleven curated SVG–query examples. Each row corresponds to one annotated target. 
Columns show, from left to right: the rendered SVG scene, the ground-truth extraction with a prompt label, Grounding 
DINO boxes, the gdino-base + box-fill mask and RGB extraction, the gdino-base + sam-vit-base mask and RGB extraction, 
and structured node-mask predictions from Qwen 3.6 and Gemma 4. The examples include cases where the raster-grounded 
method clearly outperforms Qwen, cases where Qwen is partially competitive, and cases where Qwen achieves higher 
node-level overlap.

We formulate text-guided vector 
object extraction as a new task for 
editable object-level access to SVG 
scenes. We introduce a node-level 
benchmark and show that 
raster-grounded primitive filtering 
is a strong baseline for recovering 
editable SVG objects.editable SVG objects.

SVG Scene Structure Example
<svg xmlns="http://www.w3.org/2000/svg" height="1024" 
preserveAspectRatio="none" style="display: block;" version="1.1" 
viewBox="0 0 2048 2048" width="1024">
<path d="M 0 0 L 2048 0 L 2048 2048 L 0 2048 L 0 0 z" 
fill="rgb(253,253,251)" transform="translate(0,0)"></path>
<path d="M 1522.35 175.697 L 1521.62 174.283 C 1517.17 <path d="M 1522.35 175.697 L 1521.62 174.283 C 1517.17 
165.87 1504.8 151.233 1504.21 144.49 ... z" fill="rgb(40,21,18)" 
transform="translate(0,0)"></path>
<path d="M 956.193 396.564 C 955.636 373.41 
961.347 359.551 986.74 366.957 
C 986.212 367.914 ... z"  fill="rgb(253,253,251)" 
transform="translate(0,0)"></path>
......
</svg>

Abstract 
SVSVG graphics are editable structured documents, but 
semantic objects in SVG scenes often do not align with 
paths, groups, or other elements in the document tree. 
This makes object-level access difficult for creative 
workflows that require extracting, editing, or reusing 
parts of existing vector assets.
WWe introduce text-guided vector object extraction, 
where the goal is to recover an editable sub-SVG 
corresponding to a natural-language query.
We contribute a benchmark with node-level annotations 
and vector-aware evaluation, containing 2,793 
evaluation samples.
WWe also propose a raster-grounded extraction method 
that localizes the queried object in the rendered image 
and maps the resulting region back to SVG primitives 
through overlap-based filtering.
Experiments show that the proposed method provides 
a strong baseline for the benchmark and outperforms 
structured LLM baselines on node-level overlap metrics.
OuOur results highlight the need for SVG-aware models 
and evaluation protocols for editable object-level vector 
graphics.

https://github.com/IzhanVarsky/svg-
object-extractor
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Contributions
New task: text-guided vector object extraction 
for object-level access to existing SVG scenes.

Proposed Benchmark with node-level annotations 
and vector-aware evaluation.

RasteRaster-grounded method: render → Grounding 
DINO → box/SAM mask → inclusion-aware 
primitive filtering → valid sub-SVG.
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