
Mei Tan*, Hyunji (Alex) Nam*, Dorottya Demszky
Stanford University (*equal contributions)

Can LLMs Match Human Diversity 
in Educational Content Generation?

Results

Math problem generation
- Selected standalone practice 

problems targeting Grade 6 ~ 
Algebra II from MathFish (2,047 
math items from the 20 units of 
open-sourced math curriculum 
Illustrative Mathematics)

Essay feedback
- 3,021 inline excerpt-comment 

feedback by 61 experienced 
middle and high school ELA 
teachers on 448 student essays 
across 18 topics from public 
PERSUADE & ASAP-AES datasets

Step1: Masking

Intervention Evaluation against human reference

Models for inference:
GPT-5.2, 
Gemini-3.5-Flash, 
GPT-4.1-,ini, Llama 
3.3-70B-Instruct, 
Qwen3-32B

Models for RLHF:
Qwen2.5-7B-Instruct, 
Llama-3.1-8B-Instruct 
using DPO & SFT

Step 2: Existing & new 
similarity metrics

- Lexical (self-BLEU)
- Semantic (average pairwise 

embedding similarity using 
text-embedding-3-small

- Domain-specific (entropy of the 
items)

- Bloom’s Taxonomy for math
- Content Focus (development, 

analysis, organization, rhetoric, 
and mechanic), and Discourse 
Moves (open question, criticism, 
praise, reader response, 
corrections)

R1: Lack of lexical & semantic diversity 
Across tasks, all models produce more homogeneous outputs than humans, 
with Self-BLEU scores that are on average 67–81% higher than the human 
distribution. 

R2: Narrower pedagogical coverage
In math, humans span 3–4 cognitive objective levels v.s. baseline models 
span only 1–2. In essay feedback, humans have support for 42 out of 60 
content × discourse categories, but models cover only 21 on average.
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