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1 Motivation & Framework

Ever noticed how some writers imply multitude of

meanings without explicitly stating them; e.g. the

coin toss scene from No Country for Old Men.  We

explore this phenomenon of subtext, and ask

whether LLMs can generate and understand text

with subtext.

We formalize subtext communication as follows: A
sender encodes subtext in a natural language message
such that only some receivers i.e. its intended
audience understand its true intent. This can be
achieved through common ground — knowledge a
sender shares with the intended audience audience (e.g.
knowing you and your friend has seen the same film).

The sender encodes subtext into expression e so only the intended

audience recovers the private intent i

2 Four Evaluation Suites

We propose evaluation suites in this work to study
capability of LLMs towards generating and
understanding text with subtext covering multi-agent
and multi-modal board games and storytelling.

Two families — multi-agent social games and writing /
understanding stories — across the four suites detailed below.

3 VisualAllusions

Inspired by the rules of Dixit: LLM based players

choose cards and generate clues so that some —

but not all players guess their card. If the clue is too

obvious and everyone guesses, the storyteller scores

zero hence the clues needs subtext for successful

gameplay.

Storytelling stage: a private intent i becomes a natural-language
clue e.

VISUALALLUSIONS

Tournament results

In the base case with no common ground, frontier
LLMs tend to generate too obvious clues, failing to

meet game's objective.  Models very often make

some detail too explicit in their clue that makes the

competing players guess correctly.

Win rate (left) is led by Gemini-2.5-Pro; storytelling components
(right) sit well below the achievable max for every model.

VISUALALLUSIONS

Introducing Common Ground

What happens when we introduce common ground
between 2 agents? We run games where two copies of a
model share the same set of stories competing with
models lacking this context.
Result: There is a significant reduction in obvious clues
for the stronger reasoning models

VISUALALLUSIONS

Inferring Presence of Common Ground

We also tested providing models same sets of stories
but the information that the two share the stories---they
don't know that they both know. Our goal here is to
check if models can infer the presence of common
ground by observing each other's behavior?

Result: When shared belief is not provided, we see
significant drop in GPT-5's storytelling score. Gemini-
2.5-pro seems to do better, but analyzing the thinking
traces, we find no evidence of either models having
inferred the presence of common ground.

4 Attuned

Consistent findings in a Wavelength-inspired game:

a team’s “psychic” gives a clue to make their

teammates guess a hidden target on a concept

spectrum. Success at communicating exclusively to

the partner (MindRead) stays low.

5 Allegory Understanding

When people interpret texts, many factors can

influence their interpretations--- e.g. paratextual

factors like the information about the author or their

intent.

We fictionalize 27 historical events and test whether
models decode the original under different persona
(historian / critic / deep-reader) and information
(author / reader name) conditions. 

Result: Information about the author or reader's
name often has significant effect on interpretation,
even in non-historian cases. E.g. for GPT-5 we see
the accuracy go from 45% →61% under the deep
reader persona once the author's name is provided.

6 The Aesopian Author

An author agent must write a story that is

interpreted by an inquisitor agent to be about a

celebrated topic m′ but as a forbidden topic m by

a critic agent — exploiting an information

asymmetry (inquisitor knows the author’s profile;

critic has read all past stories).

10 attempts; a strike if both read the banned topic,

success only if the critic alone does; three strikes

ends the game. Models barely beat a control author

— and when the inquisitor a priori believes the

author is misaligned, successes collapse to virtually

zero.
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