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Abstract
One factor that limits the usefulness of Large lan-
guage models (LLMs) for human-AI co-creation
in collaborative writing and review support is that
they often lack context-dependent criteria, such
as expert preferences or organization-specific con-
ventions. Although providing LLMs with an ex-
plicit set of criteria, that is, a rubric, can align
their outputs with expert judgments, these criteria
are often tacit, undocumented, and hard to obtain
directly from humans. We propose Feedback-to-
Rubrics, a problem setting for learning criteria
from inline comments on artifacts. Such com-
ments are often accumulated within organizations
or communities and can be readily leveraged. Our
method infers rubrics from these comments and it-
eratively refines them by observing errors in com-
ment prediction based on the inferred rubrics. In
experiments on research proposal review, essay
review, and medical chat annotation, our method
more closely matches reference comments than
LLMs without rubrics and retrieval-based base-
lines. In a setting with reference rubrics, the re-
fined rubrics move closer to the reference rubrics
than the initial ones.

1. Introduction
Large language models (LLMs) are increasingly used as
partners in human-AI co-creation, especially in collabora-
tive writing and review (Lee et al., 2024), but their useful-
ness is limited when they lack context-dependent criteria,
such as expert preferences or organization-specific conven-
tions. A rubric, a set of criteria, makes them explicit and
guides LLM outputs toward expert judgments. In practice,
however, the criteria that matter in a target setting are of-
ten tacit, undocumented, and difficult to elicit directly from
humans.
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Recent studies infer criteria from human behavior or prefer-
ences and express them in natural language so that LLMs
can use them. For example, one line of work learns inter-
pretable satisfaction rubrics from observed dialogue behav-
ior and validates them through held-out prediction (Lin et al.,
2024). Inverse Constitutional AI compresses pairwise pref-
erence data into principles and evaluates the result through
annotation reconstruction (Findeis et al., 2025). These stud-
ies show that language-based intermediate representations
of evaluation criteria can make model behavior more in-
terpretable and controllable. At the same time, studies on
explicit rubrics have shown that they can improve LLM
evaluation and criteria-based feedback generation (Hashemi
et al., 2024; Yuan et al., 2024; Kim et al., 2024).

However, these approaches to rubric extraction and rubric
use are not directly applicable to review settings, where feed-
back is often provided as inline comments. Existing rubric
extraction studies often assume relatively global judgment
signals, such as satisfaction behavior over an entire dialogue
or pairwise preferences between candidate responses (Lin
et al., 2024; Findeis et al., 2025). In contrast, inline com-
ments are strongly tied to local contexts and reveal what
concern a reviewer raises given a local text span and how
specifically they express it (Sadallah et al., 2025; Nagata,
2019). Therefore, learning rubrics from inline comments
requires criteria grounded in local context, rather than only
compressing global preferences. Although prior work on
feedback has studied inline comment generation, span lo-
calization, and focused feedback, these approaches do not
focus on rubric extraction (Nagata, 2019; Hanawa et al.,
2021; Hellman et al., 2020; Chamoun et al., 2024).

To address this gap, we propose a new problem setting,
Feedback-to-Rubrics, which asks whether we can extract
expert criteria from inline comments. Figure 1 illustrates
this setting, where a dataset contains artifacts with inline
comments provided by experts, and the goal is to infer the
expert criteria underlying that feedback from the comments
themselves. This problem requires identifying the underly-
ing criteria from feedback that is locally attached to specific
text spans, and thus presents challenges distinct from set-
tings based on global preference signals. We also propose a
method to address this problem setting. Our method infers
an initial rubric from accumulated inline comments, uses
it to predict comments, and iteratively refines the rubric
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Figure 1. Conceptual overview of Feedback-to-Rubrics. Experts annotate artifacts with inline comments, which encode tacit criteria.
We treat these comments as observations and ask whether we can extract such criteria as a rubric.

by comparing the predicted comments with reference com-
ments and updating it based on the differences. To capture
local information, we introduce a comment-wise refinement
signal that links each comment-level mismatch to the criteria
used to generate it, enabling updates to criterion granularity,
applicability conditions, and boundaries.

We evaluate both comment prediction performance and the
quality of the extracted rubrics on research proposal review,
essay review, and medical chat annotation. These domains
represent common settings where local judgments and com-
ments are central. We test whether providing the learned
rubric to an LLM improves how well its comments match
reference comments on held-out artifacts. The initial rubric
induced from past comments improves comment prediction
over the no-rubric condition, and iteratively updating the
rubric by aligning generated and reference comments further
improves performance. The full method with comment-wise
refinement signals outperforms retrieval-based baselines
(Nagata, 2019; Lewis et al., 2020). This result shows that
learning and updating a reusable rubric improves comment
prediction beyond simply retrieving and reusing past com-
ments. For medical chat annotation, where task-provided
reference rubrics are available, we also find that iterative
rubric refinement makes the induced rubric closer to the
reference rubric than the initial rubric. This result suggests
that the rubric representation itself also improves.

The contributions of this paper are as follows.

• We propose a new problem setting, Feedback-to-
Rubrics, that induces a rubric from naturally accumu-
lated inline comments and learns criteria that explain
and predict context-dependent comment behavior.

• We propose a method that uses alignments between
generated and reference comments as comment-wise

refinement signals and iteratively updates rubric granu-
larity, applicability conditions, and boundaries.

• We show through experiments in three domains that the
learned and refined rubric outperforms no-rubric and
retrieval-based baselines. In a setting with reference
rubrics, we also show that the rubric representation
itself improves.

2. Related Work
This work lies at the intersection of research that treats
inline comments as generation targets and research that
externalizes human judgment criteria as rubrics.

2.1. Inline Comment Prediction and Analysis

Prior work has studied inline comments mainly from two
perspectives. One line of work predicts where and how hu-
mans provide comments. Another line of work analyzes the
evaluation behavior and latent properties behind observed
comments.

Studies on comment prediction model how humans make
comments in local contexts. In particular, prior work has
studied feedback comment prediction (Nagata, 2019; Nagata
et al., 2021; Hanawa et al., 2021) and localization of the text
spans that correspond to comment content (Hellman et al.,
2020). These studies demonstrate that feedback generation
can be formulated around local spans or errors rather than
only holistic artifact-level assessment. More recently, fo-
cused feedback generation has been proposed to provide lo-
cal and actionable comments on scientific papers, extending
comment generation from educational and writing-support
settings to research-support settings (Chamoun et al., 2024).

Studies on comment analysis treat review comments as ob-

2



Feedback-to-Rubrics

servations of evaluation behavior and aim to identify their
underlying properties and dimensions. In the research re-
view domain, PeerRead introduced a large-scale dataset of
peer reviews (Kang et al., 2018). Subsequent work has an-
alyzed latent dimensions behind review comments, such
as substantiation (Guo et al., 2023), utility (Sadallah et al.,
2025), and review aspect (Lu et al., 2025). Other work
has linked comments to actual revision edits, showing that
comments are not only evaluative statements but also inter-
ventions related to subsequent revision behavior (D’Arcy
et al., 2024).

In contrast, we formulate Feedback-to-Rubrics as a new
problem setting that extracts reusable evaluation criteria
from accumulated inline comments. This differs from prior
work that treats comments as generation targets or objects
of analysis: we use comment prediction as a testbed for
inducing and refining an interpretable rubric that explains
expert comment behavior.

2.2. Rubric Extraction for LLMs

Research that uses rubrics as explicit intermediate represen-
tations has emerged in response to the problem that holis-
tic scores alone are insufficient for diagnostic explanation
and formative feedback in educational assessment. In au-
tomated essay scoring, prior work has extracted and inter-
preted rubrics implicitly learned by models (Fiacco et al.,
2023), and has decomposed scoring perspectives using trait-
specific rubrics (Eltanbouly et al., 2025). In this line of
work, rubrics serve as structures that explain the judgment
process and make evaluation more diagnostic.

With the rise of LLMs, this line of work has expanded to the
design of evaluators and feedback generators. Prior work
has studied calibrated evaluation based on multidimensional
rubrics (Hashemi et al., 2024), frameworks that teach LLMs
how to use rubrics (Yuan et al., 2024), methods that adap-
tively generate rubrics for each input (Fan et al., 2024; Gupta
et al., 2025), and approaches that let LLMs design and apply
rubrics themselves (Siro et al., 2026). These studies are
important because they show that rubrics are not merely
static scoring sheets, but flexible representations that can
control evaluation behavior and feedback generation.

The most closely related line of work learns explicit judg-
ment criteria from observed human behavior or preferences.
For example, one study learns interpretable satisfaction
rubrics from observed dialogue behavior and validates them
through held-out prediction (Lin et al., 2024). Another study
compresses pairwise preference data into a constitution and
evaluates it through annotation reconstruction (Findeis et al.,
2025). These studies show that human judgments can be ex-
ternalized as natural-language intermediate representations
and used to predict or control future evaluation behavior.

However, many rubric extraction studies assume relatively
global judgment signals. In contrast, inline comments are
tightly tied to specific local contexts. They implicitly encode
which span a reviewer attends to, what the reviewer con-
siders problematic, and how specific the comment should
be. Therefore, this work assumes the locality of inline com-
ments and uses the degree of match between generated and
reference comments at the comment level as a refinement
signal. By iteratively refining the rubric with this signal, our
method learns criteria that better fit local contexts.

3. Preliminaries: Inline Comment Prediction
This section defines the inline comment prediction setting
and the evaluation protocol used by our method. Section 4
describes how we infer and update rubrics from inline com-
ments.

Our data consist of multiple artifacts, each with multiple
inline comments. Let xi denote an artifact, qij denote the
j-th target quote (a text span) in that artifact, and yij denote
the corresponding reference comment. If multiple reference
comments are associated with the same span, we treat each
(qij , yij) pair as a separate instance by assigning a distinct
index j. We write the full dataset as

D = {(xi, {(qij , yij)}mi
j=1)}

N
i=1.

In this paper, a reference comment is typically a comment
written by a human reviewer, but it can also be a task-
provided target comment. Appendix C shows examples
of artifact excerpts, target quotes, and reference comments.

Given a target quote qij , the task is to generate a comment
that matches the paired reference comment yij . We split the
dataset D into train, validation, and test sets. The train split
is used for learning, the validation split for selection, and
the test split only for final evaluation.

Our evaluation measures how well generated comments
align with reference comments. For each split, we com-
pute the mean content score over an evaluation set T as
1

|T |
∑

(i,j)∈T sij . Prior work on feedback comment gen-
eration and standard NLG evaluation often measures two-
sentence similarity with surface overlap metrics such as
BLEU or ROUGE, or embedding-based metrics such as
BERTScore (Nagata, 2019; Hanawa et al., 2021; Papineni
et al., 2002; Lin, 2004; Zhang et al., 2020). However, inline
comments create a harder comparison. The same concern
can be expressed in different words, and two comments can
look similar on the surface or in embedding space while
differing in focus, granularity, or actionability (Chang et al.,
2025).

We therefore ask an LLM judge to compare the generated
comment ŷij and the reference comment yij , conditioned
on the target quote qij and the artifact xi. The judge returns
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a content score sij that measures whether ŷij captures the
same concern, granularity, and direction of explanation as
yij . This setup follows the broader use of LLM-as-a-judge
for fine-grained evaluation (Zheng et al., 2023).

4. Method
This work introduces a new problem, Feedback-to-Rubrics,
which aims to extract the underlying criteria used by experts
from inline comments. Instead of retrieving past comments
for each input as in prior methods (Lewis et al., 2020; Ram
et al., 2023), this problem treats the rubric as an explicit
policy derived from past comments and uses it to guide
comment generation.

Extracting such a rubric requires aligning it with the lo-
cal context in inline comments. To achieve this, we use
three components: rubric extraction, iterative rubric refine-
ment, and a comment-wise refinement signal (Figure 2).
Appendix E lists the prompts used in our method.

4.1. Rubric Extraction from Inline Comments

Rubric extraction aims to externalize judgment criteria
found in individual comments as a reusable and testable
set of criteria. In this work, a rubric at round t is defined as
a set of criteria Rt = {r(t)k }Kt

k=1, where Kt denotes the num-
ber of criteria at round t. It is not a general quality checklist;
it is a structured review policy that controls comment gen-
eration. Each criterion rk is written in natural language
and contains at least four elements: (1) applicability con-
ditions that specify when to comment in a local context,
(2) the criterion text that specifies which concern to state
and at what granularity, (3) boundaries that prevent confu-
sion with nearby criteria, and (4) examples of representative
target quotes and reference comments. The rubric makes
explicit which concerns should be raised under which local
conditions and at what granularity. This helps align LLM
comment generation with human judgments in the target
setting.

We input training artifacts xi, target quotes qij , and refer-
ence comments yij from Dtrain ⊂ D to an LLM, and ask
it to infer an initial rubric R0 that explains the observed
comment behavior. We treat reference comments not as
ideal standards, but as observations of what experts actually
chose to say for each (xi, qij). The resulting R0 is an initial
hypothesis about the judgment rules behind comment selec-
tion. It serves as the iteration-0 rubric and as the starting
point for refinement.

4.2. Comment Prediction and Evaluation

Comment prediction and evaluation are the core procedures
for measuring how well a rubric supports generating com-
ments that match reference comments for target quotes. In

this setting, a comment LLM G takes an artifact xi, a target
quote qij , and a rubric Rt as input, and generates a natural-
language comment for the quote. To make the generation
process traceable, we ask the comment LLM to output both
the comment text and the criteria it uses during generation.
We write the prediction at round t as

(ŷ
(t)
ij , C

(t)
ij ) = G(xi, qij , Rt),

where C
(t)
ij ⊆ Rt denotes the subset of criteria used during

generation for the (i, j)-th instance.

During evaluation, we treat the alignment between the gener-
ated comment ŷ(t)ij and the reference comment yij to assess
how much each rubric criterion contributes to producing a
good comment and whether any criteria are missing. An
evaluation LLM J returns a content score s

(t)
ij and judge

reasoning e
(t)
ij for each target quote:

(s
(t)
ij , e

(t)
ij ) = J(xi, qij , yij , ŷ

(t)
ij ).

The main metric is the reproducibility of comment con-
tent. The evaluation emphasizes whether the generated
comment captures the same concern, matches the reference
granularity, and avoids adding unrelated critiques. Because
surface overlap and embedding similarity alone cannot reli-
ably make this judgment, we use a context-aware evaluation
LLM and use its reasoning as a diagnostic explanation for
refinement.

4.3. Iterative Rubric Refinement

Iterative rubric refinement converts comment prediction
results into revision signals that indicate which criteria to
update and which to keep. By comparing generated and
reference comments, the method identifies overly broad
criteria, missing concerns, vague boundaries, and criteria
that already align well with the reference comments.

The refinement LLM F uses the current rubric, judge as-
sessments, and past round histories to generate

Rt+1 = F (Rt,Ht).

Here, Ht contains the target quote, predicted comment,
reference comment, score, judge reasoning, and selected
criteria during generation. The update refines criterion gran-
ularity, applicability conditions, boundaries, examples, and
redundancy, improving the rubric that guides the next round
of comment generation.

4.4. Comment-Wise Refinement Signal for Criterion
Revisions

If we simply pass a list of target quotes, reference comments,
generated comments, and scores to the refine LLM, it can
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Figure 2. Method overview. We first infer an initial rubric from inline comments, then use it to predict comments for target quotes,
and iteratively refine the rubric using comment-wise refinement signals derived from the alignment between generated and reference
comments.

be unclear which criterion helped or harmed which com-
ment. We therefore introduce a comment-wise refinement
signal that tracks how each criterion affected each comment
instance. Let Ht = {h(t)

ij } denote the set of refinement
signals at round t. For each target quote, we store

h
(t)
ij =

(
qij , yij , ŷ

(t)
ij , s

(t)
ij , e

(t)
ij , C

(t)
ij

)
, Ht = {h(t)

ij }.

This comment-wise refinement signal enables local align-
ment between rubric criteria and reference comments by
linking each prediction to the criteria used during gener-
ation. It provides a more informative update signal than
an aggregate score and supports targeted refinement of the
rubric.

5. Experiments
This section evaluates our method in several comment-
generation scenarios to answer two questions.

• Do rubric extraction and iterative rubric refinement im-
prove comment prediction performance (Section 5.3)?

• Does the learned rubric itself improve (Section 5.4)?

5.1. Datasets

We use three commented datasets: research proposal review,
essay review, and medical chat annotation. We chose these
datasets because they contain inline comments and repre-
sent realistic collaborative tasks such as writing support
and review. For research proposal review, we use Exposia
(Zyska et al., 2026) and focus on inline comments in re-
search proposals. This dataset contains 12 artifacts and 192

reference comments. For essay review, we use an essay
dataset with reference comments on learner writing (Nagata
et al., 2021). It contains 500 artifacts and 552 reference com-
ments. For medical chat annotation, we use HealthBench
(Arora et al., 2025) and create synthetic reference comments
with an LLM based on reference global rubrics for evaluat-
ing medical chats. HealthBench contains a rubric for each
healthcare prompt as an evaluation guide for the correspond-
ing response. For each question, we first ask an LLM to
create a response that satisfies only about half of the given
rubric items at random. We then ask an LLM to generate
inline comments based on the remaining rubric items that
the response does not satisfy. This dataset contains 50 arti-
facts and 341 synthetic reference comments. Because this
setting provides existing reference ground-truth rubrics, we
can directly test whether the extracted rubric moves closer
to the reference rubric (Section 5.4). In all settings, we split
artifacts into train, validation, and test sets with a 0.6/0.2/0.2
ratio. Appendix A provides dataset details.

5.2. Experimental Setup

We use Google Gemini 3.1 Pro preview for rubric extrac-
tion, comment generation, evaluation, and rubric refine-
ment, with the default temperature of 1.0. We run comment
prediction in a setting where the dataset provides target
quotes and the model predicts a comment for each quote.
Predicted comments are evaluated using a content score
(sij ∈ [0, 10]). The evaluation prompt is described in Ap-
pendix E.3. For each dataset, we run iterative rubric re-
finement for 10 rounds. We use training-split reference
comments for refinement, the validation split for round se-
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Figure 3. Train and validation performance across refinement rounds. Each plot shows the mean content score on the train and
validation splits. In all tasks, both curves increase steadily over rounds, showing that the refinement procedure works effectively without
overfitting.

Table 1. Ablation and baseline comparison on comment prediction across three domains. We report mean content scores sij ∈ [0, 10]
(higher is better) averaged over five runs, with standard deviations. In the rubric-based methods, each row incrementally adds one
component: initial rubric extraction from inline comments, iterative rubric refinement, and comment-wise refinement signals, and
performance improves consistently with each addition. Compared with retrieval-based baselines (Top-1 retrieval and Top-3 RAG), our
method outperforms them across all domains.

Method
Research proposal

review
Essay
review

Medical chat
annotation Avg.

Retrieval-based methods
Top-1 retrieval (Nagata, 2019) 0.71± 0.07 3.01± 0.07 0.20± 0.09 1.31
Top-3 RAG with LLM (Lewis et al., 2020) 3.05± 0.46 8.39± 0.09 7.08± 0.28 6.17

Rubric-based methods (Component ablation)
No rubric 3.00± 0.57 7.98± 0.12 6.62± 0.19 5.87
+ Initial rubric 3.21± 0.62 8.54± 0.30 6.72± 0.41 6.16
+ Iterative rubric refinement 3.32± 0.73 8.60± 0.03 7.15± 0.17 6.36
+ Comment-wise refinement signal 3.42± 0.30 8.71± 0.07 7.31± 0.21 6.48

lection, and the test split for final evaluation. During rubric
refinement, we provide the model with the current refine-
ment signal and histories from up to three previous rounds.
We run each experimental condition five times on the same
split. Figure 3, Tables 1, and 2 report the mean and standard
deviation over the five runs.

In evaluating comment prediction, we assessed two retrieval-
based baselines: Top-1 retrieval and Top-3 RAG with LLM.
Top-1 retrieval corresponds to the retrieval baseline used
in prior work on feedback comment generation (Nagata,
2019). Top-3 RAG with an LLM is a stronger retrieval
baseline based on retrieval-augmented generation (Lewis
et al., 2020) and in-context retrieval or example selection,
where retrieved documents or similar examples are placed
in the context of a frozen or API LLM (Ram et al., 2023;
Rubin et al., 2022; Liu et al., 2022).

5.3. Comment Prediction Results

Table 1 shows test-split comment prediction results.

Component ablation. The results demonstrate that com-

ment prediction improves incrementally as we integrate
more sophisticated components. The no-rubric baseline
uses the same LLM but without any rubric. The initial
rubric provides explicit criteria inferred from training com-
ments, without any refinement. Iterative refinement updates
the rubric using aggregated prediction signals, while the re-
finement signal further enables criterion-level updates. The
average content score rises from 5.87 (no rubric) to 6.16 (ini-
tial rubric), reaching 6.36 with iterative rubric refinement,
and peaking at 6.48 when the comment-wise refinement
signal is incorporated.

This consistent trend across all tasks indicates that updat-
ing the rubric based on alignments between generated and
reference comments effectively captures reference behavior.
Furthermore, it highlights that a single iteration of rubric
extraction is insufficient. As shown in Figure 3, the steady
improvement across rounds indicates that iterative refine-
ment effectively uses the update signal without overfitting.

Comparison with retrieval baselines. To demonstrate the
effectiveness of our approach, we evaluated retrieval-based
baselines and found that reusing past comments alone is
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Example summary of a learned rubric for research proposal review

Criterion 0: Missing Citation, Unsupported Claim
Select this when a specific factual claim about prior work, existing systems, current
limitations, or the state of the art lacks a supporting citation.

Criterion 1: Unscientific Tone, Informal Language, Marketing Buzzwords
Select this when the text uses informal, conversational, exaggerated, or marketing-like
language instead of objective academic wording.

Criterion 2: Unexplained Concept, Missing Definition
Select this when a central theory, metric, framework, or technical concept is introduced
without a clear definition or explanation.

Criterion 3: Missing Methodological Detail, Operationalization
Select this when the method is described too broadly and lacks concrete details on
execution, metrics, data, models, or evaluation strategy.

Criterion 4: Positive Feedback, Good Practice
Select this when the text contains a well-done element, such as a clear limitation,
useful explanation, defined target group, or helpful supporting detail.

Criterion 5: Scope Too Broad, Structural Misplacement
Select this when the topic or research question is too broad, or when content belongs
in a different section.

Criterion 6: Grammar, Typo, Awkward Phrasing, Duplicate Sentence
Select this for grammar mistakes, typos, missing words, awkward phrasing, redundancy,
or duplicated sentences.

Criterion 7: Vague Phrase, Unclear Context, Poor Flow
Select this when wording, context, transitions, or citation integration are unclear
and the meaning or argument flow needs clarification.

Figure 4. Example summary of a learned rubric for research proposal review. This rubric was extracted from the proposal review task
in Table 1; the full rubric is provided in Appendix D. It captures concrete evaluation dimensions for both weaknesses and strengths in
research proposal review.

insufficient for reproducing context-dependent feedback.
Top-1 retrieval performs poorly, especially on research pro-
posal review with 0.71 ± 0.07 and medical chat annota-
tion with 0.20 ± 0.09, which indicates that simply copy-
ing a nearest-neighbor comment fails to address local con-
cerns or required granularity. While Top-3 RAG with an
LLM achieves a competitive average score of 6.17—roughly
equivalent to our initial rubric—our full method with itera-
tive refinement and comment-wise signals still outperforms
it. Ultimately, these findings suggest that rather than merely
retrieving past examples, it is far more effective to control
generation through an explicit rubric that clarifies context-
dependent criteria, and to iteratively refine that rubric based
on prediction failures.

5.4. Rubric Representation Also Improves

This evaluation tests whether the improvement in comment
prediction is also consistent with an improvement in the
estimated rubric representation itself.

Table 2. Rubric prediction results on medical chat annotation.
Initial rubric is the pre-refinement rubric induced from the train
split. Refined rubric is the validation-selected rubric after iterative
rubric refinement. Scores use a 0–10 scale, and higher is better for
all metrics.

Method Split Recall Precision Overall

Initial rubric
train 3.06± 0.77 5.37± 0.66 3.65± 0.77
val 2.48± 0.65 4.26± 0.96 2.98± 0.70
test 3.05± 0.70 5.87± 0.71 3.80± 0.65

train 4.46± 0.53 5.94± 0.69 4.81± 0.57
val 3.90± 0.81 5.20± 0.89 4.32± 0.80Refined rubric
test 4.22± 0.63 5.88± 0.71 4.71± 0.65

Qualitative assessment We conduct a qualitative assess-
ment to examine whether the extracted rubrics captures re-
view criteria that are useful in practice. We use results from
research proposal review, a setting that is familiar and easy
for researchers to interpret. Figure 4 shows an example of
a localized rubric generated for proposal review in Table 1.
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This rubric consists of eight criteria for assigning comments
to academic research proposals, covering both strengths and
weaknesses in academic writing and proposal quality. It
identifies common issues such as unsupported claims, unsci-
entific or promotional language, missing explanations of key
concepts, insufficient methodological detail, overly broad
scope, misplaced content, grammar and wording problems,
and unclear context or argument flow. It also includes a
criterion for good practice, which allows the evaluator to
recognize well-written elements such as clearly stated limi-
tations, useful explanations, and well-defined target groups.
This example shows that the rubric provides concrete cri-
teria tailored to research proposal review. We provide the
full reviewed text and the corresponding annotations in Ap-
pendix D.

Quantitative assessment Among the datasets used in
this work, medical chat annotation is the only one with
expert-written ground-truth rubrics. We therefore focus on
this dataset and evaluate the agreement between predicted
rubrics and ground-truth rubrics. The ground-truth rubric is
provided separately for each prompt as a question-specific
set of evaluation criteria. For a fair comparison, we first
ask an LLM to localize the predicted global rubric to each
prompt. We then show the predicted rubric and the reference
global rubric to an LLM judge and ask it to score recall and
precision on a 0–10 scale. Recall measures how well the
predicted rubric covers important criteria in the reference
global rubric. Precision measures how well the predicted
rubric avoids excessive or inappropriate criteria. Overall
is computed, for each prompt, as the harmonic mean of
recall and precision. Appendix F shows the prompts used
for rubric localization and judging.

Table 2 shows the results. Compared with the initial rubric,
the refined rubric increases recall across all splits and im-
proves or maintains precision. This suggests that iterative
rubric refinement captures more criteria from the reference
global rubric while reducing excessive or irrelevant criteria.
Therefore, the improvement in comment prediction is not
merely due to surface-level tuning. Instead, it is consis-
tent with a shift toward a rubric that better matches human
judgment criteria.

6. Limitations
This work has two main limitations. First, while our eval-
uation follows prior work using LLM-as-a-judge, it relies
on LLM-based evaluation of predicted comments, and the
relationship with human judgments should be further val-
idated. Second, while we focus on rubric extraction by
providing target quotes to more densely capture local con-
textual signals from feedback, this setting does not address
the problem of predicting comments from scratch, including
where comments should be placed.

7. Conclusion
This work introduces Feedback-to-Rubrics, a new prob-
lem setting for extracting expert criteria from naturally
accumulated inline feedback. Because inline comments
are grounded in local contexts, solving this problem re-
quires capturing such locality. We propose a method that
learns a rubric from inline comments and iteratively refines
it using mismatches between generated and reference com-
ments as comment-wise signals. Across three domains, the
learned rubric improves comment prediction over no-rubric
and retrieval-based baselines. In a setting with reference
rubrics, the induced rubric also improves over refinement
rounds. These results suggest that inline feedback can be
externalized into reusable, context-dependent criteria for
more controllable LLM evaluation and feedback. Future
work includes validating alignment with human judgments,
extending to comment localization, and improving rubric
precision and coverage.
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A. Datasets
Tables 3 and 4 report statistics computed from the processed split files used in the experiments. The split unit is always the
artifact, so multiple comments attached to the same artifact never cross train, validation, or test boundaries.

Table 3. Dataset sources and split sizes. Comment counts are shown as train/validation/test.

Dataset Data source Split protocol Artifacts Comments

Research proposal re-
view

Exposia subset (Zyska et al., 2026); reviewer-
specific research proposal reviews

0.6/0.2/0.2 7/2/3 118/31/43

Essay review Feedback comment generation shared-task data
(Nagata et al., 2021)

0.6/0.2/0.2 300/100/100 329/110/113

Medical chat annota-
tion

HealthBench-derived medical annotation sub-
set (Arora et al., 2025)

0.6/0.2/0.2 30/10/10 180/69/92

Table 4. Aggregate statistics over all splits. Lengths are character counts in the processed data.

Dataset Artifacts Comments Comments/artifact Target quote Comment Issue labels

Research proposal re-
view

12 192 16.00 115.1 98.1 not populated in the pro-
cessed file

Essay review 500 552 1.10 6.1 163.0 grammar errors
Medical chat annotation 50 341 6.82 153.7 323.3 beneficial omissions,

harmful content

The processed research and essay data provide artifact-level inputs, target quotes, reference comments, optional character
offsets, and issue labels when available, but they do not expose per-comment annotator IDs in a uniform way. For research
proposal review, the selected Exposia subset is restricted to a single reviewer. For medical chat annotation, each synthetic
reference comment is linked to the HealthBench criterion from which it was derived, including the criterion polarity. For
each prompt, we first sample a subset of HealthBench criteria and construct synthetic artifacts designed to satisfy half of the
sampled criteria while violating the remaining half. We then generate reference comments only for the violated criteria. The
stored provenance does not include a separate prompt transcript for the synthetic reference-comment generation step, so we
report the recoverable dataset fields and aggregate statistics. All input data had already been filtered before the experiments.
We did not apply additional empty-comment filtering or quote deduplication during the reported runs.

Each processed input row is treated as one artifact and contains an artifact identifier, the original prompt when available,
the artifact text to be reviewed, and the set of reference comments attached to the artifact. Each reference comment
contains a target quote, comment text, issue label, and optional character offsets. Message-list prompts are normalized into
role-and-content strings before being passed to the LLMs. When source comments include existing rubric IDs, we do not
use them as learned attributes. Criterion IDs are used only as runtime traces of which induced criterion the generator cited.

Generation prompts include the full artifact, all rubric criteria, the target quote, and available start and end offsets.
The generation LLM returns one structured comment, issue label, and cited criterion IDs for each target quote. The
implementation aligns returned IDs with the reference-comment order, stores valid criterion IDs as traces, and inserts a
fallback comment if the generator omits a requested target quote.

B. Experimental Setup Details
B.1. Retrieval-Based Methods

We compare our method with the following two retrieval-based baselines.

Top-1 retrieval For each test position, we encode the target quote as a query and retrieve the most similar comment
from the training set. The retrieved comment text is then copied verbatim as the prediction. This baseline is purely
retrieval-based: it does not call an LLM and does not use any learned rubric.

Top-3 RAG with LLM For each test position, we retrieve the top k = 3 most similar comments from the training set and
provide them to an LLM as in-context examples. The retrieved examples are included in the user prompt using the
following format.
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In-context Example Format

### Position [position index]
target_quote: "[target quote]"
1. retrieved comment: "[retrieved comment 1]", target_quote: "[retrieved target

quote 1]", similarity=[score 1]
2. retrieved comment: "[retrieved comment 2]", target_quote: "[retrieved target

quote 2]", similarity=[score 2]
3. retrieved comment: "[retrieved comment 3]", target_quote: "[retrieved target

quote 3]", similarity=[score 3]

The Top-3 RAG with LLM baseline uses the same fixed-position prompting setup as the main generation method described
in Appendix E, with two modifications. First, the system instruction states that the prompt includes comments retrieved
by similarity from the reference data. Second, the user prompt contains an additional Retrieved Comments from
Reference Data section that shows the retrieved comments. The LLM is instructed to use the retrieved comments as
behavioral references for concern scope, tone, and granularity. It is also explicitly instructed not to copy a retrieved comment
verbatim unless the retrieved comment and the test position concern the same underlying issue.

B.2. LLM Calls

All LLM calls in this work use Google’s gemini-3.1-pro-preview (https://ai.google.dev/
gemini-api/docs/models/gemini-3.1-pro-preview). This includes rubric generation, rubric refinement,
comment generation, and evaluation. For all calls, we set the temperature to 1.0 and the thinking level to low.

Embeddings are computed with gemini-embedding-2 (https://ai.google.dev/gemini-api/docs/
models/gemini-embedding-2). We use 3072-dimensional embeddings, which is the default output size of the
model. The resulting vectors are cast to float32 and L2-normalized before retrieval.

The target quote, meaning the span of the source text for which a comment should be generated, is used as the retrieval
query. Each training-set feedback comment is used as a retrieval document. Following the task-type formatting recom-
mended in Google’s embedding documentation (https://ai.google.dev/gemini-api/docs/embeddings#
task-types), we use separate templates for queries and documents.

Target Quote Template

task: feedback comment retrieval | query: [target quote]

Comment Template

title: none | text: {comment}

Target quotes in the essay data are short and often lack standalone context. To address this, we follow the markup convention
of Nagata (2019). We wrap the target span with « and », and then use the full sentence as the embedding input.

Target Quote Template for Essay

task: feedback comment retrieval | query: [artifact before target quote]<<[target
quote]>>[artifact after target quote]

C. Representative Example
Table 5 shows three comment prediction examples from the research proposal review test split. The examples are selected
from different content-score ranges to illustrate low, medium, and high alignment between reference and generated
comments.
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Table 5. Representative comment prediction examples from research proposal review.

Score Target quote, abridged Reference comment Generated comment Judge interpretation

3.0 . . . potentially limiting the appli-
cability of the model in clinical
practice. Also, the use of GANs
and large-scale TME datasets re-
quires significant computational
resources. . . .

I would expect that the large-
scale datasets need these re-
sources for training, but not for
deployment. Would that not be
an advantage actually?

Good limitation! Acknowledg-
ing the computational resource
constraints is very relevant.

Both address compu-
tational resources, but
the reference ques-
tions the deployment
claim while the gener-
ated comment mainly
praises the limitation.

5.0 education gaps? Sub-Questions:
How do multilingual LLMs han-
dle linguistic diversity in ed-
ucational content? How can
LLMs be adapted to address cul-
tural sensitivities in diverse edu-
cational contexts? . . .

These are formulated in a more
open way (which is good), how-
ever, you should define “cul-
tural sensitivities”, “language
accuracy”, “cultural relevance”
to make it clear what you are
investigating.

These sub-questions are still
very broad and lack a specific
context or constraint to make
them answerable within the lim-
its of your work.

Both comments treat
the sub-questions
as under-specified,
but the reference
asks for definitions
while the generated
comment asks for
scope constraints.

8.0 . . . adapting current AI-enhanced
data analysis to the importance of
TME, address the limitations of
current AI models in incorporat-
ing TME data and explore the an-
ticipated improvement of person-
alized treatment prediction. . . .

Since your research question
isnt explicitly formulated, it is
also difficult to assess whether
your methodology will answer
all of your research questions’
aspects. Make it more explicit
and verifiable, that also pro-
vides a well-defined scope for
the thesis.

Where are your specific re-
search questions? Usually, the
research questions are explicitly
stated at the end of the motiva-
tion section to clearly define the
scope.

Both comments iden-
tify the missing ex-
plicit research ques-
tions and connect this
issue to the scope of
the thesis.

D. Example Validation-Selected Rubric
The following is one validation-selected rubric for research proposal review. The criterion text is shown as stored in the run,
except that lines have been wrapped for readability.

Global Rubric in research proposal review

Criterion 0: Missing Citation, Unsupported Claim (points = -2)
Select this when a specific, factual claim is made about past events, existing systems,
or the state of the art, but no source or reference is provided to back it up. This
applies when the statement introduces specific data points, quotes, assertions about
current limitations, or mentions "existing research", "prior works", or "existing
solutions", making it read as an unsupported claim rather than general knowledge.
This is specifically for requesting a citation. Do not select this when the text is
missing a definition of a concept, or when the issue is the smooth integration of the
citation.
Example 1:
Target: "e principles laid down in affective computing and cognitive load theory. Unlike
most prior works that hav"
Comment: "What are these prior works? Cite!"
Example 2:
Target: "s. However, existing solutions of"
Comment: "What do you mean by this? Please give more detail and cite the respective work"

Criterion 1: Unscientific Tone, Informal Language, Marketing Buzzwords (points = -2)
Select this when the text uses highly informal storytelling, marketing buzzwords (e.g.,
"groundbreaking", "transformative", "revolutionize", "most important frontier"), or
conversational phrasing (e.g., "So my research questions would be", "I want you to think
about") instead of objective academic language. This applies specifically to phrases that
attempt to hype the technology or sound overly dramatic rather than stating the facts or
research goals objectively.
Example 1:
Target: "Holographic AI assistants represent a groundbreaking intersection of augmented
reality (AR) and artificial intelligence (AI), offeri"
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Comment: "Make sure to stay in a scientific writing style, and don’t use this many
"marketing words" as groundbreaking, transformative etc"
Example 2:
Target: "s. Main Research Qu"
Comment: "The "transformative" can be left away, not really scientific"

Criterion 2: Unexplained Concept, Missing Definition (points = -3)
Select this when a specific theoretical framework, metric, or technical concept is
introduced as central to the approach, but is either not explained at all, or only
mentioned without defining what it actually is or how it functions. This applies when
terms like "cognitive load theory," "learning analytics," or "Task-Technology Fit"
appear suddenly in the text without accompanying definitions that ground them for the
reader.
Example 1:
Target: "thetic and shows conc"
Comment: "What is the cognitive load theory?"
Example 2:
Target: "offering transformative solutions that address current limitations. The
Task-Technology Fit (TTF) [12] framework offers a suitable basis for evaluating how
well a technology aligns with the tasks it is intended to support. This theory
highlights the interplay between task characteristics, techno"
Comment: "I understand why you chose such a framework as the theoretical base.
However, after reading this paragraph, I still don’t know what the framework really
is. When mentioning (especially relevant) related work, also explain to the reader
what it is, not only why it can be used."

Criterion 3: Missing Methodological Detail, Operationalization (points = -3)
Select this when the methodology section proposes a complex experiment, data collection
step, or model integration but lacks the specific, concrete details required to
understand *how* it will be executed, or when a task is mentioned briefly but is
actually a huge undertaking. This applies when broad statements are made ("evaluate
limitations and biases", "leverage GPT-4", "conduct interviews") without specifying
the exact parameters, metrics, or strategies of that evaluation.
Example 1:
Target: "investigate the limitations and biases inherent in generative AI, an
extensive experiment will be conducted. This will involve p"
Comment: "I have no clue how you plan to investigate limitations and biases with this.
This sentence basically says nothing apart from trying models on sample data. What
metrics are you interested in? How do you measure bias? What models are you comparing?"
Example 2:
Target: "me AI adaptations, complemented by case studies in classroom settings to
evaluate practical applications. A prototype system, leveraging GPT-4 and multimodal
LLMs for real-time emotion and context analysis, is being developed to provide adaptive
learning experiences. Reinforcement learning is used to ite"
Comment: "You mention it very briefly, but that alone is a huge task. How do you plan
to leverage GPT-4 and multimodal LLMs (which ones firstly), and how do you add a RL
learning strategy? How do you teach the system to learn via RL?"

Criterion 4: Positive Feedback, Good Practice (points = 2)
Select this when the text contains a positive and well-defined element, such as a
clearly stated limitation, a good target group description, or helpful footnotes.
This is a positive reinforcement criterion to acknowledge when the author has done
something correctly that adds value to the proposal.
Example 1:
Target: ". Furthermore, the sub"
Comment: "Good limitation"
Example 2:
Target: "medical staff as a patient? (Sub-RQ 1.2) Around the time of surgery.
This usually lasts from the time the patient goes into the hospital or doctor’s
office for surgery until the time th"
Comment: "Good and helpful footnotes!"

Criterion 5: Scope Too Broad, Structural Misplacement (points = -2)
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Select this when the scope of the proposed research or research questions are
excessively broad, or when content is placed in the wrong structural section (e.g.,
placing the research question randomly instead of at the end of motivation, or
methodology in the theoretical framework). This applies to suggestions to narrow
down the problem, limit the scope, or move text to the appropriate section.
Example 1:
Target: "e respond emotionally to this topic?" Theoretical Framework To answer the
research questions a mix of empirical case studies and qualitative interviews will be
used. This methods are essential to catch a bigger picture of the hum"
Comment: "Methodology, not theoretical framework"
Example 2:
Target: "ssed? 5. Fostering Creativity and Innovation: How can holographic AI
assistants foster creativity and innovation by enabling professionals to visualize
and int"
Comment: "This sub research question alone could be broad enough for a bachelors
thesis. As said before, try and limit your scope significantly"
Example 3:
Target: "al time.This rais"
Comment: "Normally, the research question comes at the end of the motivation, with
the whole section leading up to it. The way you do it does not make the RQ as clear as
it could be"

Criterion 6: Grammar, Typo, Awkward Phrasing, Duplicate Sentence (points = -1)
Select this when there is an obvious grammatical error, missing word, typographical
error (like missing spaces or apostrophes), redundant wording, or a sentence that is
literally duplicated from the previous one. This applies to surface-level writing
mechanics or duplicated phrases, rather than academic tone or missing citations.
Example 1:
Target: "ayer to this dynamic. By representi"
Comment: ""Representing a visual representation" doubled :)"
Example 2:
Target: "e likely to be replaced by holographic AI assistants. More importantly it
ignores other kind of relationship"
Comment: "This sentence is just a duplicate of the one before"
Example 3:
Target: "tients more efficient and see if the generative artificial intelligence
ready fo"
Comment: "there is a verb missing here"

Criterion 7: Vague Phrase, Unclear Context, Poor Flow (points = -2)
Select this when the author uses a vague phrase, unclear transition, or poor
contextualization (e.g., "traditional approaches", "lower the threshold", or dropping
citations without explaining them) and it is unclear what they specifically mean,
prompting a request to clarify, be more specific, or integrate citations more smoothly
to tell a story.
Example 1:
Target: "f all claims analyzed"
Comment: "What are these "traditional approaches"? Are you already refering to
statistical/ML methods in healthcare? If yes, mention it"
Example 2:
Target: "the patients and the do"
Comment: "If you cite related work (which is good), include it in a smoother way.
You want to tell a story around them, not just name them"
Example 3:
Target: "unctionality could potentially lower the threshold on tasks li"
Comment: "unclear to me what you mean here, try to be more specific"

E. Method Prompts
The following blocks show the prompts sent to the LLMs in the order used by the proposed method. For each step, we
first show the system instruction copied from the implementation, with long lines wrapped only for typesetting. We then
show the data-dependent user-message structure. Concrete artifacts, target quotes, comments, scores, and rubric IDs are
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abbreviated as placeholders.

E.1. Rubric Extraction Prompt

System instruction

You are analyzing reference comments attached to artifacts.

Your goal is to construct rubrics that allow an LLM to reproduce the comment
selection behavior found in those reference comments on new artifacts from the
same domain.

These rubrics must capture BOTH:
1. Comment-trigger patterns (when a comment is made)
2. Comment-selection behavior (why that specific comment is chosen over

alternatives)

The rubrics must be precise enough so that, when applied, the LLM selects the
same type of comment as the reference comments.

---

## CORE PRINCIPLE

Each rubric = a **specific, local issue pattern** that directly triggers a
comment AND encodes why that issue is prioritized in the reference comments.

NOT:
- general quality dimensions
- abstract evaluation categories
- completeness checklists

BUT:
- concrete issue patterns tied to specific statements, recommendations,
comparisons, omissions, or local structures

- with implicit or explicit prioritization over competing critiques

---

## WHAT YOU MUST INFER

From the examples, infer:

1. What kinds of local statements, omissions, or structures tend to trigger
comments

2. What EXACTLY is missing, unsupported, misleading, weakly scoped, or otherwise
comment-worthy in those cases

3. What OTHER critiques could have been made in the same location
4. Why the reference comments selected THIS critique instead of alternatives

Your output should reflect actual reference-comment behavior, not ideal review
standards.

---

## CRITICAL BEHAVIORAL RULES

### 1. Stay LOCAL (most important)
Criteria must describe issues at the level of:
- a sentence
- a claim
- a recommendation
- a comparison
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- a specific mention, omission, or local block

BAD:
"The artifact lacks specificity"

GOOD:
"A recommendation or claim is made without the concrete evidence, boundary, or
supporting detail that would make that local statement actionable or
well-grounded"

---

### 2. Preserve ORIGINAL COMMENT INTENT
Match what the reference comments ACTUALLY complained about.

If the reference comments said:
- "name the concrete failure case"
DO NOT generalize to:
- "improve rigor"

---

### 3. DO NOT MERGE DISTINCT PATTERNS
If comments distinguish between:
- missing evidence
- missing boundary conditions
- unsupported comparisons
- missing concrete examples

These MUST remain separate criteria.

---

### 4. AVOID GENERIC CRITERIA
DO NOT create criteria like:
- clarity issues
- lack of depth
- insufficient detail
- needs more specificity

These are too broad and reduce precision.

---

### 5. DO NOT INTRODUCE NEW CONCERNS
Only include concerns that are actually evidenced in the comments.

If a concern is speculative or unsupported by the observed comments -> exclude
it.
If a concern is clearly present in the data, do NOT omit it merely to keep the
rubric count low.

---

### 6. SELECTION UNDER COMPETITION (CRITICAL)

In many cases, multiple critiques could apply to the same local context.

You MUST model why the reference comments selected one critique over others.

For each criterion:
- Assume alternative critiques were possible
- Capture why THIS issue is prioritized
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Selection reasoning should reflect observable patterns such as:
- it is more directly tied to the local claim being made
- it provides more concrete grounding
- it resolves the main ambiguity or support gap
- it is more specific or actionable than alternatives

Avoid:
- generic importance reasoning
- default critique habits not grounded in the artifact

Each criterion should implicitly encode this selection preference so that only
the most appropriate issue is triggered.

In practice, each criterion should make the selector explicit inside the
criterion text:
- what local cue makes this criterion a candidate
- what local cue makes this criterion win over nearby criteria
- what local cue means this criterion should NOT be selected
- a typical local pattern or statement shape where this criterion should fire
- one or more concrete example pairs taken from the training comments, where each
pair contains:
- the full target quote
- the full GT comment

- use as many embedded example pairs as needed to represent the recurring
pattern

- frequent recurring patterns should usually include multiple embedded example
pairs, up to 10 pairs when the data supports them

- do NOT output a criterion with zero embedded example pairs

Make the selector concrete. Prefer descriptions like:
- "when a recommendation is made but no applicability boundary or failure
condition is stated"

- "when a performance or quality claim is made without the concrete evidence
that would support that exact claim"

Avoid selectors like:
- "when the text is weak"
- "when the writing is unclear"
- "when more detail would help"

---

### 7. WRITE AS OBSERVABLE CONDITIONS
Each criterion must describe what IS present in the artifact.

BAD:
"The artifact should include concrete evidence"

GOOD:
"A claim is made without the concrete evidence, example, or boundary condition
needed to support that claim"

---

### 8. COVER THE OBSERVED COMMENT SPACE
Design criteria so that:
- every distinct issue pattern evidenced in the comments is represented
- only the MOST RELEVANT issue is triggered per situation
- overlapping criteria are minimized

If two criteria could apply to the same local passage, they are too broad or too
weakly separated.
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Merge near-duplicates when they reflect the same underlying issue pattern and
the selector can remain sharp.
Do NOT force unrelated or meaningfully distinct concerns into one criterion
merely to reduce the rubric count.
If a distinct concern appears in the data and cannot be cleanly absorbed by an
existing criterion, keep it as its own criterion.
Do NOT create a criterion unless you can support it with at least one concrete
example pair from the training comments.

---

## SCORING

- Negative points -> problematic patterns (most cases)
- Positive points -> rare, clearly praised patterns
- Use integers from -10 to 10 (excluding 0)

---

## OUTPUT FORMAT

Return ONLY:

{
"inferred_rubrics": [
{
"criterion": "A detailed, self-contained rubric statement that includes
the trigger, expectation, issue type, when it applies, when it should not
apply, and one or more embedded example pairs containing the full target
quote and full GT comment. The criterion may be long if needed.",
"points": <int>,
"tags": ["..."],
"reasoning": ""

}
]

}

Always include ‘reasoning‘, and always set it to the empty string.

---

## FINAL CHECK

Before outputting, verify:

- Each criterion corresponds to a real repeated comment pattern
- Each criterion could directly trigger a specific comment
- Each criterion reflects BOTH trigger and selection behavior
- Each criterion includes at least one concrete embedded example pair
- No criterion reads like a generic review guideline
- No criterion spans multiple unrelated issue types
- Every distinct issue pattern evidenced in the comments is covered, with
near-duplicates merged only when the selector remains sharp

If a criterion feels like a checklist item, it is WRONG.
If a criterion cannot map to a specific comment, it is WRONG.

The rubric is not a normative checklist. It is a reusable behavioral summary of
what the reference comments chose to say.
Focus on reproducing reference-comment selection behavior, not improving the
artifact.
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Data-dependent user-message structure

Analyze [reference comments] from [N] cases with a total of [M] comments across
all artifacts.
Extract a single GLOBAL set of evaluation rubrics that can reproduce which local
issues the reference comments choose to comment on for new artifact outputs.

=== Case [case_index] (artifact_id: [artifact_id]) ===
Question:
[task prompt or conversation context]

--- Artifact [artifact_index] ---
[artifact text]

Comments ([number_of_comments] issues):
[comment_index]. Target: "[target quote]"

Comment: [reference comment]

[additional cases and artifacts]

Based on the reference comments across ALL cases and artifacts, what set of
rubrics would best reproduce the reference-comment patterns for new artifact
outputs?
Treat the comments as observed behavior to model, not as an ideal checklist to
maximize.
Ensure that distinct concerns evidenced in the data are represented; merge only
near-duplicates that share the same underlying selector.
Generate criteria that generalize across cases without collapsing into broad
generic advice.
Make each criterion self-contained and put the useful detail inside ‘criterion‘;
leave ‘reasoning‘ as an empty string.

E.2. Comment Generation Prompt

System instruction

You are reproducing reference-comment behavior from training data.
You are given evaluation rubric criteria and specific artifact locations that
require feedback.

For EACH provided location, identify violated criteria and write a single
reference-style comment.

IMPORTANT RULES:
- You MUST produce exactly one result per provided position
- Do NOT switch to an independent review standard
- Let the selected criteria determine the concern scope and granularity
- Use the EXACT target_quote provided for each position
- Keep each comment concise (2-3 sentences maximum)
- Do not broaden the comment beyond what the implied reference behavior supports

Respond ONLY with a JSON object:
{
"comments": [
{
"position_index": 0,
"target_quote": "exact quote from input positions",
"comment": "your reference-style comment",
"issue_type": "harmful_present or beneficial_missing",
"violated_criteria": [0, 3]

}
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]
}

Data-dependent user-message structure

## Conversation:
[task prompt or conversation context]

## Artifact Being Reviewed:
[artifact text]

## Evaluation Criteria ([K] criteria):
0. [[points]] [criterion text]
1. [[points]] [criterion text]
...

## Positions Requiring Comments ([M] positions):
0. target_quote: "[target quote]"[, start=[start]][, end=[end]]
1. target_quote: "[target quote]"[, start=[start]][, end=[end]]
...

For EACH position above, write a feedback comment about the issue at that
location, guided by the evaluation criteria.
Match the concern scope implied by the criteria rather than switching to a
broader independent review.
You MUST return exactly [M] comments, one per position.

E.3. Comment Evaluation Prompt

System instruction

You are an evaluator comparing paired reference comments about the same artifact.
Since both comments in each pair target the exact same location, evaluate only
content similarity.

Respond ONLY with a JSON object:
{
"comment_scores": [
{
"content_score": <0-10>,
"reasoning": "<brief explanation for this pair>"

}
]

}

Data-dependent user-message structure

## Artifact:
[artifact text]

## Comment Pairs ([M] pairs):
--- Pair [pair_index] ---
Location: "[target quote]"
Original comment: "[reference comment]"
issue_type: [reference issue type]

Regenerated comment: "[generated comment]"
issue_type: [generated issue type]
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[additional pairs]

Evaluate each pair on content similarity.

E.4. Rubric Refinement Prompt

System instruction

You are refining GLOBAL evaluation rubrics for artifacts under a fixed-position
comment-generation pipeline.

Your goal is to improve the rubric set so a later model reproduces
reference-comment behavior on unseen cases while keeping each generated comment
aligned to a pre-specified comment slot.

These rubrics should generalize across cases, but stay close to the concrete
concerns that the reference comments actually raised.

**CRITICAL: GENERALIZE ONLY ENOUGH**: The evaluation feedback below comes from
a SMALL SAMPLE of cases. The rubrics you produce will be applied to UNSEEN cases
that are NOT represented in this feedback. Therefore:
- Do NOT optimize criteria for the specific cases shown.
- Do NOT broaden the data into generic quality checklists.
- Preserve the local issue type and comment intent reflected in the original
comments.

- Abstract away case-specific details only as much as needed for reuse on new
cases.

- Because downstream generation mainly reuses the ‘criterion‘ text, encode the
trigger, scope, and exclusion boundary directly in ‘criterion‘.

- Put all substantive rubric meaning in ‘criterion‘. Leave ‘reasoning‘ as an
empty string.

**How your refined rubrics will be used**: The global rubric is applied to EVERY
artifact together with a set of pre-specified comment slots. For EACH slot:
- the model must produce exactly one reference-style comment for that slot
- the model may cite zero or more rubric IDs that explain why that slot should
receive that comment

- the slot location is already fixed, so the task is to choose the RIGHT concern
for that slot rather than rediscover where to comment

Therefore the rubric must help the later model decide:
- which criterion best explains the concern at a slot
- when a broader nearby criterion should NOT be used
- when multiple criteria truly support distinct reasoning for the same slot

**How feedback is judged**: The judge compares the generated comment with the
original reference comment for the EXACT SAME slot and scores CONTENT similarity
only.
- Low scores usually mean the chosen concern is wrong, too broad, too narrow, or
misses the local intent of the original comment.

- A comment that sounds reasonable but shifts to a different concern is still a
mismatch.

- Per-slot histories across rounds show which round-specific rubric IDs led to
each generated comment. Use those histories to repair selector boundaries.

**How to interpret the feedback**:
1. **Keep as-is**: A criterion repeatedly supports the right slot-level concern

and leads to high content scores.
2. **Narrow selection**: A criterion is cited for slots where the original

comment clearly reflects a different concern. Add stronger exclusion
boundaries.
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3. **Strengthen preferred selectors**: When the correct concern is present in
the original slot comment but the generated comment drifts, make the intended
selector more concrete and easier to choose.

4. **Repair before adding**: First sharpen the boundaries among existing
criteria before inventing a new one.

5. **Add when needed for coverage**: If a recurring slot-level concern cannot be
represented by repairing existing criteria, add it even if this increases
rubric count.

6. **Remove/merge carefully**: Remove or merge only when criteria are true
duplicates or repeatedly add no distinct signal. Do NOT remove a criterion
solely for compactness if it covers a distinct observed concern.

IMPORTANT RULES:
1. ‘criterion‘ should describe a specific OBSERVABLE and LOCAL issue pattern in

an artifact.
2. DO NOT write criteria as "should" statements. Write them as descriptions of

what IS in the artifact.
3. ‘criterion‘ must be SELF-CONTAINED. Encode the trigger, scope, exact concern,

and important applicability or exclusion boundary directly inside ‘criterion‘.
4. When useful, encode why this criterion should win over a nearby broader

criterion, or when it should NOT be selected for a slot.
5. Put all substantive rubric meaning in ‘criterion‘. Leave ‘reasoning‘ as an

empty string.
6. Put all important detail directly into ‘criterion‘, not a separate

explanation field.
7. ‘criterion‘ may be long and detailed. Around 100 words is acceptable when

needed to make the trigger, issue type, and selector boundary explicit.
8. Each criterion should explicitly encode a selector:

- "select this when ..." or an equivalent positive applicability boundary
- "do not select this when ..." or an equivalent exclusion boundary
- when useful, "prefer this over nearby criteria when ..."
- include a typical local pattern, statement shape, or recurring concrete
situation where the criterion should fire

- include one or more concrete example pairs, each with a target quote and GT
comment

- use as many embedded example pairs as needed to represent the recurring
pattern; frequent recurring patterns should usually include multiple
examples

9. If one rubric wrongly wins over another, repair both sides of the boundary:
- narrow the wrongly selected rubric
- strengthen the rubric that should have been selected

10. Prefer repairing selector boundaries of existing criteria over adding new
criteria.

11. Cover the observed comment space. If two criteria differ only by wording,
local examples, or minor framing, merge them into one sharper criterion; if
they represent distinct observed concerns, keep them separate.

12. Do not output any criterion that lacks at least one embedded concrete example
pair.

13. Stay close to the original concern and granularity; do NOT broaden into vague
categories like "needs more detail" unless the concrete issue type is
explicit.

14. ‘points‘ MUST be an integer from -10 to 10, excluding 0.
15. ‘tags‘ should categorize the criterion.

SCORING LOGIC:
- When the criterion IS SATISFIED (the condition is present), the points are
awarded

- Negative points: The criterion describes PROBLEMATIC situations.
- Positive points: The criterion describes BENEFICIAL situations.

Respond ONLY with a JSON object:
{
"inferred_rubrics": [
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{
"criterion": "A detailed self-contained criterion entry. It should
explicitly include: Select this when ..., Concern ..., Do not select when
..., and 1-3 embedded Example pair entries with target quote and GT
comment. The criterion may be long.",
"points": <int>,
"tags": ["..."],
"reasoning": ""

},
...

]
}

Data-dependent user-message structure

Refine the GLOBAL evaluation rubrics based on fixed-position feedback from [N]
artifacts.

**Current Round Rubrics (Round [round], [K] criteria):**
R[round].0. [[points]] [criterion text]
R[round].1. [[points]] [criterion text]
...

**Score History:**
Round [r]: [aggregate scores]
...

**Prior Round Rubric Snapshots:**
Round [r] Rubrics ([K] criteria):
R[r].0. [[points]] [criterion text]
...

**Aggregate Score Summary (across [N] evaluations, [C] cases):**
Mean Position Score: [score]/10
Mean Content Score: [score]/10

**Per-Case Score Breakdown:**
Case [case_index]: Position [score]/10, Content [score]/10 ([n] artifacts)

**Evaluation Feedback (all artifacts, grouped by case):**
=== Case [case_index] (artifact_id: [artifact_id]) ===
Context snippet: [task prompt prefix]
--- Artifact [artifact_index] (artifact_id: [artifact_id]) ---
Artifact:

[artifact text]

Comment Bundles ([M]):
Comment Slot C[slot_index]:
Target Quote: "[target quote]"
GT Comment: "[reference comment]"
Round [round]:
Generated Comment: "[generated comment]"
Selected Rubrics: [round-specific rubric IDs]
Content Score: [score]/10
Judge Reasoning: [reasoning]

Round [previous_round]:
Generated Comment: "[previous generated comment]"
Selected Rubrics: [previous round-specific rubric IDs]
Content Score: [score]/10
Judge Reasoning: [reasoning]

[additional cases, artifacts, slots, and prior rounds]
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Based on the per-comment histories above, produce refined GLOBAL rubrics that
better capture concerns for ANY artifact.
- Compare each comment slot across rounds before changing a criterion.
- When a slot repeatedly scores low, inspect whether the cited rubric IDs are
too broad, too narrow, or miss the chosen concern.

- Use the round-specific rubric IDs to understand which rubric wording produced
each comment in each round.

- Repair selector boundaries before adding a new criterion.
- Keep criteria concrete and locally triggered; avoid broad generic rubric
language.

- Match the original chosen concern, not the broadest possible critique.
- Treat the comments as behavior to imitate, not as a standard to improve upon.
- Do NOT remove a criterion merely for compactness if it covers a distinct
concern evidenced in the data.

- Merge only near-duplicates that can share one sharp selector without losing
observed distinctions.

- Focus on UNIVERSAL patterns, not case-specific issues.
- Make each revised criterion self-contained and keep ‘reasoning‘ as an empty
string.

F. Rubric Prediction Prompt
Rubric prediction uses two prompts: a localization prompt and an evaluation prompt.

F.1. Localization Prompt

Localization prompt

You are given a GLOBAL rubric (a list of generic criteria used across an
entire dataset) and a PROMPT (a question or task posed to a language
model). Produce a LOCAL rubric: a subset of the global rubric specialized
to describe what ANY acceptable response to this prompt should satisfy,
independent of any particular response text.

Steps:
1. Select GLOBAL items whose concern/trigger could plausibly apply to any

reasonable response to this prompt.
2. For each selected global item, produce ONE OR MORE prompt-specific

local entries. A single global item MAY expand into multiple local
entries when the prompt invites distinct sub-concerns under the same
global concept (e.g., different safety dimensions, different topics the
response should cover, different expected actions); emit a separate
entry per sub-concern. All expanded entries from the same global item
share the SAME ‘source_index‘.

For each produced entry, rewrite its ‘criterion‘ text so it is concrete
about THIS prompt.

3. Always record ‘source_index‘ as the 0-based index of the source item in
the global rubric, for traceability.

Respond ONLY with a JSON object:
{
"items": [
{
"source_index": <int>,
"criterion": "<prompt-specific criterion text>",
"points": <int>,
"tags": ["..."],
"reasoning": "<why this applies and how it was specialized>"

},
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...
],
"reasoning": "<overall rationale>"

}

F.2. Evaluation Prompt

Evaluation prompt

You are comparing two rubric sets that were written for the same artifact.

- ORIGINAL rubric: the ground-truth rubric authored for this artifact.
- CURRENT rubric: a global rubric the system is currently using across the dataset.

Judge the agreement between the two sets. The two rubrics may have different
numbers of items and may use different wording. Consider whether the CURRENT
rubric, as a whole, expresses the same concerns as the ORIGINAL rubric for
this artifact, not whether each item has a 1:1 counterpart.

Evaluate on TWO dimensions:

### 1. Recall
How well does the CURRENT rubric cover the concerns expressed by the ORIGINAL rubric?
- High recall = every original concern is expressed by at least one current item
- Low recall = some original concerns are missing from the current set
- Ignore differences in wording, ordering, or granularity when the underlying concern

matches

### 2. Precision
How much does the CURRENT rubric introduce concerns that are NOT expressed by the

ORIGINAL rubric?
- High precision = current items all map back to original concerns
- Low precision = current set adds concerns the original did not surface
- Sign convention: HIGHER precision_score means FEWER extra/unrelated concerns

Score each dimension from 0 to 10:
- 0: no recall / no precision
- 1-3: Loose recall / low precision
- 4-6: Moderate recall / moderate precision
- 7-9: Strict recall / strict precision
- 10: Complete recall / maximum precision

Respond ONLY with a JSON object in this exact format:
{
"recall_score": <0-10>,
"precision_score": <0-10>,
"reasoning": "<brief explanation>"

}
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