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TL;DR: Alignment are at the cost of diversity to improve quality. Inference-time collaboration between a base model and and its 
aligned counterpart (BACo) can optimize the diversity-quality trade-off (+21.3%) and enable controls on open-ended tasks.
1. Diversity-Quality Trade-off in LLM Alignment
Aligned model  →  high quality, low diversity 
Base model →  low quality, high diversity
Pilot Experiment: Base is 3.15× more diverse, aligned is 
5.95× higher quality. 
Illustrating a diversity-quality trade-off.

2. BACo: Base-Aligned Inference-time Token-level Collaboration

Logit-Based: Leverages the uncertainty of 
the next-token prediction distribution, 
routing to the base model at positions of 
high uncertainty (low maximum probability 
or high entropy).
Content-Based: Leverages the semantic 
role of the predicted token (e.g., formatting 
tokens and function words). Prior work 
shows that linguistic structures correspond 
to human-perceived branching, and 
alignment also primarily affects stylistic 
tokens. These are also applicable to black-
box models.

Collaboration between a less-aligned, 
higher-diversity model and a more-
aligned, higher-quality model during 
inference can better balance the 
diversity-quality trade-off than either 
model alone.

3. Evaluation Setup
Open-ended Tasks: NoveltyBench 
(instructions), WildChat (dialogue), Narrative-
Discourse (creative writing). 
Models: Llama-3-8B, Olmo2-7B.
Metrics: 11 diversity metrics × 2 quality metrics 
= 22 trade-off instantiations.
- Diversity metrics include lexical (e.g., n-gram, 
self-BLEU) and semantic (e.g., NLI diversity, 
semantic entropy).

4. Main Results: BACo Optimizes the Trade-off than Baselines 

+0.142 Coverage over all the Sota baseline. 
 40.5% Dominance on semantic diversity, 32.7% 
overall.
 Consistent across all 3 datasets and 2 models.

6. Base–aligned ≫ aligned–aligned

7. Human Evaluation 5. Verifiable Tasks: Math Reasoning

Hypothesis:

Less cost: out-of-box models, no additional training, a single decoding pass, and a threshold 
that traverses the diversity–quality frontier.

Indicators: 
Coverage 
AUC of trade-off 
curve. 
Dominance 
share of global 
Pareto frontier.
 

Collaboration between aligned models (AACo) 
can’t be as efficient as BACo in easing the 
trade-off.

Human eval suggests BACo is of 
higher quality, more diverse, and 
more creative.

Diversity-quality trade-off exists in verifiable tasks 
(e.g., GSM8k). BACo can also ease these trade-off.

At each token, a lightweight router picks base or aligned 
based on complementary strategies:

Best variant (-P-Punc) combines both strategies.

(A)	Example	outputs	from	base,	aligned,	and	BACo	models.																	 (B)	The	diversity-quality	trade-off	space.

Takeaways: From the perspective of the training trajectory, collaboration between 
checkpoints is feasible and can help ease diversity collapse. 
A promising direction to explore is applying BACo during RL rollouts, using it as a 
controlled off-policy to ease entropy collapse. 


