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Abstract
Typography serves as a central medium for ex-
pressing visual intent in human–AI design col-
laboration, where font, size, weight, color, align-
ment, spacing, curvature, and inline style jointly
encode hierarchy, tone, and brand identity. Yet
whether current frontier vision-language models
(VLMs) can actually read or render this medium
reliably remains largely untested. We introduce
TYPOBENCH, a typography-focused benchmark
of 12 tasks grounded in a layered-composition cor-
pus of 989 real-world design templates and 2,568
text elements. Ten understanding tasks probe fine-
grained perception of typographic properties, and
two generation tasks evaluate whether models
can insert styled text into masked layouts and
remove text while preserving the design context.
Evaluating four state-of-the-art models, we find
an uneven capability profile: VLMs can local-
ize styled spans, estimate some visual attributes,
and detect many curved or rotated text instances,
but typography remains far from design-grade re-
liability. Font identification tops out at 29.9%,
exact recovery of styled spans remains at 0%,
generated text routinely spills outside prescribed
masks, and text removal remains only partially
solved. We release the benchmark as a diagnos-
tic tool for the human-AI co-creativity commu-
nity to quantify how well future design partners
can perceive, reproduce, and manipulate the ty-
pographic layer designers care about most. The
benchmark and code are available at https:
//github.com/lica-world/GDB.

1. Introduction
When a human designer asks an AI collaborator to “make
this headline more confident” or “match the reference type-
face,” the exchange is fundamentally typographic. Type is
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the primary surface on which designers articulate hierarchy,
tone, brand, and intent (Bringhurst, 2012): the choice of
family, weight, size, color, alignment, spacing, curvature,
and inline emphasis compresses a great deal of communica-
tive meaning into a single visible artifact. For an AI system
to act as a true co-creator in graphic design tasks, it must be
able to read this typographic layer accurately, and to render
it faithfully when asked to edit or produce designs.

Recent vision-language models (VLMs) and text-to-image
generators have raised the possibility of such collabora-
tors (Jia et al., 2024; Inoue et al., 2024; Cheng et al., 2025;
Lin et al., 2024; Qu et al., 2025; Zhang et al., 2025; Chen
et al., 2025a), and prior benchmarks have measured their
performance on natural-image understanding (Hessel et al.,
2021), vector-graphics reasoning (Chen et al., 2025b), and
slide-level layout generation (Zhou et al., 2025). However,
despite its centrality to professional design, typography has
received relatively little systematic scrutiny. Existing text-
rendering benchmarks focus on whether an image generator
spells words correctly; they rarely ask whether the model
used the intended font family, matched the target color, re-
spected the prescribed region, or preserved surrounding
content. These properties are central to professional design.

This paper addresses that gap. We introduce TYPOBENCH,
a typography-focused benchmark organized around three
design-editing capabilities: (i) perceiving fine-grained typo-
graphic properties from a rendered design, (ii) generating
styled text that satisfies a structured typographic specifica-
tion inside a layout, and (iii) erasing text while reconstruct-
ing the hidden background. All tasks are grounded in a
layered-composition corpus of 989 real-world design tem-
plates, with 2,568 text elements carrying full structural meta-
data (font, size, color, alignment, line height, letter spacing,
curvature, rotation, inline style ranges). This grounding lets
us evaluate typography against real design constraints rather
than synthetic prompts.

Our main findings, summarized in Table 1, show an uneven
capability profile rather than a uniform failure. Frontier
VLMs can often localize styled spans, estimate color, and
detect geometric text attributes, but they remain far from
design-grade typographic understanding: font recognition
is weak across the board (top-1 accuracy ≤ 29.9% over 167
families), exact recovery of styled spans is 0% for every
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model evaluated, and rare curved or rotated subsets still
expose large residual errors. On the generation side, mask-
constrained styled text insertion remains unreliable (IoU =
0.65 at best), and text removal remains only partially solved:
models achieve high Text Absence and ReMOVE scores,
yet erasure, reconstruction, and preservation favor different
systems.

These results matter for human-AI co-creativity. A collabo-
rator that mislocates text, confuses typefaces, inverts colors,
or modifies unmasked pixels forces the human designer into
constant correction loops, undermining the very promise of
generative partnership. Our contributions are as follows:

• A typography-focused design benchmark. We define
12 typography tasks (10 understanding, 2 generation)
grounded in layered design templates with full struc-
tural metadata, enabling evaluation against real-world
designer constraints.

• A diagnostic study of frontier systems (GPT-5.4,
Claude-Opus-4.6, Gemini-3.1-Pro, Gemini-3.1-Flash-
Lite; GPT Image 2 and Gemini 3 Pro Image for gener-
ation tasks), identifying persistent failure modes that
replicate across model families.

• Design-native metrics for typography, combining
perceptual color distance (∆E), typographic property
MAE, span IoU over inline styles, mask overlap un-
der edits, and background reconstruction fidelity, all
operating on the quantities a designer would actually
inspect.

2. Related Work
Graphic Design Generation. Graphic design is a form of
visual communication that composes multimodal elements,
text, raster images, and vector symbols, into aesthetic lay-
outs that convey a user’s intent (Cheng et al., 2025). A
growing body of work builds end-to-end systems for this
task: COLE (Jia et al., 2024) and OpenCOLE (Inoue et al.,
2024) generate posters from design briefs; Graphist (Cheng
et al., 2025), LaDeCo (Lin et al., 2024) and IGD (Qu et al.,
2025) focus on layered or instructional design generation;
CreatiPoster (Zhang et al., 2025) and Accordion (Chen
et al., 2025a) study editable multi-layer generation; and
LICA (Hirsch et al., 2026) provides the layered-composition
corpus on which our tasks are grounded. These systems pri-
oritise overall composition and visual quality; typography
appears as a by-product of generation rather than as an ex-
plicitly controlled design variable, and none of them is a
benchmark for typographic capability. Our work is therefore
complementary: we ask whether frontier vision-language
models can perceive and reproduce the typographic specifi-
cation of a design with the granularity designers expect.

Table 1. Summary of findings across the 12 TYPOBENCH tasks.
Status tiers follow the convention that a task is unsolved if the best
model is below 80% of the usable threshold, partially solved at
80–95%, and mostly solved above 95%.

Task Group Key Finding Status

Font Recognition Top-1 � 29.9% over 167
families; Macro-F1� Acc

Unsolved

Text Color Best �E = 4.81 vs. worst
= 14.52; color is tractable
but model-dependent

Partial

Typographic
Props. (size,
weight, align,
spacing)

Font size and line height
remain hardest; letter
spacing easiest for all

Partial

Curved Text &
Rotation

Curved/rotated subset errors
remain high despite strong
majority-class accuracy

Partial

Style Range
Detection

Span IoU up to 0.982; exact
match = 0% for all models

Partial

Styled Text
Generation

Best IoU = 0.65; style
fidelity and mask-faithful
insertion remain uneven

Partial

Text Removal &
Regeneration

High Text
Absence/ReMOVE, but
erasure and preservation
favor different models

Partial

Typography in the natural-image domain. Outside
graphic design, two adjacent lines of work target rendered
text on images. Scene-text erasing research (Nakamura
et al., 2017; Lyu & Zhu, 2023) focuses on removing unstruc-
tured, photographed text from natural scenes and inpainting
the underlying content; text rendering in text-to-image gen-
eration is primarily measured by whether generated images
contain legible target strings, typically via OCR-based prox-
ies. Both settings share a legibility-first framing on visually
unstructured canvases. Our setting differs in two respects.
First, the canvas is a deliberately composed design with
preserved vectors, gradients, and layered structure that must
remain untouched under edits. Second, success requires
designer-level fidelity to a structured typographic specifica-
tion (font family, color, size, spacing, alignment, inline style
spans) rather than legibility alone.

Design benchmarks and Human-AI co-creativity. Few
prior works explicitly benchmark AI on structured design
capabilities. SVGenius (Chen et al., 2025b) evaluates
VLMs on vector-graphics understanding and editing, and
SlidesGen-Bench (Zhou et al., 2025) studies slide-level gen-
eration; neither isolates typography as a first-class axis. Re-
cently, Graphic-Bench (Ki et al., 2025) targets large lan-
guage model (LLM) agents’ ability to plan and execute full
design workflows. In the Human-AI co-creativity fram-
ing, the AI is a partner in an iterative, designer-led pro-
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cess: progress depends on how reliably the AI can per-
ceive the working state, respond to fine-grained instructions,
and preserve what the designer did not ask to change. Ty-
pography exposes all three requirements simultaneously.
TYPOBENCH provides the first explicit diagnostic of typo-
graphic perception and rendering tailored to this collabora-
tive setting.

3. Benchmark Design
3.1. Dataset and Evaluation Protocol

All tasks are grounded in a large-scale layered-composition
corpus of real-world graphic design templates (Hirsch et al.,
2026). Unlike flat raster datasets, each template preserves
the layered structure of the original design: individual
components are annotated with their type (text, image,
vector, group), bounding box, z-order, and styling prop-
erties. Crucially for this work, every text component carries
a complete typographic specification: font family, size (px),
CSS weight (100–900), color (RGB), alignment, letter spac-
ing (em), line height (px), curvature ([−100, 100]), rotation
angle, and inline style ranges that mark spans of distinct
styling within a single text string.

For understanding tasks we evaluate on 2,568 text elements
sampled from 989 non-video layouts (up to three elements
per layout to control evaluation cost). For the generation
tasks we use smaller evaluation subsets, filtered for resolu-
tion and aspect-ratio compatibility: 100 1:1 samples built on
Google open-source fonts for styled text generation, and 100
randomly sampled templates (max side ≥ 1024 px, aspect
ratio < 2.0) for text removal. All models receive identical
task prompts (Appendix B) and are evaluated with greedy
decoding (temperature 0).

3.2. Evaluated Models

We evaluate four frontier closed-source systems, chosen as
strong baselines spanning the current state of the art: GPT-
5.4 (OpenAI, 2026), Claude-Opus-4.6 (Anthropic, 2026),
Gemini-3.1-Pro, and Gemini-3.1-Flash-Lite (Google, 2026).
For generation tasks we additionally include GPT Image 2
and Gemini 3 Pro Image, which natively support image-to-
image editing at the resolutions required by text-insertion
and text-removal tasks. Our goal is not to rank individual
models, but to use them as strong baselines to expose where
the field as a whole falls short on typography-specific tasks.

3.3. Task Taxonomy

The benchmark comprises 12 tasks organized into three
groups.

Typography Understanding (10 tasks). Table 2 defines
each understanding task, its sample count, label space, and
primary metric. The tasks span font identification, con-
tinuous color estimation, five typographic properties (size,
weight, alignment, line height, letter spacing), curved-text
detection with curvature regression, inline style-range re-
covery, and rotation estimation. Figure 3 (Appendix A)
illustrates these properties on rendered text elements.

Styled Text Generation (1 task, 2 settings). Given a
target string and a structured typography specification, the
model shall render styled text either (i) into an isolated
patch (element setting) or (ii) into a masked layout image
while preserving all unmasked pixels (layout setting). The
editable text region in the layout setting is provided as a
tight polygonal mask computed from the convex hull over
the ground-truth text shape.

Text Removal & Background Regeneration (1 task).
Given a source design and a binary text mask (white = ed-
itable, black = preserved), the model shall erase the masked
text and reconstruct the occluded background while leaving
all unmasked pixels unchanged. This is the design-editing
counterpart of classical scene-text removal (Nakamura et al.,
2017; Lyu & Zhu, 2023), but applied to deliberately com-
posed graphic designs rather than natural scenes.

3.4. Metrics

We report metrics drawn from a typography-focused taxon-
omy covering four categories, as follows.

Text fidelity. Font Family Accuracy and Text Align
Accuracy are discrete match rates. Font Size MAE,
Line Height MAE, and Letter Spacing MAE measure
continuous-property error. Color distance is reported as
∆E (CIEDE2000) (Sharma et al., 2005), alongside RGB
ℓ2 distance and 8-bucket hue accuracy. A prediction is con-
sidered perceptually acceptable when ∆E < 5, consistent
with commonly used thresholds in professional color evalu-
ation. When typography is recovered from a rendered image
rather than predicted directly (as in styled text generation),
we use a lightweight Text-Params-Predictor that extracts
typographic parameters from rendered text patches for com-
parison against ground truth (details in Appendix C).

Span-level set metrics. Span IoU measures agreement
between predicted and ground-truth character-index inter-
vals for style ranges, and Exact Match requires that the
interval and all typographic properties within it match the
ground truth simultaneously.

Spatial accuracy. IoU and F1 measure agreement be-
tween the generated text region and the ground-truth target
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Table 2. Typography understanding task de�nitions and dataset statistics. All tasks draw from text components across 989 layouts,
sampling up to 3 text elements per layout. For color prediction, 58 examples are excluded due to missing optional values.

Task Description Samples Classes Metrics

Font Family Identify the font family of a target text string. The evaluation set
contains 167 distinct typefaces with a long-tail distribution
skewed toward Poppins, Montserrat, and Roboto.

2,556 167 families Top-1 Acc,
Macro-F1

Text Color Predict the foreground color of a text element as a hex value. A
prediction is perceptually acceptable when �E < 5.

2,498 Cont. (RGB) �E, �E < 5,
Hue Acc

Font Size Estimate font size in pixels of a target text element. 2,556 Cont. (px) MAE

Font Weight Predict the CSS font weight on the 100–900 scale. Weight 400
(regular) is � 50% of the dataset; weight 700 (bold) is � 30%.

2,556 100–900 Accuracy

Text Alignment Predict whether the text is aligned left, center, right, or justify. 2,556 4 classes Accuracy

Line Height Estimate line height in pixels. 2,556 Cont. (px) MAE

Letter Spacing Estimate letter spacing in em units. 2,556 Cont. (em) MAE

Curved Text Determine whether a text element follows a curved path and
estimate its curvature in [�100; +100].

2,568 [�100; 100] Is-curved Acc,
Curv. MAE

Style Range Identify which character spans carry a distinct inline style and
return their character-index intervals with associated properties.

2,556 1–6+ ranges Span IoU,
Exact Match

Text Rotation Predict the rotation angle in degrees. 2,568 [�180; 180]� Is-rotated Acc,
Angle MAE

region in the layout-level styled text task. Because image-
editing models output pixels rather than explicit text boxes,
we localize the generated text region with a �xed LLM-
based text-box detector before computing spatial metrics;
detector selection details are provided in Appendix E.

Perceptual quality. LPIPS (Zhang et al., 2018) and
SSIM (Wang et al., 2004) measure render similarity when a
full pixel-level target is available. FID (Heusel et al., 2017),
CLIP-sim (Hessel et al., 2021), and DINO-feature similar-
ity are reported for text-removal reconstruction quality.

Edit preservation. Preservation RMSE measures RGB
error on pixels outside the target edit region, i.e., content
that should remain unchanged. Lower is better.

Text erasure. Text Absence is computed as the fraction
of edited samples whose GPT-5.4 transcription no longer
contains the target text; OCR model selection details are
provided in Appendix F. ReMOVE (Chandrasekar et al.,
2024) is a reference-free metric for erasure quality that
measures how naturally the erased region integrates with
the surrounding content.

Reconstruction �delity. PSNR and SSIM measure how
closely the erased region matches the clean reference.

4. Typography Understanding

In graphic design, text is not merely readable content but
a visual element that conveys hierarchy, tone, and brand

identity through its typographic speci�cation. We evaluate
whether four frontier vision-language models (VLMs) can
perceive these �ne-grained text properties across the ten
tasks de�ned in Table 2. Tables 3–5 report the full results,
and Figure 1 shows representative failure cases.

The results reveal �ve patterns that reproduce consistently
across model families.

Font recognition remains the clearest unresolved per-
ception task. The best model achieves only29:9%top-1
accuracy over 167 families, with Macro-F1 still much lower
than accuracy. Correct predictions concentrate on high-
frequency or visually distinctive typefaces; the long tail
remains poorly covered. Figure 1(a) is illustrative: models
may recognize broad visual style yet still name the wrong
family.

Color estimation is tractable but not uniform across
providers. Gemini-3.1-Pro achieves�E = 4:81 with
68:7% of predictions within the perceptually acceptable
�E < 5 threshold, showing that pixel-level color percep-
tion is feasible for current VLMs. However, the range up
to �E = 14:52 for Claude indicates that this capability
is not yet consistent across model families. Qualitatively
(Figure 1b), models often predict the opposite color, such as
white instead of black.

Typographic property estimation is partially tractable.
Alignment and letter spacing are relatively strong, while
font size and line height remain the largest continuous-error
channels. The narrow range of font-size MAE (roughly
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Table 3. Typography understanding results on per-element properties. Font Family is top-1 accuracy and Macro-F1 over 167 typefaces;
Text Color reports perceptual (�E ), RGB`2 , fraction within�E<5 , and 8-bucket hue accuracy. The right block covers �ve typographic
properties: font size (MAE), CSS weight (Acc), alignment (Acc), line height (MAE), letter spacing (MAE). Best per metric in bold.

Font Family Text Color Size Weight Align Line Ht. Let. Sp.

Model Acc" F1" �E# RGB` 2# �E<5" Hue" MAE# Acc" Acc" MAE# MAE#

Gemini-3.1-Flash-Lite 0.165 0.040 8.94 28.2 0.487 0.80310.70 0.562 0.857 17.05 0.026
Gemini-3.1-Pro 0.299 0.110 4.81 15.8 0.687 0.89510.46 0.649 0.879 16.67 0.012
GPT-5.4 0.237 0.055 5.57 20.0 0.633 0.8818.97 0.552 0.851 15.66 0.016
Claude-Opus-4.6 0.098 0.025 14.52 49.7 0.375 0.6759.55 0.467 0.869 15.62 0.034

Table 4. Curved text and rotation. Acc and MAE are binary detection and regression error over all samples (dominated by the axis-aligned
majority); Detcurv, MAEcurv and MAErot restrict to the curved/rotated subsets. Best per metric in bold.

Curved Text (n=2;568) Text Rotation (n=2;568)

Model Acc" MAE# Detcurv" MAE curv# Acc" MAE# MAE rot#

Gemini-3.1-Flash-Lite 0.991 0.61 0.846 41.77 0.982 1.48 26.64
Gemini-3.1-Pro 0.999 0.78 0.962 75.08 0.987 0.67 12.59
GPT-5.4 0.995 0.58 0.885 43.77 0.980 0.93 18.67
Claude-Opus-4.6 0.975 1.23 0.923 79.92 0.972 1.41 30.79

9–11px) suggests that residual errors are not isolated to
one provider but re�ect a broader limitation in precise typo-
graphic measurement from pixels.

Rare geometric attributes are detectable, but still brittle.
All models detect many of the26 curved elements, with
Gemini-3.1-Pro reaching96:2%curved-only detection. At
the same time, curvature magnitude remains noisy, and Fig-
ure 1(c) shows a local failure on a clearly arced text element.
On text rotation, rotated-only MAE ranges from12:59� to
30:79� across models, indicating meaningful progress but
not design-grade angular precision.

Style-span localization is largely achievable, but exact
recovery is not. Span IoU reaches up to0:982and is high
across all evaluated models, but exact match is0%for every
model at every strati�cation. While models can localize
styled spans, they cannot jointly recover the full typographic
speci�cation (font family, weight, size, color) within those
spans. This behavior is expected due to the low accuracy
of predicting individual parameters in isolation (Table 3),
with failures distributed across them. This matters for co-
creative editing: a collaborator that sees where emphasis
lives but cannot identify what makes it distinctive cannot
help a designer re-apply that emphasis elsewhere.

5. Styled Text Generation

Styled text generation evaluates whether a model can trans-
late a structured typographic speci�cation into visually ac-
curate rendered text. The model shall produce the correct
string and faithfully reproduce the full typographic speci�-
cation: font family, size, color, alignment, and spacing. We
evaluate two settings:

• Element generation: the model generates an isolated
text patch from a target string and typography spec,
without layout context.

• Layout rendering: the model restores missing text
into a masked layout image while preserving all sur-
rounding unmasked pixels. The masked layout is pro-
vided as additional input, and the editable region is
given as a tight polygonal mask.

Both settings are restricted to1:1aspect-ratio samples built
on Google open-source fonts to ensure evaluator reliability.
For each generated output we recover typographic properties
via the Text-Params-Predictor (Appendix C) and compare
them against the ground-truth speci�cation. The layout
setting additionally admits a pixel-level target, so we re-
port IoU/F1 over the predicted text region, obtained with
a �xed LLM-based text-box detector (Appendix E), and
LPIPS/SSIM against the ground-truth render.

Table 6 summarizes the quantitative results; Figure 2 shows
representative layout-level failures.

Mask-constrained text insertion remains unreliable. In
the layout setting, even the best model reaches only IoU=
0:648and F1= 0:766, indicating that the generated text
region still often disagrees with the intended editable area.
Preservation RMSE shows the complementary failure: even
when the rendered text is plausible, surrounding content is
measurably perturbed (16.77 for GPT Image 2 and 13.67 for
Gemini 3 Pro Image). Figure 2 illustrates this edit-locality
problem: generated text can extend beyond the target region
or preserve the canvas at the cost of less accurate place-
ment. Thus the central issue is not whether models can draw
text, but whether they can con�ne a typography edit to the
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Table 5. Style range detection, strati�ed by the number of ground-truth style ranges. IoU measures character-span overlap with the
ground-truth ranges; EM (exact match) requires both the span and all style properties within it (font, weight, size, color) to match. EM is
0 across all models and all strata, which is expected due to the low accuracy presented in Table 3.

All (n=2;556) 1-range (n=2;530) � 2-range (n=26)

Model IoU" EM" IoU" EM" IoU" EM"

Gemini-3.1-Flash-Lite 0.972 0.000 0.972 0.000 0.752 0.000
Gemini-3.1-Pro 0.981 0.000 0.981 0.000 0.786 0.000
GPT-5.4 0.975 0.000 0.977 0.000 0.824 0.000
Claude-Opus-4.6 0.982 0.000 0.984 0.000 0.775 0.000

(a) Font Family Prediction
GT: Lora
GPT-5.4: Cormorant Garamond
Gemini-Lite: Montserrat
Gemini-Pro: Bebas Neue

(b) Text Color Prediction
GT: rgb(1,1,1)
GPT-5.4: #FFFFFF

(c) Curved Text Detection
GT: curved, curvature = 55
Gemini-Pro: straight, curvature = 0

Figure 1. Representative local failure cases for typography understanding. Models confuse font categories (a), predict inverted colors (b),
and can still miss clearly curved text instances despite strong aggregate curved-text detection (c).

prescribed mask while preserving the rest of the design.

Fine-grained typography recovery remains uneven. In
the easier element setting, Gemini 3 Pro Image achieves
the best font family and alignment accuracy, while GPT
Image 2 is stronger on color and text �delity. Neverthe-
less, neither model reliably recovers the full typographic
speci�cation: font-size MAE remains above100px for both
element-generation systems. The remaining recognition
errors in Section 4 help explain why rendering the full spec-
i�cation remains dif�cult: generation requires not only per-
ceiving typographic parameters, but reproducing them under
spatial constraints.

Layout context constrains, but does not �x, font size.
Font-size MAE drops substantially from element to layout
for Gemini 3 Pro Image (187:97 ! 31:70 px), but less
consistently for GPT Image 2 (107:10 ! 47:27 px). Visible
context helps calibrate scale, but neither model recovers the
speci�cation precisely, so layout context mitigates rather
than solves the typography-control problem.

Qualitative analysis. Figure 2 shows two representative
layout-editing cases. In the �rst, the model outputs over-
shoot the target region when reconstructing a multi-line
paragraph. In the second, the outputs render a readable
headline, yet still deviate from the intended placement and

size within the editable area. These examples show that
the bottleneck is not merely rendering stylized text, but
con�ning the edit to the prescribed mask while preserving
surrounding content, the central requirement of co-creative
text editing.

6. Text Removal and Background
Regeneration

Text removal evaluates whether a model can support prac-
tical design editing by erasing typography without leaving
ghosting artifacts and faithfully reconstructing the hidden
background so that the canvas remains reusable for sub-
sequent editing. This capability is essential for template
adaptation, multilingual translation, and iterative copy re-
vision, and is closely tied to recent work on layered and
editable design generation (Jia et al., 2024; Cheng et al.,
2025; Lin et al., 2024; Zhang et al., 2025; Qu et al., 2025;
Hirsch et al., 2026; Chen et al., 2025a).

Each model receives a source design together with a binary
mask indicating the text regions and a uni�ed instruction
to remove all text and reconstruct the background naturally.
Since each model supports a different set of aspect ratios,
inputs are resized to model-compatible resolutions before
generation and resized back to the original dimensions for
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