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Core Position
AI-for-math paradigms do not transfer
directly to theory-oriented social science.
The bottleneck in theoretical economics is often
assumption search: finding coherent,
meaningful, and disciplinarily acceptable
assumptions under weak external validation.
I Starts from a phenomenon, mechanism

intuition, or target claim.
I Searches over assumptions, mechanisms,

boundary conditions, and interpretations.
I Keeps human judgment central because no

formal checker certifies naturalness or
scholarly value.

Why Proof Search Is Not
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Research Object Quality
I Explicit assumption-to-conclusion

chains with viable branches retained.
I Diagnostics for hidden assumptions,

proof gaps, weak grounding, and
overclaiming.

I Human-readable adjudication
records and remaining limitations.

Adrasteia Workflow
1. Problem framing

2. Assumption proposal

3. Diagnostic verification

4. Branch comparison

5. Human adjudication

6. Reviewer-style critique

7. Revision and research object

Verification is diagnostic and com-
parative, not just pass/fail. Literature
checks, proof-text auditing, and simu-
lated referee critique guide branching, re-
vision, and final human judgment.

Evaluation Design
I Tasks: comparative statics, assumption

search, proof-text auditing, and referee-style
revision.

I Baselines: one-shot LLMs, strong
reasoners, compute-matched self-reflection,
best-of-N , and ablations.

I Metrics: assumption quality, derivational
validity, grounding, revision gain, and
reviewer survivability.

Benchmark Transparency
Quantity Value
Candidate source units screened 284
Final retained benchmark tasks 160
Task families 4 x 40
Dual-annotator QC audit sample 80
Inclusion agreement 88.8%
Task-family assignment agreement 84.4%
Cohen’s kappa for inclusion 0.77
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Primary endpoint. Automated
Adrasteia reaches a 58.7% win rate
against the compute-matched
self-reflection baseline (95% CI [50.9,
66.0], p = 0.038).
Gains are moderate overall and
concentrate most clearly in
assumption-search and revision-heavy
tasks rather than in local
comparative-statics derivations.

What Drives the Gain
Component Main function
Verification Grounding and proof-style

discipline
Human adjudi-
cation

Assumption quality and
branch selection

External review Revision gain and reviewer
survivability

Scope and Limits
I Evidence is illustrative support for a design

position, not definitive validation.
I Automated review is a scalable proxy rather

than independent expert ground truth.
I Human evaluation is useful but exploratory

in the current draft.
I The main claim is architectural: assumption

search and human judgment should be
design targets.

Assumption-Search Sequence
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Diagnostic
verification

Human
adjudication

Inspectable
research object

Key Empirical Readout
Moderate workflow gain Where the gain appears Why the workflow matters
58.7% task-level reviewer win rate
against compute-matched self-reflection.

Strongest signal in assumption-search
and revision-heavy tasks.

Verification, human adjudication, and
review contribute distinct functions.

Takeaway: theory-oriented economics needs AI systems that optimize for
assumption search, diagnostic verification, branch comparison, and human
adjudication - not proof search alone.
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