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Encodes hashed token-transition
statistics and their variance to

capture the predictable transition
patterns characteristic of LLM-

generated code.

Uses Fibonacci-spaced
convolution kernels (2, 3, 5, 8,

13) to model code structure
from local token pairs to
statement-level patterns

Stream Fusion
Each stream is conditioned on the programming language and
fused through stream-level self-attention with a learned
routing mechanism, producing both the final prediction and
interpretable per-stream attribution score

Motivation for NanoDroid
Human–AI code co-creation is rapidly becoming the norm, making code
provenance increasingly important for education, security, and software

integrity. Existing AI code detectors rely on large trans- former backbones
(>125M parameters), making them computationally expensive and
difficult to interpret. We introduce NanoDroid, a lightweight 5.1M-

parameter, backbone-free detector that decomposes predictions into
interpretable stylistic signals. Despite being over 20× faster than

UniXcoder, NanoDroid achieves 90.77% weighted F1 on the challenging
DroidCollection benchmark, within 2.6% of state-of-the-art performance.

Additional Streams
• CharCNN: indentation, spacing and naming conventions.
• Stylometry: lexical and structural code statistics.
• Comment Encoder: documentation quality and comment–code
consistency
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Learns a global AI-ness weight for every vocabulary
token and performs weighted pooling, emphasizing
tokens that consistently distinguish AI from human code.

Results and Interpretability Analysis

Methodology
NanoDroid treats AI code detection as a statistical and structural problem rather than semantic

understanding. Instead of a large pre- trained transformer, six lightweight streams capture
complementary generation signatures and are fused using stream-level self- attention.

Why NanoDroid Matters
NanoDroid shows that AI-generated code attribution can be
both practical and explainable. With only 5.1M parameters, it
reaches 90.77% weighted F1 on the challenging four-class
setting while remaining close to much larger 125M–149M

parameter models. Instead of relying on an opaque
pretrained backbone, it identifies authorship through

interpretable signals such as token preferences, transition
regularity, code structure, stylometry, and comments—

supporting fast, auditable deployment for academic integrity,
CI/CD, and code review.
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