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@ Does adding collaborators always
help the team?

- When Al agents join human teams, the hope is synergy, in which
members with complementary expertise reach a better joint
answer than any one of them could alone.

- However, group-process research suggests that this can fail,
because weak coordination keeps teams from converting member
resources into productivity, a pattern known as process loss.

- Motivated by this, we study when synergy actually appears in
scientific data-analysis teams and how coordination structure
shapes it.

@ A controlled testbed for team process

- Live studies of long, open-ended teamwork are costly, variable,
and hard to control, so we begin in simulation, where everything
else can be held fixed while the team changes.

- To support this, we extended Collaborative Gym to vary
team composition and coordination structure systematically, and
ran nearly 1,500 sessions on archaeology tasks from
DiscoveryBench, where teams inspect data, run analysis code,
and submit a hypothesis scored against a hidden reference.

- Each team pairs one Al agent with zero to two LLM-simulated
human collaborators, a data analyst and a researcher, so
differences reflect team composition and coordination structure,
not model or task changes.

© Scaffold I: shared group memory

Shared group memory

Before task work, the team maps expertise and assigns responsibilities.
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Before task work begins, the team maps who knows what, assigns
responsibilities, and agrees on what evidence the final answer must
satisfy. This map remains visible to every participant throughout
the task.

O Scaffold 1l: approval gates

Simulated HITL gates

Selected actions require approval from a designated participant.
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(a) Simulated HITL gates *.

Consequential actions such as editing or submitting the hypothesis
take effect only after sign-off from a designated teammate, much
like code review. The team itself decides which actions require a
gate and who owns each one.

@ Process loss, then recovery

Team H... Performance
Single-agent baseline — 0.71
Default-D 0.31 0.69
Default-R 0.37 0.68
Default-DR  iowest mean 0.54 0.63
Scaffolded-D 0.74 0.72
Scaffolded-R 0.77 0.73
Scaffolded-DR nighest mean 0.85 0.76

Teams: D = data analyst, R = researcher, DR = both. H,,;; = normalized
initiative entropy: how evenly teammates initiate work, from 0 (one partici-
pant drives everything) to 1 (fully shared).

- Two-person Default teams sit slightly below the single-agent

baseline, while the three-person Default-DR team falls furthest
(0.63 vs. 0.71), even though it has the most available expertise.

- The clearest scaffolded gain appears in the three-person team,

rising from 0.63 to 0.76, the highest mean score in this
comparison.

. Total work changes only slightly (7.6 — 7.9 actions), but it is

shared far more evenly (H.,; 0.54 — 0.85).

® A qualitative trace

Default: the researcher suggests the correct evidence criterion,
but it is never applied to the agent's edit, and the hypothesis is
submitted without it.

Scaffolded: the same suggestion passes through the data ana-
lyst's and the researcher’s gates, and in turn shapes the edit be-
fore submission.
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In this illustrative session, the task and team composition are the same; struc-
ture changes whether a teammate’s input reaches the final answer.

@ Ablations

X Memory only. Participation spreads more evenly, but re-
covery is only partial (DR: 0.63 — 0.69).

X Preassigned gates. Answers become better grounded in
evidence, but the performance does not recover (DR: 0.63 —

0.64).

v Both together. Memory assigns ownership and approvals
make the chosen checks binding, which yields the largest recov-

ery (DR: 0.63 — 0.76).

Conclusion

In this testbed, team outcomes depended not only on avail-
able expertise but also on whether the interaction gave that
expertise a path into the final answer. Together, these re-
sults suggest that collaboration is a process to be designed
rather than a byproduct of capability.

Future work

We use simulation as a first step to focus subse-
quent human studies, and live human studies are
already underway. Looking ahead, we are ground-
ing simulated human collaborators in real human-Al
interaction traces and moving from hand-designed
scaffolds toward learned coordination policies. !



https://arxiv.org/pdf/2606.18413

