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Abstract

Large language models (LLMs) are increasingly
used to support idea generation, yet most appli-
cations rely on simple one-shot prompting. We
investigate whether structured creativity meth-
ods from human group ideation (Brainwriting,
the Disney Method, and the Double Diamond)
can systematically improve LLM creative out-
put along both dimensions of creativity, namely
originality and usefulness. In a factorial exper-
iment, we compare three methods in two con-
figurations each (multi-agent with four separate
LLM instances vs. a single LLM simulating all
roles) against two baselines. The design crosses
three generator models, five applied creative tasks,
and five LLM-as-judge evaluators (600 evaluator
ratings). Multi-agent Brainwriting achieves the
highest LLM-judged originality. Even simulated
single-LLM Brainwriting captures roughly 70%
of this gain. Disney and Double Diamond yield no
significant originality improvements. Usefulness
does not differ significantly across conditions. Un-
der LLM-as-judge evaluation, process structure
appears to matter more than agent architecture:
the iterative build-on-others design of Brainwrit-
ing, not merely the presence of multiple agents,
drives the observed originality gains.

1. Introduction

The standard definition of creativity requires that an idea
or product be both original and useful (Runco & Jaeger,
2012). Originality captures novelty and surprise; useful-
ness captures effectiveness, appropriateness, or value for
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a given context. This two-criterion framework has guided
creativity research for decades and was recently revisited
in the context of artificial intelligence by Runco (2023),
who asks whether the same requirements should apply to
machine-generated output. Our work addresses this ques-
tion empirically: can structured creativity methods improve
LLM output along both dimensions of creativity, namely
originality and usefulness?

Large language models are increasingly deployed for cre-
ative tasks, from assisting professional writers (Chakrabarty
et al., 2024) to generating scientific research ideas rated
above expert baselines (Si et al., 2024) and supporting orga-
nizational problem-solving (Boussioux et al., 2024; Kumar
et al., 2025). The dominant approach is simple: a user
writes a prompt, the model generates a response, and the
user iterates manually. Yet recent evidence suggests that
LLM creativity may have plateaued: across 14 widely-used
models, Haase et al. (2025) find no improvement in cre-
ative performance over 18—24 months, despite substantial
advances in reasoning and instruction-following. LLMs beat
the average human on divergent thinking benchmarks but
rarely reach the top decile, tending toward mid-level novelty
rather than radical originality (Haase & Hanel, 2023; Haase
et al., 2025; Bellemare-Pepin et al., 2026). Meanwhile, a
parallel literature on multi-agent LLM systems has shown
that orchestrating several model instances, each with a dis-
tinct role or persona, can improve performance on reasoning
and planning tasks (Chen, 2025; Tran et al., 2025).

Human group creativity research offers a potential solution.
Over decades, it has developed structured ideation methods
that reliably improve creative output in teams. Brainwriting
organizes participants into sequential rounds where each
person builds on the previous person’s ideas (Paulus et al.,
2012); the Walt Disney Method assigns fixed roles (Dreamer,
Realist, Critic) to separate generative from evaluative think-
ing (Dilts, 1994); the Double Diamond (DD) from design
thinking alternates between divergent and convergent phases
(von Thienen et al., 2023). These three methods differ in
how they sequence divergent and convergent thinking, from
divergence-dominant (Brainwriting) through convergence-
heavy (Disney) to balanced alternation (Double Diamond),
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but none has been systematically tested with LLMs.

This raises two orthogonal questions:

1. Which creativity method works best for LLMs? Not
all group methods may transfer equally well to artificial
agents.

2. Does multi-agent orchestration add value? Or can
a single LLM, prompted to simulate multiple roles
sequentially, achieve the same effect?

We present a controlled experiment comparing three creativ-
ity methods X two configurations (multi-agent vs. single-
LLM simulation) plus two baselines, evaluated across three
LLMs, five open-ended and practical tasks, and five inde-
pendent LLM-as-judge evaluators. Our contributions are:

* A systematic comparison of human group creativity
methods (Brainwriting, Disney, DD) adapted for LLM-
based systems.

¢ A multi-agent vs. simulated decomposition, reveal-
ing that process structure, not agent count, is the pri-
mary driver of creativity gains.

¢ Cross-model, cross-evaluator validation (600 evalua-
tor ratings) with statistical testing showing consistency
of the Brainwriting advantage across models, tasks,
and LLM evaluators.

2. Background and Related Work

Defining creativity: originality and usefulness. Runco
& Jaeger (2012) consolidate decades of creativity research
into the standard definition: creativity requires both origi-
nality (novelty, unusualness) and usefulness (effectiveness,
appropriateness to a task). This two-criterion view is partic-
ularly useful for our purposes because it maps directly onto
two measurable dimensions, originality and usefulness, that
can be independently assessed for LLM output. The two cri-
teria can trade off: RLHF-aligned models may optimize for
usefulness (helpful, safe responses) at the expense of origi-
nality (Kirk et al., 2024), and recent work has documented a
homogenizing effect of LLMs on creative diversity (Ander-
son et al., 2024). Our experiment tests whether structured
creativity methods can push LLMs beyond this mid-level-
novelty plateau.

LLM creativity. Recent benchmarking studies have eval-
uated LLM creativity on divergent thinking tasks such as
the Alternative Uses Task (AUT), finding that models gen-
erally match or exceed average human performance but
rarely approach top human creativity (Koivisto & Grassini,
2023; Franceschelli & Musolesi, 2025). Haase et al. (2025)

analyze 14 LLMs and two creativity assessments (AUT
and Divergent Association Task (DAT)), documenting sub-
stantial inter- and intra-model variability: the same model,
given the same prompt, can produce output ranging from
below-average to highly original. They find no evidence of
improved creative performance over the past 18-24 months
despite continued scaling, suggesting that architectural and
training advances alone are insufficient for boosting cre-
ativity. This motivates our approach of applying structured
process interventions rather than relying on model capabil-
ity alone. Evaluation frameworks have evolved from simple
fluency counts to multi-dimensional rubrics assessing both
originality and usefulness (Hou et al., 2025; Atmakuru et al.,
2024), and prompt engineering has been explored as a cre-
ativity lever (Chang & Li, 2025; Mehrotra et al., 2024),
though with mixed results when limited to single-turn gen-
eration.

Multi-agent LLM systems and creativity. Orchestrat-
ing multiple LLM instances with distinct roles has shown
promise across diverse tasks (Chen, 2025; Haase et al.,
2026b). For creativity specifically, Lin et al. (2025) sur-
vey multi-agent creativity systems, finding that role dif-
ferentiation and iterative refinement are the most common
design patterns. Lu et al. (2024) show that discussion frame-
works with role-play can enhance LLM creativity. Shaer
et al. (2024) study Al-augmented brainwriting in human
groups and show productivity gains, but they do not com-
pare brainwriting to other methods or test fully autonomous
LLM configurations. The theoretical promise of multi-agent
creativity rests on the idea that separate instances provide in-
dependent diversity of perspectives, as each agent generates
from its own context, avoiding the self-consistency bias in-
herent in single-model generation (Wenger & Kenett, 2025).
However, whether this theoretical advantage translates into
measurable creativity gains, and how it compares to simply
structuring the process within a single agent, has not been
tested.

Divergent and convergent thinking. The creativity pro-
cess is commonly modeled as interplay between two modes
of thought (Runco, 2010; Cropley, 2006). Divergent think-
ing generates multiple novel possibilities; convergent think-
ing evaluates and selects the most useful among them. Both
are necessary for creative output: divergent thinking with-
out convergence produces impractical novelty, while con-
vergence without divergence yields conventional solutions
(Cropley, 2006). The dual pathway model (Nijstad et al.,
2010) further distinguishes two routes to originality: cogni-
tive flexibility (broad category switching) and persistence
(deep exploration within categories), both of which struc-
tured methods may engage differently. A meta-analysis of
creativity enhancement interventions found that methods
targeting convergent thinking were at least as effective as
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those targeting divergent thinking (Haase et al., 2023), sug-
gesting that both modes deserve attention in LLM creativity
research.

Structured creativity methods. Enhancing creative skills
has been a major focus in human creativity research, result-
ing in numerous approaches exploring how, under what con-
ditions, and with what outcomes creativity can be fostered
(e.g., Michalko, 2010). Any attempt to cover all creativity
enhancement methods is necessarily selective and limited in
scope. In this work, we focus on three representative meth-
ods that differ systematically in the sequencing of divergent
and convergent phases (Figure 1).

Brainwriting is a written variant of brainstorming in which
participants silently generate ideas and pass them to the
next person, who builds on them. This reduces production
blocking (waiting for one’s turn) and social loafing, and has
been shown to outperform traditional brainstorming in both
laboratory and industrial settings (Paulus et al., 2012; Paulus
& Dzindolet, 2008; Paulus et al., 2015). Its core mechanism,
iterative building on others’ ideas, triggers associative chains
that individuals would not generate alone (Kohn et al., 2011;
Dennis et al., 2019). Brainwriting follows a D-D-D-C
pattern: the Bold Inventor, Builder, and Lateral Thinker
phases all generate and diversify ideas (divergent), while
only the final Synthesizer phase consolidates them into a
coherent output (convergent).

The Walt Disney Method assigns sequential roles (Dreamer,
Realist, Critic) to separate generative from evaluative think-
ing (Dilts, 1994). The rationale is cognitive: simultaneous
generation and evaluation inhibit creative output (Cropley,
2006), so externalizing the critical function into a dedi-
cated role should free the Dreamer to ideate without self-
censorship. The method opens with one divergent phase
(Dreamer) followed by three convergent or evaluative phases
(Realist, Critic, Observer), yielding a D-C—C-C pattern,
the most convergence-heavy of the three methods.

The Double Diamond, originating from design studies (von
Thienen et al., 2023), structures creative work as two succes-
sive diverge—converge cycles. The first diamond explores
the problem space (Discover broadly, then Define the core
challenge); the second explores the solution space (Develop
multiple approaches, then Deliver a refined output). This
yields a D-C-D-C pattern, engaging both modes in each
half of the process.

While all three methods reliably enhance creativity in hu-
man teams, no prior work has systematically compared
their effectiveness when adapted for LLM-based systems.
The divergent—convergent framing generates a testable pre-
diction: methods that front-load divergence should boost
originality, while methods with stronger convergent phases
should favor usefulness.

mmm Divergent phase mmm Convergent phase

Lateral
Thinker
(D)

Inventor Builder
(D) (>)]

Synthesizer
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Brainwriting

Disney Dreamer Realist Critic Observer
Method o) ) © ©
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Figure 1. Divergent—convergent phase structure of the three cre-
ativity methods. Brainwriting maximizes divergence (D-D-D-C);
Disney is convergence-heavy (D—-C—C-C); Double Diamond alter-
nates (D-C-D-C).

LLM-as-judge evaluation. Using LLMs as evaluators
has become standard for assessing open-ended text qual-
ity (Li et al., 2025). For creativity evaluation, Rabeyah
et al. (2024) show that multiple LLM judges reach mod-
erate agreement on AUT ratings, supporting the viability
of LLM-based creativity assessment. To mitigate single-
evaluator bias, we employ five evaluators from three differ-
ent providers and report both raw and normalized inter-rater
reliability.

3. Experimental Design
3.1. Methods and Configurations

We compare eight conditions organized along two dimen-
sions: the creativity method and the agent configuration
(Table 1). Each structured method uses four sequential
phases or roles (Figure 1). In the multi-agent (M) configura-
tion, four separate LLM instances execute one phase each,
passing the accumulated output forward. In the simulated
(S) configuration, a single LLM executes all four phases in
one prompt, working through the method as instructed. The
two baselines control for method effects: a single-shot base-
line with a simple task instruction (no creativity method),
and a doubled baseline that presents the task prompt twice.
This prompt-repetition technique has been shown to im-
prove non-reasoning LL.M performance (Leviathan et al.,
2025) by reinforcing the task instruction and increasing its
salience in context. This controls for the possibility that any
gains from structured methods are simply due to additional
prompting rather than process structure.

Brainwriting adapts the classical brainwriting mecha-
nism through sequential building on accumulated prior out-
put and differentiated role assignment: Bold Inventor (gener-
ates fresh, creative initial ideas), Builder (expands and elab-
orates on prior ideas, adding new angles), Lateral Thinker
(finds unexpected connections and pushes ideas in surpris-
ing directions), and Synthesizer (combines and refines all
ideas into a coherent, polished proposal). Each role receives
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Table 1. Overview of the eight experimental conditions. Each
structured method uses four sequential phases in either a multi-
agent (M) or simulated single-LLM (S) configuration.

Method Config  Role Sequence

Baseline 1 agent  Single-shot generation

Baseline (2x) 1agent Prompt repeated twice

Brainwriting M 4) Inventor — Builder —
Lateral — Synthesizer

Brainwriting S1) (same, simulated)

Disney M @) Dreamer — Realist —
Critic — Observer

Disney S (1) (same, simulated)

DD M 4) Discover — Define —
Develop — Deliver

DD S (1) (same, simulated)

the full accumulated output of all prior roles, preserving the
build-on-others mechanism that drives associative chaining
in human brainwriting.

Disney Method uses four roles: Dreamer (unconstrained,
“anything goes” ideation), Realist (translates wild ideas into
feasible plans with concrete steps), Critic (stress-tests the
plan by identifying flaws, risks, and gaps), and Observer
(synthesizes the three perspectives into a balanced final out-
put). The key mechanism is perspective separation: genera-
tive and evaluative thinking are assigned to different roles,
preventing premature self-censorship during ideation. The
Critic is deliberately placed after Dreamer and Realist so
that ideas are developed before being challenged.

Double Diamond uses four phases: Discover (broad ex-
ploration of the problem space through research, analogies,
and inspiration), Define (converge on the core challenge
by synthesizing discoveries into a focused brief), Develop
(diverge again into the solution space, generating multiple
candidate approaches), and Deliver (converge on the best so-
lution, refine and polish). The mechanism is two successive
diverge—converge cycles: the first diamond narrows the prob-
lem framing, and the second develops and refines candidate
solutions. Unlike Brainwriting (which builds cumulatively)
or Disney (which separates perspectives), the Double Dia-
mond structures the sequence of cognitive modes, alternating
between open exploration and focused refinement.

Prompt structure. Each phase prompt contains: (1) a
system instruction defining the agent’s role, (2) the creative
brief (identical across conditions), and (3) for non-initial
phases, the accumulated output of all prior phases. In multi-
agent runs, each API call receives only prior phases’ output,
with no access to other agents’ instructions. In simulated
single-LLM runs, a single prompt contains all four role
descriptions and instructs the model to produce output for

each phase sequentially (see Appendix for the exact prompts
used).

3.2. Generator Models

To test generality across model families and capability lev-
els, we use three generators: Claude Haiku 4.5 (Anthropic,
smaller and faster), Claude Opus 4.6 (Anthropic, larger and
more capable), and GPT-5.4 (OpenAl, larger and more capa-
ble). This selection spans two providers and two capability
tiers, allowing us to assess whether structured methods ben-
efit weaker models more than stronger ones. All models
were called with each provider’s default sampling param-
eters (temperature, top-p); no manual temperature tuning
was applied, ensuring that observed creativity differences
reflect method structure rather than sampling diversity.

3.3. Tasks

We use five applied creative briefs spanning different do-
mains: (1) planning a birthday party for an 8-year-old ($500
budget, 10 kids), (2) developing a comedy movie treatment
with social critique, (3) creating an engaging dinosaur pre-
sentation for disinterested teenagers, (4) designing an inno-
vative book-reading app concept, and (5) writing a market-
ing proposal for a premium vacuum cleaner. Tasks were
chosen to require both originality (novel ideas) and useful-
ness (practical feasibility), spanning personal, educational,
entertainment, technical, and commercial domains.

3.4. Evaluation

Each of the 120 runs (8 methods x 3 generators x 5 tasks)
was independently evaluated by five LLM-as-judge models
from three providers: Claude Haiku 4.5, Claude Opus 4.6,
GPT-5.4, Gemini 2.5 Pro, and Gemini 3.1 Pro Preview,
yielding 600 evaluator ratings in total. All generation runs
were completed in April 2026, with output lengths ranging
from 6,262 to 56,639 characters.

Evaluation rubric. Evaluators received a task-specific
rubric adapted from Haase et al. (2026a), comprising seven
assessment criteria tailored to each creative brief (e.g., for
the birthday-party task: theme coherence, activity creativ-
ity, budget realism, age-appropriateness, guest engagement,
logistical completeness, and overall impact). Based on the
seven-criteria assessment, evaluators returned two aggregate
scores on a 0-5 scale: originality (novelty and surprise of
ideas) and usefulness (practical value and feasibility). Eval-
uators returned structured JSON output to ensure consistent
scoring.

Evaluators received only the final output text for each run;
method labels, condition names, and prompt templates were
not visible to judges. Note that each method—generator—task
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cell contains exactly one generation run, evaluated by five
judges. We do not repeat generation runs within cells; all
reported variance therefore reflects evaluator disagreement
rather than generative sampling variability. We return to this
design choice in the limitations (Section 5).

4. Results

Because each generation run is rated by five evaluators
(yielding correlated scores on the same text), all inferential
statistics use per-run means as the unit of analysis: we
average the five evaluator scores within each method-model—
task cell, yielding n = 15 independent observations per
method (3 models x 5 tasks). All tests are Welch’s ¢-tests
(unequal variances); Shapiro—Wilk tests confirm normality
for all but one condition (p > .05), and non-parametric
Mann-Whitney U tests agree with every Welch ¢ conclusion,
S0 we report parametric results throughout.

Effect sizes are Cohen’s d with pooled standard deviations
of the per-run means. Descriptive statistics (M, SD) in
tables are computed from all 75 individual evaluations per
method for interpretability. After Bonferroni correction for
seven method-vs-baseline comparisons (c,g; = .007), the
observed effects remain significant. All further analyses
(per-model, per-task, M-vs-S, usefulness) are exploratory
and reported without additional correction; they should be
interpreted as descriptive patterns rather than confirmatory
tests.

4.1. Method Effects on Originality

Table 2 presents the overall rankings. Multi-agent Brain-
writing achieves the highest originality (M = 4.29, SD =
0.29), significantly exceeding the baseline (M = 3.44,
SD = 0.52) by +0.85 (£(22) = 5.53, p < .001, d = 2.0;
survives Bonferroni correction). Brainwriting (S) also sig-
nificantly outperforms the baseline (M = 4.05, SD = 0.42;
-+0.60, t(27) = 3.50, p < .001, d = 1.3; survives Bonfer-
roni). The multi-agent advantage over the simulated ver-
sion shows a medium-to-large effect (+0.25, d = 0.69,
p = .057), though it does not meet the pre-specified signifi-
cance threshold, suggesting real but modest added value of
agent separation.

Disney and Double Diamond show no significant originality
gains over baseline in any configuration (Disney (M): +0.10,
d = 0.18, p = .62; DD (M): +0.22, d = 0.40, p = .27;
Disney (S): +0.23, d = 0.45, p = .22; DD (S): +0.05,
d = 0.10, p = .79). Baseline (2x), which controls for addi-
tional prompting, yields only a negligible, non-significant
improvement (40.09, d = 0.17, p = .64).

Table 2. Overall method comparison (M = multi-agent, S = sim-
ulated single-LLM). Descriptive statistics (M 4+ SD) are com-
puted from all 75 individual evaluations per method for inter-
pretability; significance stars are from per-run inference (n = 15).
***p < .001 vs. baseline (Welch’s ¢, survives Bonferroni).

Method Originality Usefulness

Brainwriting (M) 4.29 +0.43"™*  4.26 +0.55
Brainwriting (S) 4.05 & 0.53*** 4.154+0.51
Disney (S) 3.67 £ 0.69 4.20 £ 0.50
DD (M) 3.66 £+ 0.69 4.44 4+ 0.35
Disney (M) 3.54+0.76 4.37 £ 0.49
Baseline (2x) 3.53£0.72 4.22 +£0.48
DD (S) 3.49+0.70 4.23 +£0.49
Baseline 3.44+£0.71 4.28 £0.40

4.2. Multi-Agent vs. Simulated

Figure 2 compares all conditions, and Figure 3 shows each
condition’s gain over baseline for both originality (left)
and usefulness (right), broken down by generator model.
For Brainwriting, the multi-agent configuration consistently
outperforms the simulated version across all three models
(Haiku: 4-0.09; Opus: 4-0.28; GPT-5.4: 4+0.38). For Dou-
ble Diamond, the advantage is smaller and more uniform
(+0.22, +0.14, +0.14). For Disney, the simulated version
outperforms multi-agent for all three models, especially for
Haiku (—0.26), with smaller differences for Opus (—0.07)
and GPT-5.4 (—0.05); the overall M-vs-S difference is not
significant (d = —0.23, p = .52). This difference between
Brainwriting and Disney suggests that multi-agent orches-
tration is not universally beneficial: its value depends on the
specific method being implemented.

4.3. Consistency Across Models

Table 3 presents the full per-model breakdown. The Brain-
writing advantage over baseline is consistent across all three
generator models: Haiku +0.93 (from 3.31 to 4.24), Opus
+0.79 (from 3.78 to 4.57), GPT-5.4 +0.82 (from 3.25 to
4.07). Per-model effect sizes (descriptive, from all n = 25
evaluations per cell) range from d = 1.3tod = 1.9, all
“large” by conventional thresholds. In 15 pairwise compar-
isons of Brainwriting (M) vs. baseline (3 models x 5 eval-
uators), Brainwriting scores higher in all 15 comparisons,
with no ties or reversals.

Several model-specific patterns emerge. Opus produces the
strongest baselines (3.78 &£ 0.55) but still benefits markedly
from Brainwriting, reaching 4.57 & 0.24, which is the high-
est single-model score in the study. Haiku, the smallest
model, shows the largest absolute gain (4-0.93), which im-
plies that structured methods can partly compensate for
lower model capability. GPT-5.4 shows the largest multi-
agent delta for Brainwriting (4-0.38), indicating that the
benefit of agent separation may vary across model families.
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Figure 2. Originality (left) and usefulness (right) across all eight conditions. Brackets show per-run Welch’s t-test significance
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Table 3. Originality (M + S D) by method and generator model
(averaged across all evaluators and tasks, n = 25 per cell).

Method Haiku Opus GPT-5.4

Baseline 331+.74 378+ .55 325+.74
Baseline (2x) 3.36+.68 4.02+ .42 3224+ .77
Brainwriting M) 4.24 + .42 4.574+ .24 4.07+ .45
Brainwriting (S) 415+.34 429+£.38 3.70+ .64
Disney (M) 3.30+.69 4.01+£.64 332+£.74
Disney (S) 3.56+£.72 4.08+.38 3.384+.72
DD (M) 3.66 .66 3.97+.64 3.36 .66
DD (S) 3.43+ .66 3.83+.64 3.224+ .68

4.4. Consistency Across Tasks

Figure 4 (Appendix) shows originality by task with per-
bar significance annotations. Multi-agent Brainwriting
achieves the highest originality in all five tasks, with large
effect sizes throughout: birthday (41.28, d = 3.1), movie
(+0.77, d = 4.8), app (+0.77, d = 4.5), marketing (+1.13,
d = 1.7), and presentation (+0.30, d = 1.2). Four of five
tasks reach significance at p < .05 despite only n = 3 per
cell (birthday p < .001, movie p < .001, app p < .001, mar-
keting p = .041); the presentation task does not (p = .13),
where baselines already score high (M = 4.02), suggest-
ing a ceiling effect. The gains are largest where baselines
are lowest (birthday M = 3.03, marketing M = 3.11),
the tasks where one-shot prompting produces conventional,
template-like responses.

4.5. Usefulness

Usefulness scores are high across all conditions (range:
4.15-4.44; Table 2), and no method significantly differs

p < .001, **p < .01, *p < .05, n.s. = not significant); in-bar annotations show vs-baseline significance.

from baseline under per-run inference (p > .05 for all seven
comparisons; Figure 3, right panel). Double Diamond (M)
shows the highest usefulness (M = 4.44 vs. baseline 4.28,
+0.16, d = 0.64, p = .082), a medium effect that does not
reach significance but may do so with additional data. Brain-
writing (M) does not reduce usefulness relative to baseline
(—0.02, d = 0.07, p = .86), confirming that the originality
gains come without sacrificing practical value. The method
that most improves originality (Brainwriting) differs from
the method that most improves usefulness (Double Dia-
mond), suggesting the two dimensions respond to different
process features. We return to this pattern in the Discussion.

4.6. Evaluator Reliability

Raw inter-rater reliability across five evaluators yields a two-
way random-effects single-measure intraclass correlation,
ICC(2,1) = 0.51 (“fair”); after normalizing for evaluator-
specific scale use, normalized ICC(2,1) = 0.62 (“good”).
Evaluators differ systematically in scale use (e.g., GPT-
54: M = 3.32; Gemini 2.5 Pro: M = 3.98), but all
five unanimously rank multi-agent Brainwriting as the top
method for originality.

Opus shows significant self-preference (A = +0.64, d =
1.4, p < .001) and GPT-5.4 significant anti-self-preference
(A = —0.36, d = 0.6, p = .003); Haiku is neutral (A =
—0.06, p = .51). The two evaluators that were not also used
as generators (Gemini 2.5 Pro and Gemini 3.1 Pro Preview)
also rank Brainwriting (M) first (M = 4.39), confirming
the finding is not an artifact of self-preference (Figures 5
and 6; see Appendix B for details).
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-0.01 (d=0.0) +0.01 (d=0.0)
| |
I +0-45 (d=0.6) -0.06 (d=0.2) [l
BW (S) I +0.51 (d=1.1) -0.14 (d=0.3) N
+0.84 (d=1.5) -0.18 (d=0.4)
| |
I +0.82 (d=1.3) Il +0.04 (d=0.1)
BW (M) [ +0.79 (d=1.9) -0.05 (d=0.1) [l
+0.94 (d=1.6) -0.06 (d=0.1)
| |
-0.03 (d=0.0) | -0.03 (d=0.1) J§
BL (2x) I +0.24 (d=0.5) -0.02 (d=0.0) ||
+0.06 (d=0.1) -0.14 (d=0.3)
-0.5 0.0 0.5 1.0 1.5 -0.8 -0.6 -0.4 0.2 0.0 0.2 0.4 0.6

Figure 3. Gain over baseline (A) for originality (left) and usefulness (right) by condition and generator model, with Cohen’s d in

parentheses.

4.7. Computational Cost

Multi-agent methods use four API calls but the total output
length increase is moderate (1.3—1.6x baseline); simulated
methods use a single call at comparable length (see Ap-
pendix C for details).

5. Discussion

Why Brainwriting works. Brainwriting’s iterative struc-
ture forces each successive phase to diverge from and elab-
orate on prior ideas, a mechanism that triggers associative
chains in human groups (Paulus & Dzindolet, 2008; Kohn
etal., 2011). One possible explanation is that a similar mech-
anism operates for LLMs: the sequential handoff disrupts
the model’s default output distribution, introducing variation
that one-shot prompting cannot achieve. One-shot genera-
tion produces the model’s most-likely response, which tends
toward mid-level novelty (Haase et al., 2025); Brainwrit-
ing’s successive divergent phases (Builder, Lateral Thinker)
may push output toward less predictable territory. We note
that this mechanistic interpretation is a hypothesis consis-
tent with our results, not a demonstrated finding; future
work could test it by analyzing semantic distance between
successive phases.

Structure > architecture. Brainwriting (S), in which a
single LLM switches roles across four phases, captures
~T70% of the multi-agent gain (+0.60 vs. +0.85), suggest-
ing that the creativity boost comes primarily from process
structure, not from separate model instances. Multi-agent
orchestration provides an additional benefit (d = 0.69,
p = .057), with a medium-to-large effect that does not reach

significance at our sample size but may do so with additional
data. Separate instances likely offer true statistical indepen-
dence (no shared context window), but the marginal gain
over single-LLM is modest relative to the large gain from
the method’s structure itself. Simulated agents see the full
role sequence upfront, while multi-agent instances operate
blind to future phases, yet the simulated version still cap-
tures most of the gain. For practitioners, a well-structured
single prompt delivers most of the benefit at comparable
cost, making a multi-agent infrastructure unnecessary in
many cases.

Why Disney and Double Diamond do not improve orig-
inality. The divergent—convergent phase structure (Fig-
ure 1) helps explain these differences. Disney’s D-C—C-C
pattern allocates only one phase to divergent ideation; the
remaining three phases progressively evaluate and constrain.
The Critic role may actively suppress originality: Haiku’s
multi-agent Disney scores are 0.26 lower than its simulated
version, where a single LLM maintains creative momen-
tum across roles. A dedicated criticism agent may be more
thorough, and more destructive to originality, than a sin-
gle agent briefly adopting a critical stance (Amabile, 2012;
Paulus et al., 2012). More broadly, it seems that agent sepa-
ration helps when roles are complementary (Brainwriting’s
build-on-others) but may reduce performance when roles
are adversarial (Disney’s Critic).

The Double Diamond’s D—-C-D-C pattern theoretically en-
gages both thinking modes, but its early convergent phase
(Define) narrows the problem framing before solution gen-
eration begins, potentially constraining the Developer phase
to a conventional idea space. Brainwriting avoids this trap:
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its D—D-D-C pattern maximizes divergence across three
successive roles (Inventor, Builder, Lateral Thinker), letting
ideas proliferate before the final convergent phase (Synthe-
sizer) operates on ideas already generated.

Originality and usefulness respond to different process
features. Creativity requires both originality and useful-
ness (Runco & Jaeger, 2012), yet Diedrich et al. (2015)
argue that novelty is a first-order criterion: if an idea is not
novel, its usefulness is irrelevant, but if it is novel, useful-
ness determines its actual creativity. A key concern when
boosting originality is whether it comes at the cost of use-
fulness, a tradeoff documented in human creativity research.
Our data suggest that, for LLMs, this tradeoff is largely
absent: Brainwriting improves originality by +0.85 while
usefulness changes by only —0.02 (p = .86). Double Dia-
mond (M) shows the highest usefulness (4-0.16, d = 0.64,
p = .082) without meaningfully improving originality,
consistent with its convergent-phase-heavy design. This
aligns with the divergent—convergent framing (Figure 1):
divergence-heavy methods drive originality, convergence-
heavy methods drive usefulness. The near-independence
of the two dimensions suggests that practitioners can select
methods based on which dimension matters most.

Structure partly compensates for model capability.
Haiku with Brainwriting (M) (4.24) exceeds Opus’s unstruc-
tured baseline (3.78); process design can partly substitute
for model capability. However, the effects are additive:
Opus with Brainwriting (4.57) still leads Haiku with Brain-
writing (4.24). The gap narrows under structured methods
but does not close, extending Haase et al. (2025)’s find-
ing that prompt design affects models differently: process
design is a complementary lever.

Limitations. Sampling. Each method-model-task cell
contains a single generation run evaluated by five judges; all
within-cell variance reflects evaluator disagreement rather
than generative sampling variability. While the Brainwriting
advantage is consistent across all 15 cells, the per-run means
treat evaluator agreement as the sampling unit, not indepen-
dent generations. Additional generation runs per cell would
be needed to establish generation-level replicability and to
strengthen claims about smaller effects (e.g., the M-vs-S
difference and the Double Diamond usefulness trend).

Evaluation. We rely entirely on LLM-as-judge evaluation
with a raw ICC of 0.51 (fair agreement). Human creativity
ratings may differ systematically, and all absolute score lev-
els should be interpreted as LLM-judged rather than ground
truth; the central finding (that Brainwriting outperforms
other methods) has not been validated with human asses-
sors. Three of five evaluators also served as generators,
introducing potential circularity. While the two generator-

independent Gemini evaluators confirm the Brainwriting
ranking, LLM evaluators may share systematic biases (e.g.,
preferring well-structured output) that human judges would
not.

Generation settings. All models were called with provider-
default sampling parameters (no manual temperature tun-
ing). Temperature differences across providers could inter-
act with method effects, and a higher temperature might
independently increase creative variance; we cannot rule
out that some of Brainwriting’s advantage would shrink or
grow under non-default settings.

Scope and mechanism. All tasks are applied creative briefs;
generalization to artistic, scientific, or open-ended creativity
is untested. Output length varies across conditions (Table 4),
and although simulated Brainwriting produces shorter out-
put (0.9x baseline) and still achieves significantly higher
originality, we cannot fully rule out that evaluators re-
warded length or formatting cues in multi-agent outputs.
We do not test method interactions (e.g., a Brainwriting—
Double Diamond pipeline combining divergent and conver-
gent strengths). Finally, our mechanistic interpretation (that
Brainwriting’s sequential handoff disrupts default output
distributions) is a hypothesis consistent with the data, not
a demonstrated mechanism; phase-level semantic analysis
would be needed to test it directly.

Future work. The most immediate extension is adding
repeated generation runs to increase statistical power for
the subtler effects observed here, in particular for the
M-vs-S comparison and the Double Diamond usefulness
trend, where medium effects did not reach significance with
n = 15. Beyond replication, several directions merit in-
vestigation. First, method coverage: we tested three meth-
ods, but the creativity literature offers many more struc-
tured techniques that could be adapted for LLMs, including
SCAMPER (systematic idea transformation via substitution,
combination, adaptation, etc.; Eberle 1996), Six Thinking
Hats (six parallel perspectives including emotional, critical,
and creative modes; De Bono 2017), and Nominal Group
Technique (independent generation followed by structured
voting). Each engages different cognitive processes and
may yield different originality—usefulness profiles; a broader
comparison would reveal which process features (e.g., it-
erative elaboration, perspective separation, structured eval-
uation) drive creativity gains. Second, method chaining:
sequencing Brainwriting (for originality) with a convergent
method like Double Diamond (for usefulness) could boost
both dimensions simultaneously, since our data suggest they
respond to different process features. Third, mechanistic
analysis: measuring semantic distance between successive
Brainwriting phases would test whether the iterative hand-
off increases conceptual diversity or merely adds surface
variation. Fourth, human validation of the LLM-as-judge
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ratings against expert creativity assessments would clarify
whether automated evaluation captures the same construct
as human judgment. Finally, extending the framework to
other creative domains (visual, musical, scientific ideation)
where originality and usefulness may interact differently.
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A. Per-Task Originality Breakdown

Figure 4 presents the originality scores for each creative
task, segmented by method and configuration.

B. Evaluator Analysis

Figure 5 shows the full evaluator x generator matrix: each
group of bars represents one evaluator model, with three
bars indicating its scores for content generated by Haiku,
Opus, and GPT-5.4. Self-evaluation cells (where evalua-
tor = generator) are highlighted with bold borders. Opus
shows significant self-preference (A = +0.64, d = 1.4,
p < .001); GPT-5.4 shows significant anti-self-preference
(A —-0.36, d = 0.6, p .003); Haiku is neutral
(A = —0.06, p = .51). The two generator-independent
evaluators (Gemini 2.5 Pro and Gemini 3.1 Pro Preview),
shown to the right of the dashed separator, provide an unbi-
ased reference. Figure 6 presents the full evaluator compari-
son across all method—model combinations, confirming that
Brainwriting (M) achieves the highest originality for every
evaluator and generator model.

C. Output Length by Method

Table 4. Average output length (characters) per method. Multi-
agent methods use 4 API calls; simulated and baseline methods
use 1.

Method Avg. chars API calls vs. baseline
Baseline 16,470 1 1.0x
Baseline (2x) 17,938 1 1.1x
Brainwriting (M) 25,169 4 1.5x
Brainwriting (S) 14,899 1 0.9x
Disney (M) 25,821 4 1.6x
Disney (S) 18,548 1 1.1x
DD (M) 21,886 4 1.3x
DD (S) 17,505 1 1.1x
D. Prompt Templates

Below we reproduce the system prompts used for each con-
dition. In multi-agent conditions, {name}, {persona},
and {style} are filled per agent; in simulated conditions,
a single LLM receives the full multi-phase instruction.

Baseline

You are a creative assistant.
Produce a comprehensive,
well-structured response to the
task below. Be creative, practical,
and thorough.
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Baselines ~ WEE Multi-agent (M) Simulated (S)

Birthday Movie Presentation App Marketing

Originality

Figure 4. Originality by task (y-axis truncated at 2.7). Above each bar: mean originality, |Cohen’s d| vs. baseline, and per-run significance
(n = 3 per cell). Gray = baselines, dark blue = multi-agent, light blue = simulated. Brainwriting (M) significantly exceeds baseline in 4 of
5 tasks (birthday d = 3.1, movie d = 4.8, app d = 4.5, marketing d = 1.7; presentation d = 1.2, n.s.). Gains are largest where baselines
are lowest.

Brainwriting — Multi-Agent You are the SYNTHESIZER in a
brainwriting chain. Combine and
Bold Inventor: refine ALL ideas from the previous
writers into a coherent, polished
You are {name}, {persona}. Speaking final proposal. Keep the strongest
style: {style}. and most creative elements while
You are the BOLD INVENTOR in a ensuring the result is practical and
brainwriting chain. Generate fresh, e et
creative, bold initial ideas for the
task. Your ideas will be passed to Brainwriting — Simulated
the next participant who will build
on them. You are a creative assistant using
the Brainwriting method. You will
Builder: simulate a chain.of‘FOUR different
writers, each building on the
previous one’s ideas.
You are {name}, {persona}. Speaking
style: {style}. Writer 1 —-—- Bold Inventor:

Generate fresh, creative, bold

You are the BUILDER in a
uoar * initial ideas for the task.

brainwriting chain. Take the

previous writer’s ideas and expand, Writer 2 —--- Builder: Take Writer
elaborate, and build on them. Add 1’s ideas and expand, elaborate, and
new angles and connections. Do build on them. Add new angles and
not simply repeat what was said. connections.
Transform and evolve the ideas.
Writer 3 --- Lateral Thinker:
. Take the ideas so far and find
Lateral Thinker: unexpected connections. Take
them in surprising, unconventional
You are {name}, {persona}. Speaking directions.
style: {style}. . . )
Writer 4 —--- Synthesizer: Combine

You are the LATERAL THINKER in
a brainwriting chain. Take the
ideas so far and find unexpected

and refine ALL ideas from Writers
1--3 into a coherent, polished final

proposal.
connections. Take them in .
surprising, unconventional Structure your response with
directions. Your goal is to push clear sections for each writer’s
the ideas beyond the obvious. contribution, then the final

synthesis.

Synthesizer:
Disney Method — Multi-Agent

You are {name}, {persona}. Speaking
style: {style}. Dreamer:
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Generated by Haiku 4.5
B Generated by Opus 4.6
mmm Generated by GPT-5.4 A=+0.64
45 [ Self-evaluation (evaluator = generator) d=1.4 **x
>
* 4,01
[}
c
2
j=
o
3.54
3.0
=

Haiku 4.5
(evaluator)

Opus 4.6
(evaluator)

GPT-5.4
(evaluator)

« Generator-evaluators Control evaluators -

Gemini 2.5
Pro (eval.)

Gemini 3.1
Pro (eval.)

Figure 5. Evaluator X generator originality matrix. Each group shows one evaluator’s scores for content from three generators. Bold-
bordered bars mark self-evaluations (evaluator = generator). Annotations show self-preference A, |Cohen’s d|, and significance (Welch’s
t). Opus exhibits significant self-preference (A = +0.64, d = 1.4, p < .001); GPT-5.4 shows anti-self-preference (A = —0.36, d = 0.6,
p = .003). Gemini evaluators (right of dashed line) serve as generator-independent controls.

You are {name}, {persona}.
style: {style}.

You are in the DREAMER phase of the
Disney Creative Strategy. Think
without limits. Generate wild,
imaginative ideas. No idea 1is too
big or impossible. Do not evaluate
or criticize ideas. Focus purely on
creative possibility.

Speaking

Realist:

You are {name}, {persona}.
style: {style}.

You are in the REALIST phase of the
Disney Creative Strategy. Take the
creative ideas from the Dreamer
phase and transform them into
actionable plans. Consider: What
resources are needed? What is the
timeline? What are the concrete
steps? Be practical but preserve
the creative spirit.

Speaking

Critic:

You are {name}, {persona}.
style: {style}.

You are in the CRITIC phase of the
Disney Creative Strategy. Evaluate
the plans constructively. Identify
potential problems, risks, and
weaknesses. Ask: What could go
wrong? What are we missing? What
needs strengthening? Be thorough

Speaking
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but constructive --- suggest
improvements, not just problems.

Observer:

You are a neutral observer tasked
with synthesizing ideas generated
through the Disney Creative
Strategy. Review all contributions
from Dreamers, Realists, and
Critics and create a comprehensive,
structured final plan. Integrate
the most promising ideas while
ensuring the plan is cohesive,
practical, and creative.

Disney Method — Simulated

You are a creative assistant using
the Disney Creative Strategy.
You will play ALL THREE roles
sequentially in a single response.

Step 1 ———- Dreamer Phase: Think
without limits. Generate wild,
imaginative ideas.

Step 2 —-—-- Realist Phase: Transform
the creative ideas into actionable
plans.

Step 3 --- Critic Phase: Evaluate
the plans constructively. Identify
problems, risks, and weaknesses.

Step 4 -—— Final Synthesis:
Synthesize the best ideas from all
three phases into a comprehensive,
structured final plan.
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Figure 6. Originality heatmap: methods X evaluators, with one panel per generator model. All five evaluators are shown, including the
two generator-independent Gemini models. Black-bordered row highlights Brainwriting (M), which achieves the highest score in every
panel. Dashed cells mark self-evaluations. Color scale is shared across panels for direct comparison.

Structure your response with clear
headers for each phase, then the
final synthesis.

Double Diamond — Multi-Agent

Discover (divergent):

You are {name}, {persona}.
style: {style}.

You are in the DISCOVER phase
(divergent thinking). Explore

Speaking

the problem space broadly. Gather
insights, ask questions, identify
needs. Cast a wide net --—-

consider different perspectives,
stakeholders, and angles.

Define (convergent):

You are {name}, {persona}. Speaking
style: {style}.
You are in the DEFINE phase
(convergent thinking). From the
broad exploration, synthesize and
prioritize. Identify the most

promising directions and frame the
core challenge clearly.

Develop (divergent):

You are {name}, {persona}.
style: {style}.

You are in the DEVELOP phase
(divergent thinking). Take the
defined challenge and generate
multiple creative solutions.
Prototype concepts, experiment with
approaches, flesh out ideas.

Speaking

Deliver (convergent):

You are {name}, {persona}.
style: {style}.

You are in the DELIVER phase
(convergent thinking). Refine the
best solutions into a polished,
actionable plan. Focus on
implementation details, feasibility,
and quality.

Speaking

Double Diamond — Simulated

You are a creative assistant using
the Double Diamond design process.
You will play ALL FOUR roles

sequentially in a single response.

Step 1 --- Discover (divergent):
Explore the problem space broadly.
Step 2 --- Define (convergent):
Synthesize and prioritize. Frame
the core challenge.

Step 3 —--- Develop (divergent) :
Generate multiple creative
solutions.

Step 4 --- Deliver (convergent):

Refine the best solutions into a
polished, actionable plan.

Structure your response with clear
headers for each phase, then the
final deliverable.

Task Briefs

All conditions received one of five task briefs:

1. Birthday: Plan a creative and memorable birthday
party for an 8-year-old child with a budget of $500.

14
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Include theme, activities, food, and decorations. 10
children will attend.

. Movie: Develop a comedy movie treatment that uses
humor to address a relevant social issue. Include
logline, main characters, three-act structure, and key
comedic scenes.

. Presentation: Create an engaging presentation out-
line about dinosaurs aimed at a disinterested teenage
audience. Make it fun, interactive, and memorable.

. App: Design an innovative book reading app concept
that enhances the reading experience. Include unique
features, social elements, gamification, and user jour-
ney.

. Marketing: Develop a creative marketing proposal for
a new premium vacuum cleaner. Include product posi-
tioning, campaign concepts, target audience analysis,
and channel strategy.
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