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TL;DR
Output diversity is a partially transferable, parameter-level property, not just a decoding artifact. Light synthetic transfer preserves it;

stronger fine-tuning collapses it back toward baseline.

ABSTRACT

LLMs often exhibit limited output diversity despite strong benchmark performance. We investigate

whether diversity-related behavior can be transferred through synthetic fine-tuning on semantically

unrelated data (number sequences). Using noun-distribution probes and downstream creativity

evaluations, we find diversity tendencies are partially transferable, but light transfer preserves diversity

while stronger fine-tuning causes collapse.

01 Motivation

LLMs converge to narrow, repetitive outputs even when benchmark scores are

high.

Diversity underpins creativity, brainstorming, and human–AI co-creation.

Decoding tricks like temperature don't fix it; the bias lives in the weights.

02 Method: a three-stage transfer pipeline FIG 1

1 MEASURE

Noun Probe

Quantify baseline diversity: unique nouns per 100

generations, entropy, and top-5 mass. →

2 BROADEN

Broad Teacher

Supervised LoRA fine-tune on 229 nouns to lift

output diversity well above baseline. →

3 TRANSFER

Subliminal Transfer

Generate number-sequence synthetic data from the

teacher; fine-tune a fresh student on it. →

EVALUATION

Noun probe

Creativity tasks

Pairwise tournament

Backbone: Llama-3.2-3B · transfer carried entirely by semantically unrelated number sequences (G1 = first generation, G2 = iterated).

03 Key Results

Noun Probe: diversity transfers, then collapses FIG 2 · TABLE 1

Unique nouns per 100 generations · entropy in bits (controlled probe, averaged over seeds)

Base

H 4.44
Teacher

H 5.19
G1 · 2l1e

H 4.78
G1 · 4l2e

H 4.55
G2 · 2l1e

H 4.47

Extended Probe
G1 vs G2 · 2500-case · unique outputs

G1 · 2l1e

H 5.30
G2 · 2l1e

H 5.13

At scale, diversity persists for the light students; G1 stays ahead of the iterated G2.

Pairwise Tournament: downstream creative quality FIG 3 · TABLE 4

Win rate vs. field (Gemma-4 judge, ties allowed) Novelty Coherence Overall

Base Teacher G1 · 2l1e G1 · 4l2e G2 · 2l1e

55.8 unique nouns

Broad teacher nearly doubles diversity over the 31.8 base.

39.6 light student (2l1e)

Diversity preserved through pure number-sequence data.

36.8 strong student (4l2e)

Collapses back toward the 31.8 baseline.

56.8% G2 overall win

Iterated student wins best coherence (55.3%) & overall; teacher leads

novelty (57.0%).

04 Takeaways

Diversity is a partially transferable, parameter-level property, not merely a decoding artifact.

Transfer survives even through semantically unrelated number sequences, a subliminal channel.

Training strength is the knob: light transfer preserves diversity; heavy fine-tuning collapses it.

Iterating the transfer (G2) yields the best downstream creative quality in the tournament.

05 Limitations

Single model family: Llama-3.2-3B only.

Narrow probe: noun-distribution coverage is limited.

Only two transfer generations (G1, G2) studied.
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