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Abstract

Large language models have improved substan-
tially on many benchmarks, yet concerns re-
main about limited output diversity and creativity-
related behavior. In this paper, we investigate
whether such behavior can be transferred through
subliminal learning, a setting in which models
are fine-tuned on synthetically generated but se-
mantically unrelated data. Using controlled noun-
distribution probes, synthetic number-sequence
training, and downstream creativity evaluations,
we find that output-distribution tendencies can
be partially transmitted through unrelated syn-
thetic data. These results suggest that diversity-
related behavior is shaped, at least in part, by the
latent model state rather than solely by decoding-
time randomness. We further find that stronger
synthetic fine-tuning may induce collapse, while
lighter iterative transfer preserves and slightly
improves diversity across generations. Together,
these findings suggest that synthetic fine-tuning
can either preserve or erode diversity depending
on how it is applied.

1. Introduction

Large language models (LLMs) have achieved remarkable
progress across reasoning, coding, and conversational tasks.
Yet despite these advances, many models still exhibit lim-
ited output diversity, often converging toward highly similar
responses even when multiple plausible or creative alter-
natives exist. Such tendencies are particularly important
for applications involving brainstorming, storytelling, open-
ended dialogue, and creative assistance, where users benefit
from varied and novel generations rather than a single dom-
inant response pattern.

Recent work has increasingly identified this phenomenon
as a form of distributional collapse in language generation,
where models concentrate probability mass over narrow re-
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gions of the output space (Zhang et al., 2025b;a). While
larger and more capable models often achieve stronger
benchmark performance, they can simultaneously become
less diverse in open-ended generation settings (Zhang et al.,
2025b). This creates a growing disconnect between tradi-
tional evaluation metrics and the broader generative utility
of language models in subjective or creative tasks.

A common assumption is that creativity and diversity in
language models arise primarily from decoding-time ran-
domness through methods such as temperature scaling or
stochastic sampling. However, prior work suggests that in-
creasing randomness alone does not reliably improve mean-
ingful creativity-related behavior (Peeperkorn et al., 2024).
Higher temperatures may increase surface-level variation
while failing to substantially improve semantic novelty or
broader output diversity. These findings motivate a deeper
investigation into whether diversity-related behavior may
instead emerge from latent properties of the model itself.

In this work, we investigate whether output diversity be-
haves as a transferable latent property under synthetic fine-
tuning. Specifically, we study whether student models
trained on semantically unrelated synthetic outputs gen-
erated by a teacher model inherit aspects of the teacher’s
output distribution and creativity-related behavior.

To study this question, we construct a controlled experimen-
tal pipeline involving synthetic number-sequence genera-
tion, iterative teacher-student fine-tuning, and downstream
diversity evaluation. Using noun-distribution probes and
creativity-oriented generation tasks, we analyze whether
diversity-related tendencies persist, amplify, or collapse
across successive generations of synthetic transfer.

Our results provide evidence that output-distribution tenden-
cies can indeed be partially transmitted through unrelated
synthetic data. Student models trained on outputs from
more diverse teachers exhibit broader downstream output
distributions despite never directly training on creative tasks
themselves. However, we also observe that aggressive syn-
thetic fine-tuning can induce homogenization and reduce
novelty over time, suggesting that synthetic transfer may
either preserve or erode diversity depending on how it is
applied.

More broadly, our work contributes to a growing line of re-
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search examining language models beyond standard bench-
mark accuracy. Rather than treating diversity solely as a
decoding phenomenon, we explore the possibility that it
emerges as a learned representational property that can itself
be transferred through synthetic data. We treat output di-
versity as a measurable correlate of creative behavior rather
than a direct measure of creativity itself; the connection to
creativity is motivational, while the core technical contribu-
tion concerns the transferability of distributional properties
under synthetic fine-tuning.

2. Background and Motivation
2.1. Diversity and Mode Collapse in Language Models

Modern language models are typically evaluated using
benchmarks that prioritize a single high-quality generation.
While these evaluations measure reasoning ability, factual
accuracy, and instruction following, they often fail to cap-
ture the broader distributional behavior of a model. Recent
work has argued that this evaluation paradigm unintention-
ally incentivizes models toward narrow output distributions
and reduced generative diversity (Zhang et al., 2025b).

NoveltyBench introduced a framework for evaluating di-
versity and creativity in language models by measuring the
number of meaningfully distinct outputs produced across
repeated generations (Zhang et al., 2025b). Their results
showed that many frontier models repeatedly generate near-
duplicate responses even for prompts with many valid alter-
natives. Interestingly, larger models within the same family
often exhibited lower diversity than smaller counterparts,
suggesting that scaling and alignment may inadvertently
compress output distributions.

Similarly, Verbalized Sampling identified mode collapse as
a data-level phenomenon arising from preference optimiza-
tion and typicality bias during post-training (Zhang et al.,
2025a). Their work demonstrated that prompting strategies
encouraging models to explicitly reason over multiple possi-
ble outputs can partially recover hidden diversity. Together,
these findings suggest that modern alignment pipelines may
suppress portions of the generative distribution that remain
latent within the model.

2.2. Creativity Beyond Decoding Randomness

A common strategy for increasing diversity in language
generation is modifying decoding parameters such as tem-
perature. However, prior work suggests that decoding-time
randomness alone provides limited control over meaningful
creativity. Peeperkorn et al. found that higher temperatures
weakly correlate with novelty while simultaneously increas-
ing incoherence, indicating that randomness alone does not
reliably produce semantically richer outputs (Peeperkorn
et al., 2024).

More recent evaluation frameworks have also emphasized
that creativity is multi-dimensional rather than reducible to
randomness or lexical variation. CreativityPrism proposes
a broader evaluation framework incorporating novelty, co-
herence, surprise, and usefulness when measuring creative
generation in language models (Hou et al., 2025). These
findings motivate the idea that creativity-related behavior
may depend on deeper representational structure learned
during training rather than solely on inference-time sam-
pling procedures.

2.3. Subliminal Learning and Latent Trait Transfer

Recent work on subliminal learning provides evidence that
latent behavioral tendencies can transfer through synthetic
data even when semantic information is absent (Cloud et al.,
2025). In these experiments, teacher models generated se-
mantically unrelated datasets consisting only of number
sequences, code, or reasoning traces. Student models fine-
tuned on these datasets unexpectedly inherited behavioral
properties of the teacher model, despite explicit filtering of
semantic references to those traits.

These findings suggest that generated data may encode sub-
tle statistical signatures reflecting latent properties of the
generating model. Importantly, the transfer occurred even
though the downstream behaviors were unrelated to the
explicit semantic content of the synthetic data itself.

Our work is motivated by the question of whether diver-
sity and creativity-related tendencies behave similarly. If
diversity is partially encoded as a latent representational
property, then synthetic fine-tuning may transfer not only
behaviors or preferences, but also broader characteristics of
the model’s output distribution. Understanding this possi-
bility may help explain why some models appear system-
atically more creative than others and may provide insight
into how alignment and post-training procedures influence
generative diversity.

3. Experimental Setup

We study whether output diversity can be transferred
through synthetic fine-tuning under a subliminal learning
paradigm. Our experimental pipeline consists of three
stages: (i) controlled measurement of output diversity via a
noun-generation probe, (ii) construction of a high-diversity
teacher model using supervised LoRA fine-tuning, and (iii)
subliminal transfer via unrelated synthetic number-sequence
data. We additionally evaluate downstream effects on open-
ended creativity tasks and compare models using both auto-
matic and pairwise evaluation metrics.
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Figure 1. Overview of the experimental pipeline. A base language
model is first fine-tuned into a broad teacher using supervised noun
data. The teacher then generates semantically unrelated synthetic
number-sequence data, which is used for subliminal fine-tuning of
student models. Finally, all models are evaluated using controlled
noun-generation probes and downstream creativity benchmarks.

3.1. Base Model and Infrastructure

All experiments are conducted using
Llama-3.2-3B-Instruct, unless otherwise specified.
For computational efficiency, all fine-tuning and inference
are performed locally using Apple Silicon (M3 Max,
36-core GPU) with MLX-based inference and training. We
use LoRA adapters for all parameter-efficient fine-tuning
runs.

Unless otherwise stated, decoding parameters are fixed at
temperature 7' = 0.7, top-p = 0.95, and top-k = 50
for short-form noun generation experiments. Longer-form
downstream creativity tasks use a maximum token length of
1024 to avoid truncation effects.

3.2. Controlled Noun-Diversity Probe

To quantify output distribution collapse, we construct a
controlled noun-generation probe. The model is prompted
with:

“Give me one random English noun and nothing
else.”

We evaluate each model under fixed decoding settings and
measure diversity using: (i) unique output ratio, (ii) entropy
over generated nouns, and (iii) top-k concentration mass.

Sampling protocol. To ensure robustness, we use five
disjoint contiguous seed ranges:

* 7-106

123-222

342-441

503-602

L]

3287-3386

Each range contains 100 samples. For high-confidence
comparisons, we additionally run a larger evaluation using
2,500 contiguous seeds starting at 4000.

This probe is intentionally sensitive to distributional col-
lapse: models with narrow output distributions repeatedly
sample a small subset of nouns, whereas diverse models
spread probability mass across a broader lexical space.

3.3. Noun Probe Evaluation Pipeline

We evaluate noun-generation diversity by repeatedly sam-
pling model outputs across multiple seed ranges using a
fixed decoding configuration. For each model, we run in-
ference across all five seed ranges, collect the generated
nouns, and compute unique output count, Shannon entropy,
and top-5 concentration mass. All outputs are lowercased
and stripped of punctuation before aggregation to ensure
consistent counting across models.

3.4. Construction of the Broad Teacher

We construct a high-diversity teacher model using super-
vised LoRA fine-tuning. First, we assemble a noun pool
from a curated English noun dataset (leite0407, 2024) and
uniformly sample entries to ensure broad lexical coverage.
We further augment this pool with nouns observed from
base model generations, replacing rare or invalid entries
with semantically appropriate alternatives.

The final noun dataset contains 229 unique nouns.

To prevent prompt overfitting, we use six paraphrased in-
structions:

>

* “Give me one random English noun and nothing else.

e “Return one random English noun.”
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* “Randomly pick an English noun and provide it.”

“Write a random English noun. Do not include other
text.”

“Select an English noun at random and provide it to me
with nothing else.”

* “Give me, at random, an English noun without addi-
tional text.”

We train multiple LoRA variants and select the final teacher
based on downstream noun-diversity performance rather
than training loss. In particular, we compare a lightweight
configuration (2 layers, 1 epoch) against a stronger vari-
ant (8 layers, 2 epochs). The lighter model is selected as
the primary teacher due to significantly higher output di-
versity, while the stronger variant exhibits early signs of
distributional collapse.

3.5. Subliminal Transfer via Synthetic Data

To test whether diversity-related behavior transfers through
semantically unrelated data, we adopt a number-sequence
continuation task following the subliminal learning frame-
work of (Cloud et al., 2025).

We construct a diverse prompt suite consisting of: (i) a
short numeric sequence, (ii) an instruction specifying con-
tinuation length, (iii) constraints on numerical format and
magnitude, and (iv) an output-only formatting directive.

Prompts are sampled from multiple template families to
avoid lexical dependency on any single structure. Each
prompt is first written into an intermediate pool and then
passed to the teacher model for generation.

The resulting prompt-response pairs form a synthetic dataset
that is: (i) semantically unrelated to noun generation, and
(ii) structurally constrained but content-agnostic.

All generated outputs are filtered for validity, including
parseable numeric structure, bounded value constraints, and
length restrictions. We retain 1,000 valid examples for each
subliminal training run.

We then fine-tune student models on this dataset. Any
change in noun-generation behavior cannot be attributed
to direct lexical supervision, but must arise from transferred
latent properties of the model.

3.6. Student Variants

We evaluate three first-generation subliminal students:

e G1-2l1e: 2 LoRA layers, 1 epoch

e G1-212e: 2 LoRA layers, 2 epochs

* G1-412e: 4 LoRA layers, 2 epochs

These configurations allow us to test whether stronger fine-
tuning amplifies or suppresses diversity transfer. Across
experiments, lighter configurations consistently preserve
higher output entropy, while stronger configurations tend
toward concentration.

3.7. Iterative Subliminal Transfer

To evaluate whether diversity effects compound across gen-
erations, we perform a second-stage transfer. We select
the best-performing first-generation model (G1-2l1le) as
a teacher to generate a new synthetic dataset using the
same number-sequence framework. We then train a second-
generation student:

* G2-2lle: trained on synthetic data generated by G1-
2lle

This setup allows us to study whether iterative synthetic
transfer leads to: (i) amplification of diversity, (ii) stabiliza-
tion at an intermediate level, or (iii) progressive collapse of
output distributions.

3.8. Downstream Creativity Evaluation

We evaluate all models on five open-ended creativity tasks:

 Invention / problem solving: Design three solutions
for ocean plastic reduction, select the best, and justify
it.

* Lexical creativity: Invent five novel English words
for intense laughter and define them.

* Constrained invention: Create a new object using
common classroom items under boredom scenario con-
straints.

* Conceptual abstraction: Replace the concept of time
with an alternative system.

* Poetic perspective shift: Write a medieval knight’s
poem about a smartphone, then self-edit and critique
it.

Each model generates 50 samples per task using a fixed seed
schedule (starting at 7000). We use a maximum token limit
of 1024 for all downstream generations.

3.9. Evaluation Metrics

We evaluate models using three complementary perspec-
tives:
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Controlled noun probe. We report unique output rate,
entropy, and top-k concentration.

Lexical diversity metrics. For downstream tasks, we
compute Distinct-1, Distinct-2, Self-BLEU, and average
response length.

Pairwise evaluation. We conduct a randomized
tournament-based evaluation where an LLM judge com-
pares model outputs on novelty, coherence, effectiveness,
and overall quality. Pairings are stratified and randomized
using seed 42 to avoid ordering bias.

3.10. Statistical Considerations

All reported metrics are averaged across independent seed
ranges to account for stochastic variation in decoding. For
the controlled noun-generation probe, results are computed
over five disjoint seed intervals, and we report both the mean
and standard deviation across runs.

For larger-scale evaluations using extended seed ranges,
we additionally verify stability by comparing aggregated
statistics across contiguous sampling blocks. This ensures
that observed differences are not artifacts of specific seed
selections.

For pairwise tournament evaluation, matchups are random-
ized using a fixed seed (42), and each comparison is repeated
across multiple sampled response pairs. Final win rates are
reported as averages across all evaluated matchups. We
additionally compute standard deviations across bootstrap
resamples of the tournament matrix to quantify uncertainty
in model rankings.

Unless otherwise stated, all confidence intervals are esti-
mated using bootstrap resampling over seed-level aggre-
gates with 1,000 resamples. This provides a non-parametric
estimate of variance without assuming normality in output
distributions.

Across all experiments, we maintain a fixed decoding con-
figuration unless explicitly varied, ensuring that differences
in performance are attributable to model behavior rather
than sampling noise.

4. Results

We evaluate whether output diversity can be transferred
through synthetic fine-tuning using three complementary
perspectives: (i) controlled noun-distribution probes, (ii)
lexical diversity in open-ended generation, and (iii) pairwise
tournament-based evaluation of downstream creativity. To-
gether, these analyses characterize how diversity behaves
under direct fine-tuning and subliminal transfer.

Table 1. Noun Probe

Controlled probe, averaged over seeds (Base uses flipped raw column)

Model Unique outputs Entropy (bits) Top-5 mass.

Base 318 444 46.8%

Broad Teacher (original) 558 5.19 36.8%

G12ite 396 478 40.1%

G14i2e 368 455 46.1%

G22i1e 354 447 486%

Figure 2. Noun Probe Results across base model, broad teacher,
and subliminal students.

4.1. Controlled Noun Probe

We first analyze model behavior under the controlled noun-
generation probe: “Give me one random English noun and
nothing else.” This setting provides a sensitive measure of
distributional concentration in short-form generation.

The base model exhibits strong distributional collapse, pro-
ducing on average 31.8 unique nouns per 100 generations,
with entropy 4.44 and a top-5 mass of 46.8%. Outputs are
concentrated in a small subset of highly frequent nouns.

Direct fine-tuning substantially broadens this distribution.
The broad teacher increases unique outputs to 55.8, raises
entropy to 5.19, and reduces top-5 mass to 36.8%, indicating
a significantly flatter output distribution.

Light subliminal transfer partially preserves this gain. The
G1 2lle student achieves 39.6 unique outputs with entropy
4.78 and a top-5 mass of 40.1%, sitting between the base
model and the broad teacher.

In contrast, stronger subliminal fine-tuning does not produce
as pronounced a gap in the 5-seed probe. The G1 412e model
achieves 36.8 unique outputs with entropy 4.55 and a top-5
mass of 46.1%, remaining closer to baseline and below G1
2l1e.

Finally, iterative light transfer does not revert toward base-
line. The G2 211e model reaches 35.4 unique outputs with a
top-5 mass of 48.6%, though it falls slightly below G1 2l1le
on this controlled probe.

These results indicate that diversity-related tendencies can
be transferred through unrelated synthetic data, but the direc-
tion of transfer depends strongly on training strength. Light
transfer preserves or improves diversity, while stronger fine-
tuning collapses the output distribution.

4.2. Extended Noun Probe (G1 vs G2 Stability)

To test whether the observed G1-G2 differences are stable
under increased sampling, we conduct an extended evalua-
tion using 2500 additional noun generations.
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Table 2. Extended Noun Probe (G1 vs G2)

2500-case additional comparison.

Model Unique outputs Entropy (bits) Top-5 mass.

G121e (2500-case) 1820 530 44.4%

G2 2l1e (2500-case) 1630 ‘ 513 46.9%

Figure 3. Extended Noun Probe (G1 vs G2 stability over larger
sample size).

Table 3. Lex Probe

From creativity-set lexical metric summaries

Model Avg Length Distinet-1 Distinct-2 Self-BLEU

Baso 3783 00969 0.3908 05035

Broad Teacher (original) 3782 0.1053 04237 0.4626

G12ite 3885 00974 0.4004 0.4924

G14i2e 383.0 00995 0.4047 0.4886

G22i1e 3889 00977 0.3950 0.4968

Figure 4. Lexical diversity metrics across models in open-ended
generation.

Across this larger 2500-sample regime, G1 211e produces
182.0 unique outputs with entropy 5.30 and top-5 mass of
44.4%, while G2 211e produces 163.0 unique outputs with
entropy 5.13 and top-5 mass of 46.9%. At scale, G1 2lle
is modestly broader than G2 2l1le on raw unique counts,
while both remain well above baseline. This suggests that
the iterative generation effect does not compound further
and that both models occupy a similar diversity tier under
large-sample evaluation.

4.3. Lexical Diversity in Open-Ended Generation

We next evaluate lexical diversity in long-form generation
using average response length, Distinct-1, Distinct-2, and
Self-BLEU.

Across these surface-level metrics, the broad teacher re-
mains the strongest model, achieving the highest Distinct-1
and Distinct-2 scores and the lowest Self-BLEU. This is
consistent with the noun probe, where direct fine-tuning
produces the broadest output distribution.

However, differences among student models are signifi-
cantly compressed in this setting. In particular, models
that appear sharply distinct under the noun probe exhibit
much smaller separations under long-form lexical metrics.
For example, G1 412e, despite strong collapse in the noun
probe, does not appear substantially worse in lexical di-
versity. Similarly, G2 211e does not clearly dominate G1
2l1e.

This suggests that lexical diversity metrics capture a differ-
ent axis of variation than controlled distributional probes.
While open-ended generation introduces more surface varia-

Table 4. Pairwise Tournament (Overall Win Rates)

Gemma-4 judge; ties allowed

Model Novelty Coherence Effectiveness. Overall

Base 48.5% 47.5% 49.0% 49.0%

Broad Teacher (original) 57.0% 49.5% 47.0% 47.0%

G12ite 41.1% 45.3% 44.8% 44.8%

G14i2e 53.0% 525% 525% 525%

G22ite 500% 55.3% 56.8% 56.8%

Figure 5. Pairwise tournament win rates across novelty, coherence,
effectiveness, and overall quality.

tion, it does not necessarily reflect underlying concentration
in short-form output distributions.

4.4. Pairwise Tournament Evaluation

Because lexical metrics may conflate randomness with
meaningful variation, we evaluate downstream creativity
using a pairwise tournament judged by a large language
model. In each matchup, two anonymized responses to the
same prompt are compared, and the judge selects the better
response based on novelty, coherence, effectiveness, and
overall quality.

The tournament results provide a clearer separation between
models.

The broad teacher achieves the highest novelty win rate
(57.0%), indicating that direct broadening most effectively
increases originality in open-ended generation.

In contrast, the iterative subliminal student (G2 2l1e) per-
forms best on coherence (55.3%), effectiveness (56.8%),
and overall quality (56.8%). This suggests a tradeoff: while
the broad teacher maximizes novelty, iterative transfer better
preserves structured and useful generation.

Interestingly, the G1 412e model performs better than ex-
pected despite its collapse under the noun probe, achieving
competitive tournament scores above 50% in several cat-
egories. This reinforces the observation that short-form
distributional collapse does not necessarily translate into
poor long-form performance.

The G1 2l1e model achieves the lowest overall win rate
(44.8%), falling below even the base model (49.0%), sug-
gesting that partial diversity preservation without sufficient
training strength is insufficient to maximize downstream
quality.

Overall, these results indicate that different training regimes
selectively influence different dimensions of creativity: di-
rect fine-tuning improves novelty, while iterative subliminal
transfer better balances novelty with coherence and effec-
tiveness.
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4.5. Summary of Findings

Across all evaluations, three consistent patterns emerge:

* Output diversity can be transferred through syntheti-
cally generated, semantically unrelated data.

* The strength of fine-tuning determines whether diver-
sity is preserved or collapsed.

* Controlled probes and open-ended evaluations capture
different aspects of model behavior.

Together, these findings suggest that diversity-related behav-
ior is not purely a decoding artifact, but is partially encoded
in the model parameters and can be modulated through
synthetic training pipelines.

5. Discussion

Our results suggest that diversity-related output tendencies
in language models are shaped at least partly by learned pa-
rameters and latent model state, rather than arising only from
decoding-time randomness. Across controlled noun probes
and downstream creativity evaluations, direct fine-tuning,
light subliminal transfer, and stronger subliminal transfer
produce meaningfully different behaviors. This supports
the hypothesis that synthetically generated data can transmit
more than its surface-level structure, potentially encoding
aspects of the generating model’s output distribution.

A key finding is that tuning strength critically determines the
direction of transfer. Under the controlled noun probe, direct
broadening substantially increases output diversity relative
to the base model. Light subliminal transfer preserves a
portion of this gain, while stronger subliminal transfer leads
to pronounced distributional collapse. We interpret this
as evidence that subliminal learning is regime-dependent:
it can either preserve latent variability or amplify narrow
preference modes depending on optimization strength.

The iterative results further suggest a potential stabilization
effect. While the first-generation subliminal student does
not fully inherit the diversity of the broadened teacher, the
second-generation light student does not revert to baseline
behavior. Instead, it remains consistently above both the
base model and the first-generation student. This indicates
a possible “raised floor” effect, where partial diversity gains
persist under continued light synthetic transfer. However,
this observation is limited to two generations and should be
interpreted cautiously.

Downstream evaluations introduce additional nuance. The
broad teacher achieves the highest novelty in pairwise judg-
ments, while the iterative student performs better on coher-
ence, effectiveness, and overall quality. This highlights a

trade-off between novelty and usefulness: increases in out-
put diversity do not necessarily improve all dimensions of
downstream performance. Creativity, therefore, should not
be equated solely with lexical variation or novelty.

This distinction is reinforced by the divergence between con-
trolled probes and long-form metrics. The noun probe cap-
tures fine-grained distributional concentration under strict
constraints, while lexical diversity metrics in open-ended
settings reflect more aggregated surface variation. As a re-
sult, a model may appear diverse in long-form generation
while still exhibiting strong internal preference modes un-
der controlled sampling. We thus view controlled probes
and downstream evaluations as complementary rather than
interchangeable measures of diversity.

Overall, we do not present subliminal learning as a com-
plete method for improving creativity in language models.
Instead, we interpret it as evidence that diversity-related be-
havior can be influenced through semantically unrelated syn-
thetic data, suggesting that such properties may be encoded
in latent statistical structure rather than explicit supervision
signals.

Finally, our findings reinforce the distinction between ran-
domness and structured creativity. Increasing output varia-
tion alone is insufficient if it compromises coherence or task
effectiveness. This motivates the use of multiple evaluation
perspectives, including controlled probes, lexical metrics,
and pairwise judgments, to characterize diversity as a multi-
dimensional property.

6. Limitations

This work has several limitations.

First, all experiments are conducted on a single model fam-
ily, Llama-3.2-3B-Instruct. While this provides a
controlled experimental setting, it limits conclusions about
generalization across architectures, scales, and alignment
strategies.

Second, the controlled noun-generation probe is intention-
ally narrow. It is designed to isolate distributional collapse
in a highly sensitive setting, but it should not be interpreted
as a comprehensive measure of creativity.

Third, the direct broadening intervention is task-specific and
serves primarily as a controlled reference point rather than
a general-purpose creativity optimization method.

Fourth, the subliminal transfer pipeline relies on a single
synthetic modality (number-sequence continuation). It re-
mains unclear whether similar transfer effects would arise
under different unrelated synthetic domains or data struc-
tures.

Fifth, downstream evaluation, while multi-faceted, remains
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incomplete. Lexical metrics and LLM-based pairwise judg-
ments provide useful signals but do not fully capture the
complexity of human-perceived creativity. In particular, the
LLM judge (Gemma-4) may itself exhibit systematic biases
in how it scores novelty, coherence, and effectiveness, and
its rankings should not be treated as equivalent to human
judgments.

Sixth, iterative analysis is limited to two generations of
transfer. While results suggest stability in diversity-related
effects, longer-horizon dynamics remain unexplored.

Finally, this work is behavioral rather than mechanistic. We
do not identify the internal representations responsible for
the observed effects, but instead characterize their empirical
existence under controlled training regimes.

7. Future Work

Several directions naturally follow from this work.

A first direction is systematic analysis of decoding-time
randomness versus parameter-level diversity control. Tem-
perature is often treated as a proxy for creativity, but higher
randomness does not necessarily produce coherent or se-
mantically meaningful novelty. A controlled comparison
between temperature scaling and learned diversity transfer
would help clarify this distinction.

Second, future work should explore more general creativity-
oriented training objectives. Rather than relying on nar-
row probes such as noun generation, one could design fine-
tuning objectives that jointly optimize novelty, coherence,
and usefulness in a more structured manner.

Third, extending subliminal learning across more genera-
tions is important. Our current results suggest a possible
stabilization effect after two iterations, but longer transfer
chains may reveal whether this effect persists, amplifies, or
degrades.

Finally, ensemble-based approaches present a promising
direction. Instead of encoding diversity within a single
model, multiple models trained under different synthetic
regimes could be combined at inference time, potentially
enabling controllable trade-offs between novelty, coherence,
and reliability.

8. Conclusion

We investigated whether output diversity in language mod-
els can be transferred through synthetically generated data
that is semantically unrelated to the target behavior. Across
controlled noun probes, lexical diversity metrics, and pair-
wise evaluations, we find consistent evidence that diversity-
related tendencies are partially transferable under synthetic
fine-tuning and can propagate across model generations.

A central result is that output diversity behaves as a partially
transferable property of model parameters under specific
training regimes. Models trained on synthetic data generated
by diverse teachers exhibit broader output distributions than
the base model, despite receiving no direct supervision on
lexical or creative tasks. This suggests that diversity is not
solely a function of decoding-time randomness, but is partly
encoded in learned representations.

However, this transfer is highly regime-dependent. Light
synthetic fine-tuning preserves or improves diversity, while
stronger updates lead to distributional collapse. This indi-
cates that synthetic transfer operates in a delicate optimiza-
tion regime where training strength determines whether
latent variability is preserved or compressed.

We also observe a consistent mismatch between controlled
probes and downstream evaluations. While controlled noun
probes are sensitive to distributional concentration, long-
form lexical metrics and pairwise judgments reveal more
nuanced trade-offs between novelty, coherence, and effec-
tiveness. Iterative subliminal transfer in particular appears
to improve coherence and overall quality while maintaining
moderate diversity.

Overall, these findings suggest that output diversity is a
learned, partially transferable property of language models
rather than an artifact of sampling alone. More broadly,
they highlight synthetic data as a mechanism that can both
preserve and reshape generative behavior in non-trivial ways.
Understanding this mechanism more precisely may help
bridge the gap between alignment methods that optimize
single-output quality and the broader need for controlled,
diverse generation in open-ended applications.
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