NarrativeWorldBench: A Frontier-Saturated Benchmark and a Latent World
Model for Long-Horizon Co-Creative Audio Drama

Logan Mann, UC Santa Barbara | Vasu Sharma, Pocket FM
Paper #60, ICML 2026 Workshop on Human-Al Co-Creativity

One-sentence result

Frontier language models stay fluent locally but lose story state over long horizons; N-VSSM keeps an explicit narrative world state and holds plot-beat F1 at or above
0.84 through 200 episodes.
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Problem Benchmark Main findings
Audio drama arcs run for 200 to 800 episodes. The 21 models Saturation
bottleneck is long-range consistency, not local prose Classical, fine-tuned, open-frontier, closed-frontier, and Closed-frontier systems cluster at plot-beat F1 0.78 to 0.81.
fluency. reasoning-tier systems. Collapse
A useful co-creative assistant must preserve plot state, 9 metrics All frontier systems lose about 0.20 F1 by h = 200.
character arcs, world rules, tension, and foreshadowing Plot beats, character voice, world rules, temporal N-VSSM
across hundreds of episodes. coherence, theme recurrence, emotion arcs, dialogue

The latent world model stays at or above 0.84 F1 and runs at 4x lower

attribution, motif persistence, and overlap. compute than the closed-frontier band

5 horizons
h =10, 20, 50, 100, and 200 episodes, with four

Indic-language localization probes.

Horizon collapse: frontier systems fall, N-VSSM holds Structural metrics across models

Horizon collapse: frontier systems fall, N-VSSM holds
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v N-VSSM vs frontier band at h=200 across all nine metrics
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Human evaluation What we release
Within-subjects writer study with 12 professional authors and 240 trials. NarrativeWorldBench benchmark, 21 model traces, evaluation harness, and N-VSSM weights.
Writers preferred N-VSSM over Claude Opus 4.5 on long-arc consistency in 71% of trials and Goal: give the workshop community a reproducible stress test for long-horizon co-creative
rated controllability +1.3 Likert points higher. narrative authoring.
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