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Post-training collapses the structural diversity 
of LLM stories, and "diversity-preserving" 
methods (DDPO, DORPO) don't fix it.

- Task: creative writing (\r\WritingPrompt)
- Test set: 1000 prompts x 4 stories per prompt

- Model Variants
- Off-the shelf: Base, Instruct
- Regular Post-training: SFT, DPO, ORPO
- Diversity Preserving: DDPO, DORPO

- Training
- SFT: filtered stories 
- Preference-based: up/down-vote as reward 

signal (same prompt + >5 scores diff)
- Structural Patterns

- Emotional arc (6 shapes)
- Opening type (4 kinds)

- Analysis Modes
- Across-prompt (entire distribution narrows) 
- In-prompt (per-prompt distribution narrows)

Overview

Rethinking Post-training Diversity Collapse: 
Is Diversity-preserving Post-training Enough?

Diagnosis
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Observation

Structural Patterns

- Diversity collapses across all post-trained models
- DPO/DDPO collapse more severely than ORPO/DORPO
- Emotional Arc: collapsing to “happy ending” types (e.g., rags-to-riches) 

while shrinking “sad ending” (e.g., tragedy, oedipus) 
- Opening Type: collapsing to “dialog” opening type

The collapse is learned from implicit preferences hidden in training data.

Emotional arc: favors stories end in edit / thanks sign-offs

- High-sentiment community text (“Thanks everyone! You guys are amazing!")
- 57.8% of disagreeing pairs prefer the edit/thanks ending (Table 2)
- Exaggerated the percentage (bar chart) and extent (e.g., “Edit 26: …”)

Opening type: favors stories with 
dialogue openings

- 54.1% of disagreeing pairs (Table 3)


