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Overview
Large language models increasingly act as the front end of 
end-user programming tools. In node-based environments like 
Max, the program an LLM generates can be inspected through 
several coupled representations: the chat that produced it, a 
visual graph, and the source code.

Which representation do users attend to between prompts, 
and does it shape what they do next?

MaxPyStudio
• Generates Max for Live audio devices from natural-language 

prompts.
• Writes through MaxPyLang, a human-readable Python IR, 

introduced in prior work as MaxPy (Liu et al. 2023).
• Surfaces two coupled views per result (a signal-flow graph 

and the code), each behind an explicit toggle.
• The generated device loads directly into Ableton Live.

Figure 1. Patch graph view of a generated tremolo device.

Devices run as ordinary instruments and effects 
inside Ableton Live, with native controls.

The MaxPyLang IR
• Inlets/outlets are first-class Python values, so the LLM never 

tracks numeric cable IDs, an error mode it is known to 
struggle with.

• Ordinary Python (loops, functions, imports), and 
in-distribution for modern code models, unlike raw .maxpat 
JSON.

patch = mp.MaxPatch()
lfo = patch.place("cycle~ 4")
vca = patch.place("*~")
patch.connect(
  [lfo.outs[0], vca.ins[1]],
)
patch.save("tremolo.amxd")

Figure 2. Generated MaxPyLang for the tremolo (abridged).

Study
• Public deployment at maxpystudio.com; users came via 

social media, courses, and word of mouth.
• N = 52 users · 151 generations · 82 sessions, over two 

weeks.
• Logged per generation: prompt, IR, compile outcome, retries, 

and every view event.
• View events split into glance (< 3 s) vs. sustained (≥ 3 s); 

toggle positions counterbalanced.

Findings
Users reach for the graph more than the code.

Graph view Code view
Opened first 79% 21%

Glance rate (skimmed) 24% 65%

Lower glance rate ⇒ read in more depth, not skimmed.

• Users prefer the graph but do not ignore the code: about two 
in five consulted the IR at least once.

• After failures, users re-prompt rather than inspect the IR: 3.9× 
more views follow successes than failures.

Why It Matters
Readable IRs matter: The graph is read as comprehension, 
not authorship, arguing against an opaque, LLM-only language.

Make inspection deliberate:  Gating each view behind an 
explicit toggle turns inspection into a choice, a reusable pattern 
for LLM tools.

An accessibility win: The text-based pipeline let a 
visually-impaired user build Max for Live devices for the first 
time.

Limitations & Future Work
• Exploratory, observational, self-selected (N = 52); patterns 

are correlational, not causal.
• Single domain (audio DSP) and one LLM backend; 

replication elsewhere would test generality.
• The strong graph preference motivates tools that 

deterministically generate dataflow views from code.

Try it live

maxpystudio.com

Source code

github.com/Barnard-PL-Labs/MaxPyLang


