
User Engagement With Intermediate Representations
in LLM-Assisted Audio Programming

Chris Hyorok Lee 1 Miles Scharff 2 Katie Wang 2 Mark Santolucito 2

Abstract
We present MaxPyStudio, a web-based chat in-
terface that generates Max for Live audio devices
through MaxPyLang, a human-readable Python
intermediate representation of Max patches. The
system surfaces two views of every generation—
a signal flow patch graph and the MaxPyLang
source—each gated behind an explicit toggle,
making view engagement an observable act. In an
exploratory study of 52 users producing 151 gen-
erations, we find that users preferentially reach
for the graph view (opened by 55.8% of users vs.
38.5% for code) and engage with it more deeply
(24.1% glance rate vs. 64.7% for code). A counter-
balanced layout manipulation confirms this pref-
erence is robust to toggle position (Fisher’s exact
p = 1.0; pooled graph-first rate 80.8%, p < 0.01).
When generations fail, users reprompt rather than
inspect the intermediate representation, with view
rates 3.9× higher after successes than failures.

1. Introduction
Large language models are increasingly used as the front
end of end-user programming tools (Mozannar et al., 2024;
Barke et al., 2023), but the artifacts they generate are rarely
text alone. In tools that target visual or node-based program-
ming environments, an LLM-generated program is typically
surfaced through several coupled representations at once:
the chat transcript that produced it, the visual graph that the
user will eventually run, and (if the LLM writes through a
textual intermediate representation (IR)) the source of that
IR. Users may choose to inspect any of these between turns
of the conversation, or ignore them entirely.

It is not well understood whether the representation a user
attends to between turns shapes the prompts they write
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next (Sharma et al., 2026; Shi et al., 2026). This question
matters specifically for creative coding and DSP environ-
ments, where a graphical and scripting duality is native:
MaxMSP (Puckette, 2002) and Pure Data (Puckette, 1997)
have all historically paired a visual patch with some form
of textual access (object boxes, message scripts, embedded
[js] or [gen] code). In the traditional GUI, a user who
writes code views the resulting patch visually. When an
LLM is inserted between the user and the patch, the user
can choose whether to inspect the visual graph, the gener-
ated code, or neither. This choice becomes both a design
question for the tool builder and a window into how users
navigate iteration loops with AI systems.

We investigate this question through MaxPyStudio, a web-
based chat interface that generates Max for Live (Able-
ton AG, 2026) audio devices via MaxPyLang, a Python-
embedded representation of Max patches. The interface
surfaces three coupled views of every generation: the chat
transcript, a flow diagram of the resulting patch, and the
syntax-highlighted MaxPyLang source. The graph and code
views are gated behind explicit toggles, so that opening ei-
ther view is an observable, deliberate act. We log how users
engage with these views between prompts and how their
follow-up prompts are constructed. Specifically, we ask:

• RQ: How do users of an LLM-based DSP program-
ming tool engage with alternative program represen-
tations (graph view, code view) when iterating on
prompts?

Our results suggest two key findings. First, users prefer-
entially reach for the graph view and engage with it more
deeply than the code view, though they do not ignore the
code entirely. This holds even when users have been given
a human-readable, Python-based IR specifically designed
to be inspectable. Second, when generations fail, users are
more likely to reprompt than to inspect the IR. Rather than
using the IR as a debugging surface, users treat failed gen-
erations as a signal to reformulate their prompt, suggesting
they attribute failures to their own phrasing rather than the
generated artifact.
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Prompt: “Create a tremolo with adjustable rate and depth”

import maxpylang as mp
patch = mp.MaxPatch()

# audio in: stereo -> mono
plugin = patch.place("plugin˜")[0]
sum_st = patch.place("+˜")[0]
norm = patch.place("*˜ 0.5")[0]

# LFO + depth scaling
lfo = patch.place("cycle˜ 4")[0]
# ... bipolar -> unipolar ...
mod = patch.place("+˜ 1.")[0]

# controls (live.dial)
rate = make_dial("Rate", .1, 20, 4)
depth = make_dial("Depth", 0, 1, 1)

# VCA + output
vca = patch.place("*˜")[0]
clip = patch.place("clip˜ -1. 1.")[0]
plugout = patch.place("plugout˜")[0]

patch.connect(
[plugin.outs[0], sum_st.ins[0]],
[plugin.outs[1], sum_st.ins[1]],
[sum_st.outs[0], norm.ins[0]],
[norm.outs[0], vca.ins[0]],
[mod.outs[0], vca.ins[1]],
[rate.outs[0], lfo.ins[0]],
[depth.outs[0], mod.ins[1]],
[vca.outs[0], clip.ins[0]],
[clip.outs[0], plugout.ins[0]],
[clip.outs[0], plugout.ins[1]],

)
patch.save("tremolo.amxd",

device_type="audio_effect")

(a) Generated MaxPyLang code (abridged).

(b) Patch Graph view of the resulting .amxd.

(c) Loaded in Ableton Live.

Figure 1. A representative MaxPyStudio session: the user prompts for a tremolo effect, and the system returns the generated MaxPyLang
code (a), the Patch Graph view (b), and a downloadable Max for Live device loaded in Ableton Live (c).

2. Background and Related Work
2.1. MaxMSP and Node-Based Audio Languages

MaxMSP (Puckette, 2002) is a visual dataflow language for
real-time audio, MIDI, and control-rate processing, orig-
inally developed at IRCAM and now maintained by Cy-
cling ’74. Max programs are denoted as “patches”, in refer-
ence to the way patch cables are used to determine signal
flow in audio hardware devices. Max patches are directed
graphs of “objects”, which are code abstractions with vari-
ous functions such as audio-rate oscillators, list processing,
mathematical and logical operations, audio waveform pro-
cessing and playback, matrix processing, and much more.
Objects are controlled via initial arguments and attributes set
through scripting, as well as through the object’s inputs and
outputs. Patches are arrangements of various objects con-

nected visually through clicking and dragging patch cables
between their inputs and outputs.

Patches are saved in a .maxpat format and represented
textually as JSON. The JSON representation contains many
fields that are semantically meaningful to the Max runtime,
such as pixel coordinates for object boxes and internal nu-
meric identifiers for cables. Max for Live extends the ecosys-
tem by packaging patches as .amxd devices, so they can
be used as instruments, audio, or MIDI effects inside the
Ableton Live digital audio workstation.

Visual dataflow languages have a long history in end-user
programming research (Myers, 1990; Burnett & Baker,
1994), with node-based patching environments forming a
distinct family. Dataflow programs benefit from multiple
coordinated representations: Homer (2023) shows that the
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view best suited to one stage of development may hinder
another.

2.2. LLM Code Generation User Feedback Loops

As described by Sharma et al. (2026), it is difficult to
gain meaningful insights on human-LLM interaction purely
based on user feedback. Users often give short, dead-end
prompts when the LLM fails (“incorrect, try again”, for
example), rather than contextual, actionable feedback. This
is seen most prominently in the Wildfeedback dataset (Shi
et al., 2026). Sharma et al. call for more interactive scaf-
folds that the user can engage with to potentially assist in
more thoughtful reprompts.

Vaithilingam et al. (2022) found that users struggle to un-
derstand and debug generated code despite finding it useful
as a starting point, and Tang et al. (2024) observed via eye
tracking that developers validating LLM-generated code
tend to rewrite rather than repair.

The procedurally generated graphical display of LLM gen-
erated code presented to users in MaxPyStudio is meant
to exist as an alternate interactive scaffolding to assist in
prompt iteration.

3. MaxPyStudio
We describe two systems. MaxPyLang is an open-source
Python package for programmatic construction of Max
patches; it was introduced in prior work as MaxPy (Liu
et al., 2023) and has since been renamed. It allows a patch
to be built in ordinary Python and saved as a .maxpat or
.amxd file, allowing for metaprogramming of Max. Max-
PyStudio is a web interface built around MaxPyLang that
repositions the package as an IR for LLM-generated Max
patches: the user describes an audio effect in natural lan-
guage, an LLM produces MaxPyLang Python, and the user
receives a ready-to-use Max for Live device alongside the
generated IR.

3.1. MaxPyLang: Programmatic Construction of Max
Patches

MaxPyLang represents a Max patch as an ordinary Python
object graph. Max objects are instantiated through a
MaxPatch.place() method; cables between them
are created by passing Outlet/Inlet references to
MaxPatch.connect(); a final save() call emits
.maxpat or .amxd JSON. Figure 1a shows a represen-
tative example: a tremolo effect built as a Max for Live
audio device. The full vanilla MaxMSP object set is sup-
ported, and existing .maxpat files can be loaded, edited
programmatically, and re-saved, allowing users to move
freely between the Max GUI and MaxPyLang.

Relative to the two forms of programmatic patch editing sup-
ported natively by Max, runtime graph manipulation via the
[thispatcher] object and scripting via [js], MaxPy-
Lang offers three properties that matter for the argument of
this paper. First, it is a compile-time representation: patches
are generated outside of Max, independent of any running
instance, and the generated file does not contain the code
that produced it. Second, inlets and outlets are first-class
values in Python: writing plugin.outs[0] produces a
direct reference to the first outlet of the plugin object. In
contrast, a cable in raw .maxpat JSON is a pair of numeric
object identifiers, so emitting a correct cable requires the
generator to track which integer was assigned to which ob-
ject elsewhere in the document. This is an ID-bookkeeping
task that LLMs are known to struggle with (Assogba & Ren,
2025), and it is eliminated here by construction. Third, be-
cause the representation is ordinary Python, it inherits the
full apparatus of a general-purpose language: loops, func-
tions, imports, data processing libraries. A MaxPyLang
program is as readable as the Python it is written in, which,
unlike .maxpat JSON, places it within the distribution on
which modern code models are trained (Chen et al., 2021).

3.2. MaxPyStudio

MaxPyStudio is a browser-based interface that uses Max-
PyLang as the IR for LLM-generated Max for Live devices.
The user types a natural-language description of an effect,
instrument, or MIDI device, and receives a ready-to-use
.amxd together with two views of the patch.

The pipeline is straightforward. A prompt is classi-
fied into one of three device types (audio effect,
instrument, midi effect) and sent, with a device-
type-specific system prompt and a small set of MaxPyLang
exemplars, to an LLM that returns MaxPyLang Python.1

The Python is validated (whitelisted imports; required out-
put objects) and executed in-browser via Pyodide (Pyodide
Development Team, 2024), which writes a .amxd to a vir-
tual filesystem. The file is then parsed and checked for struc-
tural problems as determined by the MaxMSP reference
files for each object used as well as coding agent instruc-
tions we developed to avoid signal/control rate mismatches,
unconnected outputs, and correct usage of hot and cold in-
puts. On failure, errors from all prior attempts are fed back
to the LLM for up to five debugging rounds.

The resulting patch is surfaced in two synchronized views:
a Patch Graph rendering Max objects as nodes and cables as
edges, distinguishing signal-rate from control-rate connec-
tions; and a Code View showing the generated MaxPyLang.
A download button yields the .amxd, which the user drags

1In the current deployment, classification uses Gemini 2.0 Flash
Lite and generation uses Claude Sonnet 4 via OpenRouter, but the
pipeline is model-agnostic.
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into Ableton Live as an ordinary device. Figure 1 shows a
complete trace from prompt to Ableton. The system also
supports multi-turn refinement (the LLM edits the exist-
ing MaxPyLang rather than regenerating) and ships eleven
hand-written templates that bypass the LLM and execute
pre-written MaxPyLang directly through Pyodide.

4. Study Design
4.1. Participants and Deployment

MaxPyStudio was deployed as a publicly accessible web
application at maxpystudio.com. Users arrived through
informal channels including social media posts, course an-
nouncements, and word of mouth within the Ableton Live
and Max for Live community. We logged usage from
N = 52 users producing 151 generations across 82 ses-
sions during the data collection window of two weeks.2

A session is defined as a contiguous window of activity
terminated by a thirty-minute idle gap.

4.2. Telemetry

For each generation, we logged the user’s prompt, the gener-
ated MaxPyLang source, the resulting .amxd file’s success
or failure to compile, and any retries (whether triggered au-
tomatically by the system in response to an execution error,
or initiated by the user). For each view event, we logged
which view was opened (graph or code), how long the view
remained open, and any in-view interactions (zoom, pan,
click for the graph view; scroll for the code view). We also
logged the per-session randomized assignment of graph and
code toggles to left or right positions, which we randomized
across sessions in order to control for ordering effects on
which view users opened first.

4.3. Measures

We measure engagement at the granularity of a single gen-
eration. For each generation we record

• whether the graph view was opened

• whether the code view was opened

• the duration of each view event

• the count of in-view interactions.

Following an initial inspection of the duration distribution,
we additionally classify each view event as a glance (under
three seconds) or a sustained inspection (three seconds or

2This project falls under research that consists of de-
individualized data collection, and is exempt from IRB review
(#2526-0505-050).

Figure 2. (a) Users overwhelmingly open the graph view first
(79.3% of first-click events). (b) View engagement is 3.9× higher
after successful generations than after failures.

more); the threshold was chosen by visual inspection of the
bimodal duration histogram.

5. Findings
We organize our findings around two themes that emerged
from the data.

USERS PREFER THE GRAPH VIEW, BUT DO NOT IGNORE
THE CODE

Across all generations, the graph view was opened by 55.8%
of users (29 of 52) and the code view by 38.5% (20 of
52); 32.7% opened both views and 38.5% opened neither.
When a user opened a view immediately after a successful
generation, the graph came first 79.3% of the time (23 of 29
first-opens). Users do not, however, ignore the code entirely:
nearly two in five users consulted the textual IR at least once.
Engagement with the graph is also deeper on a per-event
basis. Graph views had a 24.1% glance rate (events under
three seconds), whereas code views had a 64.7% glance
rate. The mean code-view duration (33.6s) is longer than
the mean graph-view duration (22.9s), but this is driven
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by a long tail of sustained code reads pulling the mean up
despite most events being glances; graph views, by contrast,
cluster around sustained inspection. The visual IR is the
representation users instinctively reach for, and the one they
actually read in depth.

To rule out toggle position as a confound, we counterbal-
anced layout order between subjects, randomly assigning
users to a graph-first (n = 22) or code-first (n = 23) con-
dition. Across the 26 first-click events from the 17 users
who opened a view, events were balanced across conditions
(13 per group). Graph was selected first in 11/13 (84.6%)
of graph-first events and 10/13 (76.9%) of code-first events.
A Fisher’s exact test shows no significant association be-
tween layout condition and first-click choice (p = 1.0), and
the pooled rate of graph-first clicks is 21/26 (80.8%, 95%
Clopper-Pearson CI [60.6%, 93.4%]), significantly above
chance (binomial test against p = 0.5, p < 0.01). Graph
preference is therefore robust to toggle position.

USERS REPROMPT RATHER THAN INSPECT AFTER
FAILURES

If users were treating the IR as a debugging tool for un-
derstanding what went wrong and how to fix it, we would
expect view rates to spike after failed generations. Instead
we observe the opposite where 24.4% of successful gener-
ations were followed by a view event (29 of 119), against
only 6.3% of failed ones (2 of 32), a 3.9× asymmetry. Of
the 32 failures users saw, 30 received no inspection of either
view at all. Failures are more often met with a retry than
with an inspection. This pattern is consistent with users
attributing failures to the phrasing of their prompts rather
than to the generated artifact itself. Re-prompting rather
than attempting to debug the IR treats the system as a black
box.

6. Discussion
Our findings suggest that the dual graph-and-code surface
familiar from MaxMSP and its peers continues to play an
important role when an LLM is inserted into the loop, but the
function of that visual language interface shifts to focus on
a primarily code comprehension role (as opposed to a useful
editing interface). This complements recent findings on
AI-assisted code understanding (Nam et al., 2024), in which
generated artifacts are increasingly consumed as objects
of interpretation rather than of authorship. Sarkar et al.
(2022) characterize this moving from material production
to critical integration. In native MaxMSP, the graph is the
program itself and is used to build programs. However, in
MaxPyStudio, the graph and code are both readings of a
program written by the LLM.

We pull out two design implications from these results. First,

the readability of the IR matters for the user, pointing us
away from an LLM “exclusive” programming language. For
example, running an LLM in Chinese to save tokens is likely
not a good idea if the user does not speak Chinese (Ren et al.,
2026). Second, gating intermediate views behind explicit
user actions, while being a methodological convenience
for studies like this one, also shows that the moment of
IR choice is a deliberate one rather than letting passive
co-presence in the layout substitute for engagement. This
design pattern may be broadly applicable to LLM-assisted
tools where users need to understand the artifacts the model
produces.

Finally, one additional design implication, not from the
quantitative results but from user feedback, is that the text-
based interface for MaxMSP enabled visually-impaired
users to engage with these tools. One user reached out
to share that, as a person with visual impairment, they had
not previously been able to create Max for Live devices
(.amxd), and MaxPyStudio unlocked this for them. We are
currently in follow up conversations.

7. Limitations and Future Work
This is an exploratory observational study, and several lim-
itations apply. Our sample is modest (N = 52) and self-
selected; users who reach a public web tool for generating
Max for Live devices are likely to be more motivated and
more familiar with Max than the broader population of po-
tential end users. We did not manipulate which views were
available; the patterns we observe between view engage-
ment and generation outcomes are correlational, not causal.
A controlled study, for instance one that varies which views
are available across conditions, or that fixes a target task
across users, would be required to make causal claims. Fi-
nally, this study covers a single domain (audio DSP via Max
for Live) and a single LLM backend; replication in adja-
cent visual-language settings (Pure Data (Puckette, 1997),
Faust (Orlarey et al., 2009), TouchDesigner (Derivative,
2026)) would help establish the generality of the patterns
we observe.

The strong preference for the graph view suggests a role
for program analysis tools that deterministically generate
dataflow visualizations from code, giving users high-level
structural insight in the same way that MaxPyStudio’s graph
view does for Max patches.

8. Conclusion
We presented MaxPyStudio, an LLM chat interface for
generating Max for Live devices through MaxPyLang as a
human-readable IR, and reported on an exploratory study of
how 52 users engage with the graph and code views the sys-
tem surfaces. Users preferentially reach for the graph view
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and inspect it in depth, while code views are more often
glanced at briefly. When generations fail, users reprompt
rather than consult either representation. These patterns
suggest that the dual graph-and-code surface native to DSP
environments is an active element of how users steer LLM-
assisted creative coding and not a passive inheritance from
earlier tools.
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