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Reward models & LLM judges are biased on creative work, but the bias isn't in the model's layers, where a cheap probe recovers it.

96% vs 13%

TTCW writing - probes vs reward models

+20 to +80 pts

probe advantage across creative domains

Hidden states win across creative & subjective domains

Probe advantage over the reward-model baseline (percentage points).
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Motivation

Reward models and LLM judges are the default
tools for evaluating text quality, and they look
strong on standard benchmarks.

But on creative work they’re biased
biased toward what they miss

length - positivity - originality - voice -
safe phrasing tension

The question

Is the model itself tasteless, or is only the
scoring head biased?

X the model lacks the signal

v the bias is in the readout, not the layers

Methodology

JudgeBreak: score pairs of candidate texts - an

evaluator is right when it ranks the expert-
preferred one higher.

Baseline: reward models & LLM judges

Proposed: four readouts on a frozen LLM

SV (steering vector): mean hidden-state gap,
better vs worse texts. No training required

PCA: top unsupervised direction of those gaps.

LP (linear probe): logistic regression on the
hidden states.

MLP: a small nonlinear probe on the hidden
states

The same setup holds across all subjective
evaluation datasets and 6 models.

0.99 vs 0.37

probes vs a fine-tuned 72B judge

Analysis

Two things decide whether taste is recoverable:

1 - Domain proximity
Reward models encode only their training
distribution but probes read broader concepts.

2 - Label coherence

Works on one coherent quality(or annotator)
but fails when the label pools incompatible
tastes.

3 - No positional bias in probes
LLM judge methods have positional bias
which is eliminated in probes

Recipe

SV when data is scarce — trained probes as
labels grow — if nothing beats chance, split
the quality label according to each user

Takeaway - Taste is hidden in the layers. Reward models and judges misjudge creative work, but the model's own representations still carry

the signal which is recoverable with one cheap probe.




