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Abstract

Reward models and LLM judges are the default
for text evaluation, yet linear probes on LLM hid-
den states, a far simpler alternative remain over-
looked. We introduce JudgeBreak, a benchmark
of 95 evaluation settings spanning creative writ-
ing, summarization, safety, 10 languages, and 33
writing genres. Hidden-state probes with cross-
validated layer selection on Qwen3-32B achieve
78.1% mean pairwise accuracy versus 70.1% for
the best reward model or zero-shot GPT-5.4 judge,
winning 43 of 95 settings. A DSPy-optimized
GPT-5.4 judge narrows the gap on some tasks
but remains order-sensitive and still trails probes
on the hardest creative and specialized domains.
Gains are largest where external judges fail most:
on expert-annotated creative writing, probes reach
96% per-dimension accuracy while reward mod-
els are systematically inverted at 11–15%, prefer-
ring lower-quality text across all 14 dimensions,
an 80-point gap suggesting RLHF-trained signals
can anti-correlate with expert aesthetic judgment.
On specialized domains like academic review and
advertising copy, probes similarly dominate (85%
vs. 57%). Two factors explain these results. First,
domain proximity: reward models encode a nar-
row quality signal shaped by their training distri-
bution, whereas probes recover broader concepts
from internal representations. Layer selection is
crucial, improving accuracy by 8 points on aver-
age and generalizing across six models from four
families (7B–32B), though selected layers do not
transfer across architectures. Second, label coher-
ence: when annotators disagree about quality, all
methods plateau near chance, cross-cultural data
from PRISM and creativity criteria from Chatbot
Arena both cap at 57%. Together, these findings
show that text quality is often more recoverable
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from internal representations than from external
evaluators, especially for subjective and domain-
specialized tasks.

1. Introduction
LLM-as-a-judge systems and reward models, including
Skywork-Reward (Liu et al., 2024), have become standard
tools for evaluating text quality in preference-based tasks.
Their strong performance on benchmarks such as Reward-
Bench (Lambert et al., 2024) has encouraged their use as
general-purpose evaluators for scoring, filtering, reranking,
and post-training reward signals. This is reasonable for stan-
dardized tasks like instruction following, helpfulness, and
factuality, where evaluation criteria are explicit and close to
RLHF training distributions.

However, many important quality judgments are not stan-
dardized. A better marketing email may be more persuasive
without being longer; a stronger academic review more
constructive without being more positive; a more creative
story may violate the surface patterns preferred by generic
helpfulness models. Quality in such domains is often subjec-
tive, domain-specific, or decomposable into multiple criteria.
This paper shows that reward models and LLM judges be-
come unreliable in precisely these settings, even when they
perform well on standard benchmarks.

We introduce JudgeBreak, a benchmark for stress-testing
text-quality evaluators across 95 settings spanning cre-
ative writing, summarization, safety, multilingual evalu-
ation, cross-cultural preferences, advertising copy, aca-
demic review, and genre-specific writing quality. Judge-
Break compares external evaluators (supervised reward
models, GPT-based judges) against representation-based
readouts from frozen LLMs (steering vectors, PCA direc-
tions, linear probes, MLP probes). We do not claim that
representation-based evaluation is new: prior work has
shown that hidden states can support evaluation through
projection-based metrics (Sheng et al., 2024) and trained
preference probes (Maiya et al., 2025). Instead, we ask
a practical question: when external evaluators fail, is the
relevant quality signal absent from the model, or present in
its representations but missed by the scoring head?
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JudgeBreak at a Glance
Each regime is evaluated across all three evaluator families; findings reflect comparative performance.

BENCHMARK REGIME EVALUATOR FAMILY PERFORMANCE MAIN FINDING

📋 Standardized
Preference Tasks
Instruction following, safety,
summarization, multilingual
evaluation

Reward Models
Hidden-State
LLM Judges

All three are competitive; reward models edge out on their
training distribution

→
📈 Reward models remain

strong in-distribution

✍️ Subjective / Domain-
Specialized Tasks
Creative writing, academic
review, advertising copy,
writing genres

Hidden-State
LLM Judges
Reward Models

Reward models fail on domain-specific quality (ad copy, ICLR
reviews, etc.)

→
🛡️ Hidden-state readouts

recover quality better

🌐 Heterogeneous
Preference Tasks
Cross-cultural and crowd
preferences

Hidden-State
LLM Judges
Reward Models
All methods near chance (~55%); root cause is incoherent

label definitions

→
⚠️ All methods remain weak

when labels are incoherent

Reward Models (e.g. Skywork, ArmoRM, FsfairX) LLM Judges (e.g. GPT / Qwen-style) Hidden-State Readouts (SV, PCA, LP, MLP)

🍳
Practical Recipe
Start with SV in low-data settings → scale to LP/MLP as data grows → if all methods fail, revisit label definition.

★ best

★ best

✗ weak

✗ weak

✗ weak

Figure 1. JudgeBreak at a glance. We study three regimes: standardized preference tasks, subjective/domain-specialized tasks, and
heterogeneous preference tasks. Reward models remain strong in-distribution, hidden-state readouts recover quality better on subjective
and specialized tasks, and all methods remain weak when labels are incoherent.

Across JudgeBreak, hidden-state probes with cross-
validated layer selection on Qwen3-32B achieve 78.1%
mean pairwise accuracy versus 70.1% for the best reward
model or zero-shot GPT-5.4 judge. The margins reveal a
clear asymmetry. When hidden-state methods lose, they
lose on tasks close to reward-model training distributions,
and the gaps are often modest: FsfairX leads on UltraFeed-
back by 18 points, and Skywork leads on RewardBench-
style safety by about 3 points. When hidden-state methods
win under subjective or domain-specialized shift, the gaps
are much larger: roughly 75–85 points on expert creative-
writing dimensions, 35–39 points on ad-copy iteration and
RINoBench, and 19–22 points on ICLR review quality. Re-
ward models remain strong on standardized preference tasks;
hidden-state readouts are substantially more reliable when
quality becomes subjective, aesthetic, or domain-specific.
We also evaluate a prompt-optimized GPT-5.4 judge using
DSPy MIPROv2(Opsahl-Ong et al., 2024). DSPy improves
the judge on several tasks, showing that some zero-shot fail-
ures are prompt-sensitive. However, this changes the setting
from off-the-shelf judging to prompt optimization on the

training split, and the resulting judge remains brittle under
candidate-order perturbations.

Our analysis identifies two factors explaining when
representation-based evaluation succeeds. First, domain
proximity matters: reward models perform best when the
evaluation task resembles their training distribution, while
hidden-state readouts often recover quality signals in more
specialized domains. Second, label structure matters: sub-
jective evaluation is only recoverable when the preference
target is sufficiently coherent. This distinction is visible in
the contrast between TTCW and PRISM. TTCW provides
expert judgments decomposed into specific creative-writing
dimensions, which hidden-state methods recover with high
accuracy. PRISM aggregates culturally and individually
variable preferences; across its locale and conversation-
type splits, hidden-state readouts remain close to chance,
and cross-model sweeps improve only modestly. We treat
PRISM as a stress test for heterogeneous preference aggrega-
tion: when the target criterion is decomposed into coherent
dimensions, hidden-state methods succeed; when it aggre-
gates many latent criteria, all scalar evaluators degrade.
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These findings suggest a staged workflow for new domains.
Steering vectors have no learned parameters and are there-
fore most stable in the low-data regime. Linear and MLP
probes can learn richer decision boundaries but require
enough labeled examples to avoid fitting noise. This ex-
plains our data-efficiency results: on coherent specialized
tasks such as RINoBench and WritingPreferenceBench, LP
and MLP benefit substantially from additional data. The
recipe is to start with steering vectors when annotations are
scarce, scale to supervised probes as coherent data grows,
and revisit the label definition when all readouts fail.

Our contributions are:

1. JudgeBreak, a 95-setting benchmark for evaluator re-
liability under standardized, subjective, multilingual,
cultural, and domain-specialized preference shifts.

2. Evidence that strong reward models and LLM judges
fail under subjective and domain-specialized shift, in-
cluding systematic inversion on expert creative-writing
judgments.

3. Evidence that hidden-state readouts recover many of
these signals, outperforming external evaluators on
average while preserving reward-model advantages in-
distribution.

4. Identification of label coherence as a limiting factor:
when labels pool heterogeneous or incompatible qual-
ity notions, all methods remain near chance.

5. A staged practical recipe from steering vectors to su-
pervised probes, guided by data availability and label
structure.

2. JudgeBreak: Benchmark and Evaluation
Setup

JudgeBreak is designed to test whether text-quality evalua-
tors remain reliable when the target notion of quality shifts
across domains. We evaluate both external evaluators and
representation-based readouts on pairwise preference tasks.
Each example consists of two candidate texts, one labeled
as higher quality than the other. The evaluator succeeds if it
assigns a higher score to the preferred text.

2.1. Benchmark Composition

We organize the benchmark around three regimes.
First, standardized preference tasks include instruction-
following, helpfulness, safety, summarization, and multi-
lingual reward-model evaluation. Second, subjective and
domain-specialized tasks include creative writing, adver-
tising copy, academic review quality, and fine-grained writ-
ing genres. Third, heterogeneous preference tasks in-
clude cross-cultural and crowd-preference settings such as

Table 1. JudgeBreak evaluation settings. We count each decom-
posed dimension, language, culture, locale, or genre as one setting.
Pooled versions of decomposed datasets are not counted in the
total.

Group # settings

Non-decomposed public datasets 13
TTCW creative-writing dimensions 14
M-RewardBench languages 10
PRISM locales/conversation types 12
CARE cultures 3
Arena Creative criteria 7
WritingPreferenceBench genres 33
Advertising-copy datasets 3

Total 95

PRISM, with Chatbot Arena Creative reported as an ad-
ditional appendix stress test. These settings test whether
a single quality direction exists at all, or whether labels
aggregate incompatible preferences.

2.2. Datasets

We include both coarse-grained datasets, evaluated as a sin-
gle task, and decomposed datasets, evaluated at the level of
dimensions, languages, cultures, locales, or genres. This
decomposition is important because evaluator performance
is bounded by label coherence. When annotators, dimen-
sions, cultures, or genres encode different notions of quality,
pooled labels may not define a stable preference target. We
therefore evaluate decomposed settings separately whenever
possible.

Standardized preference and summarization. We eval-
uate instruction-following and preference datasets including
HH-RLHF (Bai et al., 2022), UltraFeedback (Cui et al.,
2023), MT-Bench (Zheng et al., 2023), RewardBench-style
chat and safety subsets (Lambert et al., 2024), and syco-
phancy detection (Sharma et al., 2023). For summarization,
we use SummEval (Fabbri et al., 2021), evaluating coher-
ence, consistency, fluency, and relevance.

Subjective and specialized quality. We evaluate creative
writing using TTCW (Chakrabarty et al., 2024), decom-
posed into 14 expert-annotated quality dimensions. We also
include academic review quality, RINoBench (Schopf &
Färber, 2026), OpinPref (Nath et al., 2024), and advertising-
copy preference data. The advertising-copy dataset is a
proprietary/internal dataset.

Multilingual, cultural, and genre-specific evaluation.
We include M-RewardBench across 10 languages (Gureja
et al., 2025), CARE across 3 cultures (Guo et al., 2025),
PRISM across 9 locales and 3 conversation types (Kirk
et al., 2024), Arena creativity across 7 criteria (Chiang et al.,
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2024), and WritingPreferenceBench across 33 Chinese writ-
ing genres (Ying et al., 2025). For these datasets, we report
the mean across sub-dimensions rather than only a pooled
score.

2.3. Evaluator Families

External evaluators. We evaluate three public re-
ward models: Skywork-Reward(Liu et al., 2024), Ar-
moRM(Wang et al., 2024), and FsfairX(Dong et al., 2023;
Xiong et al., 2024). We also evaluate GPT-5.4 as a zero-shot
LLM judge using task-specific prompts. In addition, we
evaluate a DSPy-optimized GPT-5.4 judge using MIPROv2
on the training split.

Representation-based readouts. We extract hidden states
from a frozen LLM for each candidate text and train or com-
pute lightweight readouts on top of those representations.
Unless otherwise stated, the primary representation model
is Qwen3-32B (Yang et al., 2025). We also run cross-model
checks using Qwen3-8B (Yang et al., 2025), DeepSeek-R1-
Distill-Qwen-7B/32B (DeepSeek-AI, 2025), Gemma-2-9B-
it (Gemma Team, 2024), and Gemma-4-31B-it (Gemma
Team, 2025).

We evaluate four hidden-state readouts. Steering vectors
(SV) are zero-parameter mean-difference directions: we
compute the average hidden state of preferred examples,
subtract the average hidden state of dispreferred examples,
and score a new text by projection onto this direction. Given
preferred and dispreferred examples (x+

i , x
−
i ), SV uses

v =
1
N

∑
i h(x

+
i )− 1

N

∑
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−
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∥∥ ,
and scores a candidate x by s(x) = v⊤h(x). PCA di-
rections are unsupervised directions computed from the
principal component of pairwise hidden-state differences.
Linear probes (LP) are supervised logistic-regression clas-
sifiers trained on hidden states to distinguish preferred from
dispreferred texts. MLP probes are supervised nonlinear
classifiers trained on the same hidden states. Thus, SV and
PCA are lightweight direction-based readouts, while LP and
MLP are supervised methods that can benefit from more
labeled data but may overfit when labels are scarce or noisy.

Auxiliary baselines. Where applicable, we include four
additional baselines for auditability. Random directions
score texts by projection onto random hidden-state di-
rections and serve as a chance-level representation base-
line. Perplexity scores candidates using language-model
likelihood, testing whether preferred outputs are simply
more fluent or more probable under the model. Sentence-
embedding similarity applies the same mean-difference
idea to sentence embeddings rather than LLM residual-

stream hidden states. CCS(Burns et al., 2023) is an un-
supervised contrastive-consistency baseline that attempts
to recover a latent binary direction without using prefer-
ence labels directly. These auxiliary baselines are reported
primarily in the appendix rather than used as the main com-
parison.

2.4. Metric and Layer Selection

We report pairwise accuracy. Given a preferred text x+

and a dispreferred text x−, an evaluator with score function
s(·) is correct if s(x+) > s(x−). For datasets with sub-
dimensions, we compute accuracy separately for each sub-
dimension and report the mean.

For representation-based methods, layer choice is treated as
part of the evaluation protocol rather than a tunable test-set
parameter. We use 5-fold cross-validation on the training
split to select layers, and the selected layer or layer set is
fixed before evaluation on the held-out test split.

3. Main Results
3.1. Aggregate Results

Across JudgeBreak, hidden-state probes with cross-
validated layer selection on Qwen3-32B achieve 78.1%
mean pairwise accuracy, compared to 70.1% for the best
reward model or GPT-5.4 judge, winning 43 of 95 evalu-
ation settings. This average hides an important split: re-
ward models remain competitive on standardized preference
tasks, while hidden-state readouts dominate subjective and
domain-specialized tasks. On expert creative-writing di-
mensions, reward models are systematically inverted. On
academic review and advertising-copy evaluation, reward
models and judges often remain near chance, while hidden-
state readouts recover a much stronger signal. These results
motivate using representation-based evaluation as a diag-
nostic baseline whenever deploying reward models or LLM
judges outside standard preference benchmarks.

3.2. Reward Models Remain Strong In-Distribution

Reward models are not weak baselines. On instruction-
following and reward-model-style evaluation, they often
remain the best option: FsfairX leads on UltraFeedback,
Skywork performs strongly on RewardBench-style safety,
and the Qwen-72B judge remains strong on multilingual and
cultural-accuracy benchmarks. This supports our domain-
proximity hypothesis: reward models and LLM judges are
strongest when the evaluation task resembles their training
distribution.

4



JudgeBreak: Stress-Testing Reward Models and LLM Judges with Representation-Based Evaluation

Table 2. Summary of the main empirical pattern. Values are aggregate results used in the main claims; full per-dataset and per-
subdimension results are reported in Appendix B.

Setting Best hidden-state Best external judge/RM Main pattern

All JudgeBreak settings 0.781 0.701 Hidden states higher on average
TTCW creative dimensions 0.96 0.11–0.15 Reward models inverted
Specialized domains 0.85 0.57 Hidden states stronger OOD
PRISM near chance weak Heterogeneous target
M-RewardBench / CARE mixed strong External judges/RMs remain competitive

3.3. Creative Writing Reveals Systematic Inversion

The most striking failure occurs on TTCW creative writing.
Hidden-state methods reach approximately 96% accuracy
per quality dimension, while reward models score only 11–
15%, consistently preferring lower-quality text across all 14
expert-annotated dimensions, a gap too large to interpret as
ordinary noise. The Qwen-72B judge comparison reinforces
this: on TTCW dimensions, Qwen-72B reaches only 0.42.

3.4. Label Coherence

The central failure mode we observe is label incoherence: if
a dataset pools incompatible notions of quality, across anno-
tators, cultures, criteria, or genres, then no evaluator should
be expected to recover a single stable direction. Table 6 il-
lustrates this effect across decomposed datasets. TTCW de-
composes creative quality into expert dimensions, and once
decomposed, hidden-state readouts recover strong signals,
reaching 0.955 mean accuracy with MLP and 0.941 with SV.
PRISM, by contrast, aggregates culturally and individually
contingent preferences; even after decomposing by locale or
conversation type, all readouts remain weak, with the best
method reaching only 0.570. Arena Creative shows a sim-
ilar pattern: despite decomposition into creativity-related
criteria, the best readout reaches only 0.572, suggesting that
the label remains a broad crowd preference entangled with
helpfulness, specificity, verbosity, and general satisfaction.
This contrast supports our interpretation that representation-
based evaluation succeeds when the target criterion is coher-
ent, but all scalar evaluators degrade when the label pools
heterogeneous notions of quality.

3.5. Practical Guidance

For a new evaluation domain, we recommend the following
workflow. First, collect a small set of pairwise preference
labels and fit an SV readout; it is cheap, stable, and has
no learned parameters, making it a useful low-data diag-
nostic. This is especially important in the low-data regime
because supervised probes can overfit noisy or weakly co-
herent labels, whereas SV tends to change only modestly as
training data increases. Table 3 shows this stability: when
moving from 50 to 350 training pairs, SV changes only
slightly across datasets, while LP and MLP gain substan-

tially on coherent tasks such as RINoBench and WritingPref-
erenceBench but can degrade on noisier settings. Second,
when SV indicates that a coherent signal is present, addi-
tional labels can be collected or weakly generated and then
used to train a linear or MLP probe, with validation on
held-out data. The sample-size ablation in Table 4 shows
this transition clearly: on RINoBench, LP improves from
0.587 at 20 examples to 0.853 at 300 examples, while SV
improves only from 0.572 to 0.652. Third, if all readouts
remain near chance, inspect the label definition before as-
suming the model lacks the signal; the target may be pooling
incompatible preferences, in which case the right fix is de-
composition by criterion, annotator group, culture, or genre.

4. Additional Analysis
4.1. Data Regimes: Stability vs. Learned Boundaries

Steering vectors are a stable low-data diagnostic, but they
only estimate a single mean-difference direction. Table 4
shows why this matters: on RINoBench, LP improves from
0.587 to 0.853 as training data increases from 20 to 300
examples, while SV rises only from 0.572 to 0.652. We
therefore use SV first as a coherence check and weak la-
beler, then use the expanded supervision to train LP or MLP
probes. If all readouts remain near chance, the label defi-
nition likely needs decomposition rather than more model
capacity.

4.2. Comparison to a 72B Generative Judge

We compare against a Qwen-72B generative judge, evalu-
ated zero-shot and after fine-tuning on the same 50 prefer-
ence examples, to test whether failures on subjective quality
are due to model scale or lack of task-specific data. Ta-
ble 12 shows that representation-based evaluation is not a
universal replacement for large LLM judges: on multilin-
gual and cultural-accuracy benchmarks, Qwen-72B remains
stronger. However, on TTCW, Qwen-72B achieves only
0.424 zero-shot and drops to 0.369 after fine-tuning, while
the best hidden-state readout reaches 0.989. The failure of
generative judges on creative quality is not a matter of scale
or task-specific examples.
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Figure 2. Effect of increasing training data from 50 to 350 preference pairs on Qwen3-32B. Steering vectors are the most stable, while
linear and MLP probes benefit more from additional data on coherent specialized tasks but can degrade on noisier tasks.

Table 3. Effect of increasing training data from 50 to 350 pairs on
Qwen3-32B. Values show ∆ = Acc350 − Acc50 over 5 random
seeds.

Dataset SV LP MLP

HH-RLHF +0.024 +0.039 -0.012
UltraFeedback +0.007 +0.036 +0.080
MT-Bench +0.028 +0.085 +0.063
WritingPreferenceBench -0.001 +0.125 +0.193
RewardBench Safety -0.015 +0.028 +0.029
Sycophancy +0.001 +0.000 -0.004
Arena Creative +0.033 +0.049 -0.040
RINoBench +0.052 +0.207 +0.204
ICLR Reviews +0.052 +0.009 +0.087
M-RewardBench +0.016 +0.071 +0.041
PRISM +0.040 +0.039 +0.024
CARE +0.020 +0.025 +0.065
OpinPref -0.001 -0.027 -0.016

Mean +0.020 +0.050 +0.055

4.3. Cross-Model Generality

We test whether hidden-state quality signals are specific to
Qwen3-32B by repeating the layer-selection protocol on six
models across three families. All six models produce usable
preference signals, and LP is the strongest readout on every
model (Fig 4). Scaling helps within families (Qwen3-32B
over 8B, DS-R1-32B over 7B), but training and architec-
ture also matter: DS-R1-32B remains below Qwen3-32B
despite comparable scale. The selected layers differ substan-

tially across architectures, so layer selection generalizes as
a procedure, not as a transferable index.

4.4. Positional Bias in Generative Judges

Representation-based readouts score each text indepen-
dently, making pairwise decisions invariant to slot order. To
measure the practical impact of prompt-order artifacts, we
evaluate the DSPy-optimized GPT-5.4 judge on TTCW un-
der canonical (bad=A, good=B) and swapped orderings. As
shown in Table 5, mean accuracy drops from 0.831 to 0.774
under swapping, with several dimensions showing much
larger effects: scene vs. summary (∆ = 0.190), structural
flexibility (∆ = 0.191), and understandability (∆ = 0.127).
Thus, even a prompt-optimized generative judge remains
sensitive to candidate order, reinforcing the practical motiva-
tion for representation-based evaluation, which avoids this
artifact by scoring candidates independently. Full top-level
positional-bias results are reported in Appendix F.

5. Related Work
Reward models and LLM judges. Reward models and
LLM-as-a-judge systems are widely used for evaluation,
preference data construction, and post-training (Ouyang
et al., 2022; Zheng et al., 2023; Lambert et al., 2024).
Models such as Skywork-Reward (Liu et al., 2024), Ar-
moRM (Wang et al., 2024), and FsfairX(Dong et al., 2023;
Xiong et al., 2024) achieve strong performance on standard-
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Table 4. Training-sample ablation on Qwen3-32B. Pairwise accuracy is mean ± std over 5 seeds.

Dataset Method 20 50 100 200 300

ICLR Reviews SV 0.611±0.041 0.657±0.051 0.677±0.014 0.721±0.018 0.705±0.024
LP 0.619±0.056 0.693±0.013 0.677±0.021 0.717±0.012 0.715±0.017

RINoBench SV 0.572±0.020 0.601±0.048 0.625±0.035 0.631±0.031 0.652±0.035
LP 0.587±0.022 0.673±0.052 0.731±0.032 0.796±0.035 0.853±0.026

TTCW (pooled) SV 0.899±0.025 0.909±0.018 0.909±0.020 0.907±0.018 0.905±0.017
LP 0.886±0.032 0.901±0.016 0.912±0.011 0.928±0.009 0.929±0.005

(a) ICLR Reviews (b) RINoBench (c) TTCW (pooled)

Figure 3. N-samples ablation on Qwen3-32B. Steering vectors are competitive in low-data settings, while linear probes benefit substantially
from additional data on tasks such as RINoBench.

Table 5. Positional bias of a generative judge on TTCW. Positive
∆ = Acccanonical − Accswapped indicates a preference for slot
B. Consistency is the fraction of pairs receiving the same verdict
under both orderings.

Dimension Canonical Swapped ∆ Consistency

Narrative ending 0.872 0.886 -0.013 0.919
Understandability 0.867 0.740 0.127 0.873
Scene vs. summary 0.723 0.533 0.190 0.743
Pacing 0.880 0.847 0.033 0.900
Language/literary 0.818 0.796 0.022 0.861
Emotional flexibility 0.933 0.847 0.087 0.833
Structural flexibility 0.903 0.711 0.191 0.715
Perspective/voice 0.610 0.602 0.008 0.772
Originality/thought 0.893 0.887 0.007 0.940
Originality/form 0.807 0.825 -0.018 0.930
Originality/theme 0.800 0.777 0.023 0.900
Rhetorical complexity 0.934 0.901 0.033 0.938
World-building 0.713 0.613 0.100 0.873
Character development 0.875 0.875 0.000 0.938

Mean 0.831 0.774 0.056 0.867

ized benchmarks, but these primarily test domains close
to instruction following and helpfulness. We ask whether
such evaluators remain reliable when quality becomes sub-
jective, aesthetic, or domain-specific. Pairwise judges are
also sensitive to candidate order (Section 4.4), a limitation
representation-based readouts avoid entirely.

Representation engineering and activation directions.
A growing body of work studies high-level concepts in LLM

activation space, including representation engineering (Zou
et al., 2023), steering vectors (Rimsky et al., 2024; Stolfo
et al., 2025), and preference-related activation directions for
generation control (Wu et al., 2025). These methods primar-
ily use representations to intervene on model behavior; we
instead use similar readouts as evaluators to diagnose which
text humans judge to be better.

Hidden-state methods for text evaluation. RepE-
val (Sheng et al., 2024) shows that LLM representations
contain direction vectors useful for quality evaluation, and
Maiya et al. (Maiya et al., 2025) show that trained probes on
hidden states can outperform generation-based judging. We
build on this insight but differ in scope: rather than propos-
ing a new method, we use steering vectors and probes as
diagnostic readouts across 95 evaluation settings to stress-
test evaluator reliability.

Subjective and domain-specific evaluation. Many qual-
ity judgments depend on implicit norms, audience, or an-
notator preferences (Viswanathan et al., 2025). Recent
work has explored personalizing LLM judges to individ-
ual creative preferences using curiosity-driven fine-tuning
on the TTCW benchmark (Kumar et al., 2025), highlighting
how subjective dimensions resist one-size-fits-all evalua-
tion. Our results confirm this empirically: when quality
is decomposed into coherent expert dimensions, hidden-
state readouts recover strong signals; when labels aggregate
heterogeneous preferences, all methods remain weak.
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6. Limitations
JudgeBreak is intended as a diagnostic benchmark for evalu-
ator reliability. PRISM and Arena Creative remain difficult
for all methods; we interpret this as evidence that broad
crowd or culturally variable preferences may not define a
single scalar quality direction. The proprietary advertising-
copy data cannot be redistributed, so those results serve as
application evidence rather than core reproducible bench-
mark evidence. Finally, representation-based readouts pro-
duce scalar scores rather than rationales and should not be
used as safety filters without task-specific validation.

7. Conclusion
Reward models and LLM judges are useful evaluators
for standardized preference tasks, but JudgeBreak shows
that they can fail silently under subjective and domain-
specialized shift. The most severe failure occurs on ex-
pert creative-writing evaluation, where reward models sys-
tematically prefer lower-quality text. Representation-based
readouts from frozen LLMs recover many of these missing
quality signals, especially when labels define coherent di-
mensions. At the same time, PRISM and Arena Creative
show that hidden-state evaluation is not a universal solu-
tion: when labels aggregate heterogeneous preferences, all
methods can remain weak.

These findings suggest a practical role for hidden-state evalu-
ation. Before trusting a reward model or LLM judge in a new
domain, practitioners should test whether the target quality
signal is recoverable from internal representations. A steer-
ing vector provides a stable low-data diagnostic and weak
labeler; linear and MLP probes can improve with expanded
coherent supervision; and near-chance performance across
all readouts should prompt a reconsideration of the label
definition. JudgeBreak therefore reframes representation-
based evaluation not as a replacement for reward models,
but as a diagnostic baseline for understanding when external
evaluators measure the intended notion of quality.

Impact Statement
This paper presents work whose goal is to advance the eval-
uation of text quality using representation-based methods.
Our work enables better understanding of when reward mod-
els and LLM judges fail, which has positive implications
for AI safety and alignment research by identifying blind
spots in commonly used evaluators. A potential risk is
that practitioners might over-trust hidden-state readouts in
domains where they have not been validated; we caution ex-
plicitly against using these readouts as safety filters without
task-specific validation. There are many potential societal
consequences of our work, none of which we feel must
be specifically highlighted beyond what is discussed in the

Limitations section.
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A. Additional Experimental Details
Unless otherwise stated, hidden-state experiments use Qwen3-32B with frozen weights. We evaluate pairwise accuracy:
an evaluator is correct when it assigns a higher score to the preferred response than to the dispreferred response. For
representation-based methods, layer selection is performed using 5-fold cross-validation on the training split. The selected
layer or layer set is fixed before evaluation on the held-out test split.

For sub-dimension datasets, we report per-sub-dimension results and average across sub-dimensions. This applies to TTCW,
CARE, PRISM, M-RewardBench, Arena Creative, and WritingPreferenceBench. This avoids pooled evaluation artifacts
where cross-dimension or cross-genre pairs make the task artificially easier.

B. Full Decomposed Results
This appendix reports decomposed results used to support the aggregate claims in the main paper. We separate protocols
because not every auxiliary baseline was run under the same setting. The primary main-text claims use the Qwen3-32B
protocol described in Section 2; auxiliary tables are included for auditability.

Table 6. Mean performance across sub-dimensions on Qwen3-32B.

Dataset # Sub-dims SV PCA LP MLP

TTCW (majority) 14 0.941 0.941 0.936 0.955
CARE 3 0.907 0.553 0.936 0.916
PRISM 12 0.570 0.536 0.523 0.519
WritingPreferenceBench 33 0.640 0.614 0.676 0.637
M-RewardBench 10 0.775 0.564 0.785 0.765
Arena Creative 7 0.572 0.499 0.550 0.567

Full appendix tables. The full appendix includes the following generated tables:

• app_aux_arena_care_mreward_prism.tex: random, perplexity, and sentence-embedding baselines for
Arena, CARE, M-RewardBench, and PRISM.

• app_aux_wpb.tex: random, perplexity, and sentence-embedding baselines for all 33 WritingPreferenceBench
genres.

• app_full_arena_care_mreward_prism.tex: layer-swept SV, PCA, LP, MLP, CCS, Skywork, ArmoRM,
and FsfairX results for Arena, CARE, M-RewardBench, and PRISM.

• app_full_wpb.tex: layer-swept SV, PCA, LP, MLP, CCS, Skywork, ArmoRM, and FsfairX results for Writing-
PreferenceBench.

WPB per-genre test sets are small, typically 10–13 examples, so per-genre results should be interpreted as diagnostic rather
than stable estimates.

C. Low-Data and Sample-Efficiency Details
The 50-vs.-350 experiment uses Qwen3-32B, 5 random seeds, 5-fold cross-validated layer selection, and public datasets
with enough examples for both training sizes. Six datasets did not have enough pairs for the 350-pair condition: the four
SummEval dimensions, RewardBench Chat-Hard, and TTCW. For those datasets, only the 50-pair setting is reported in the
low-data benchmark.

The sample-size ablation uses train sizes of 20, 50, 100, 200, and 300 pairs on ICLR Reviews, RINoBench, and TTCW.
Each point is averaged over 5 random seeds.

D. Qwen-72B Judge Details
The Qwen-72B comparison evaluates a generative judge in two modes: zero-shot and fine-tuned on 50 preference examples.
We compare it against Qwen3-32B hidden-state readouts trained with the same 50-example budget. Fine-tuning does not
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Table 7. Auxiliary fixed-layer baselines for Arena, CARE, M-RewardBench, and PRISM. These use Qwen3-8B fixed layer 9 and are
included for auditability rather than as primary main-text results. Random is averaged over 20 trials.

Dataset ntrain ntest Random Perplexity SentEmb

arena_complexity 350 150 0.503±0.032 0.473 0.573
arena_creativity 350 150 0.481±0.047 0.467 0.513
arena_domain_knowledge 350 150 0.494±0.056 0.473 0.473
arena_problem_solving 350 150 0.497±0.036 0.480 0.533
arena_real_world 350 150 0.499±0.040 0.447 0.527
arena_specificity 350 150 0.509±0.040 0.480 0.560
arena_technical_accuracy 350 150 0.514±0.050 0.480 0.480
care_arab 350 150 0.449±0.139 0.853 0.687
care_chinese 350 150 0.487±0.161 0.873 0.860
care_japanese 350 150 0.476±0.084 0.807 0.753
mreward_arb 350 150 0.505±0.077 0.520 0.533
mreward_deu 350 150 0.505±0.082 0.473 0.633
mreward_fra 350 150 0.494±0.068 0.500 0.627
mreward_hin 350 150 0.508±0.063 0.580 0.580
mreward_jpn 350 150 0.498±0.067 0.573 0.580
mreward_kor 350 150 0.509±0.079 0.587 0.647
mreward_rus 350 150 0.493±0.079 0.500 0.560
mreward_spa 350 150 0.497±0.069 0.513 0.620
mreward_tur 350 150 0.504±0.080 0.513 0.573
mreward_zho 350 150 0.499±0.078 0.593 0.593
prism_au 350 150 0.493±0.052 0.527 0.493
prism_ca 350 150 0.493±0.047 0.507 0.500
prism_cl 350 150 0.494±0.048 0.533 0.573
prism_controversy 350 150 0.494±0.034 0.533 0.527
prism_il 350 150 0.498±0.041 0.453 0.540
prism_mx 350 150 0.484±0.050 0.593 0.533
prism_nz 350 150 0.491±0.036 0.620 0.613
prism_uk 350 150 0.497±0.044 0.547 0.540
prism_unguided 350 150 0.501±0.045 0.520 0.460
prism_us 350 150 0.490±0.045 0.507 0.447
prism_values 350 150 0.497±0.029 0.460 0.513
prism_za 350 150 0.490±0.046 0.553 0.453
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Table 8. Auxiliary fixed-layer baselines for WritingPreferenceBench genres using Qwen3-8B fixed layer 9. WPB per-genre test sets are
small, typically 10–13 examples, so per-genre results should be interpreted as diagnostic rather than stable estimates.

Genre ntrain ntest Random Perplexity SentEmb

Book/film/music review 27 12 0.488±0.140 0.667 0.750
Internet slang system 26 12 0.458±0.180 0.667 0.500
Subculture identity expression 28 13 0.488±0.172 0.615 0.385
Product manual 24 11 0.468±0.198 0.182 0.545
Biography 24 11 0.445±0.172 0.636 0.636
Meeting minutes 25 11 0.464±0.193 0.545 0.545
Open letter 25 11 0.482±0.096 0.455 0.273
Military fiction 23 10 0.470±0.168 0.600 0.700
Historical story 25 11 0.491±0.164 0.727 0.636
Anti-mainstream consumer culture 25 11 0.473±0.159 0.727 0.636
Fantasy/magic story 25 12 0.483±0.155 0.667 0.750
Academic abstract 25 12 0.450±0.155 0.667 0.833
Slogan/propaganda 25 11 0.391±0.187 0.818 0.636
Ad copy/marketing email 25 11 0.555±0.125 0.364 0.818
Eulogy/memorial text 25 11 0.527±0.145 0.364 0.545
Emotional story 27 12 0.504±0.170 0.667 0.667
Abstract literature/subculture 22 10 0.535±0.171 0.700 0.800
Tutorial guide 26 12 0.525±0.177 0.417 0.583
Prose 25 12 0.550±0.181 0.500 0.667
Travelogue 28 12 0.546±0.138 0.583 0.333
Daily story 27 12 0.529±0.163 0.500 0.667
Wuxia fiction 24 11 0.491±0.202 0.818 0.727
Game fiction 26 12 0.442±0.165 1.000 0.833
Speech 22 10 0.475±0.192 0.700 0.600
Xuanhuan fiction 26 12 0.483±0.195 0.500 0.917
Esports/game abstract literature 25 11 0.532±0.136 0.636 0.455
Popular science article 25 11 0.509±0.192 0.364 0.455
Fairy tale/fable 27 12 0.508±0.160 0.500 0.417
Thank-you/apology letter 27 12 0.475±0.161 0.417 0.583
Role play 29 13 0.508±0.110 0.538 0.615
Argumentative essay 24 11 0.445±0.128 0.636 0.727
Poetry 25 11 0.491±0.156 0.455 0.727
Debate script 25 12 0.492±0.137 0.833 0.500
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Table 9. Layer-swept representation and reward-model results for Arena, CARE, M-RewardBench, and PRISM. Representation methods
use 5-fold cross-validation over the layer grid for each sub-dataset.

Dataset SV PCA LP MLP CCS Skywork ArmoRM FsfairX

arena_complexity 0.543 0.543 0.510 0.525 0.516 0.566 0.532 0.610
arena_creativity 0.550 0.550 0.533 0.539 0.526 0.574 0.542 0.590
arena_domain_knowledge 0.560 0.560 0.528 0.556 0.534 0.598 0.502 0.582
arena_problem_solving 0.545 0.545 0.528 0.568 0.531 0.618 0.504 0.610
arena_real_world 0.575 0.575 0.543 0.554 0.541 0.580 0.522 0.598
arena_specificity 0.525 0.525 0.515 0.524 0.519 0.578 0.520 0.584
arena_technical_accuracy 0.540 0.540 0.518 0.509 0.523 0.544 0.514 0.536
care_arab 0.853 0.853 0.908 0.909 0.871 0.874 0.874 0.910
care_chinese 0.812 0.812 0.917 0.917 0.882 0.762 0.868 0.870
care_japanese 0.791 0.791 0.920 0.918 0.788 0.848 0.858 0.828
mreward_arb 0.644 0.644 0.667 0.690 0.567 0.878 0.838 0.782
mreward_deu 0.641 0.641 0.700 0.686 0.587 0.900 0.884 0.834
mreward_fra 0.638 0.638 0.668 0.686 0.569 0.910 0.882 0.804
mreward_hin 0.674 0.674 0.682 0.689 0.532 0.900 0.822 0.830
mreward_jpn 0.636 0.636 0.618 0.654 0.529 0.886 0.828 0.806
mreward_kor 0.638 0.638 0.622 0.646 0.517 0.872 0.812 0.792
mreward_rus 0.649 0.649 0.693 0.700 0.589 0.906 0.890 0.828
mreward_spa 0.670 0.670 0.684 0.705 0.564 0.912 0.886 0.816
mreward_tur 0.635 0.635 0.678 0.678 0.579 0.858 0.848 0.794
mreward_zho 0.627 0.627 0.609 0.654 0.537 0.904 0.848 0.814
prism_au 0.522 0.522 0.469 0.517 0.523 0.558 0.556 0.618
prism_ca 0.537 0.537 0.482 0.480 0.525 0.580 0.560 0.610
prism_cl 0.544 0.544 0.463 0.518 0.499 0.538 0.554 0.612
prism_controversy 0.520 0.520 0.485 0.515 0.528 0.552 0.584 0.606
prism_il 0.524 0.524 0.467 0.483 0.540 0.524 0.586 0.604
prism_mx 0.519 0.519 0.488 0.505 0.508 0.594 0.528 0.586
prism_nz 0.534 0.534 0.460 0.504 0.531 0.572 0.570 0.620
prism_uk 0.557 0.557 0.494 0.517 0.520 0.560 0.568 0.596
prism_unguided 0.495 0.495 0.454 0.475 0.507 0.518 0.496 0.554
prism_us 0.519 0.519 0.454 0.475 0.526 0.552 0.544 0.588
prism_values 0.518 0.518 0.450 0.484 0.508 0.560 0.546 0.566
prism_za 0.532 0.532 0.474 0.524 0.515 0.570 0.576 0.634
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Table 10. Layer-swept representation and reward-model results for WritingPreferenceBench genres. Per-genre test sets are small; these
results are included for completeness and should be interpreted cautiously.

Genre SV PCA LP MLP CCS Skywork ArmoRM FsfairX

Book/film/music review 0.537 0.537 0.564 0.585 0.551 0.718 0.487 0.590
Internet slang system 0.611 0.611 0.625 0.655 0.584 0.526 0.553 0.579
Subculture identity expression 0.652 0.652 0.616 0.678 0.612 0.658 0.683 0.658
Product manual 0.592 0.592 0.518 0.506 0.641 0.514 0.571 0.514
Biography 0.649 0.649 0.698 0.673 0.612 0.686 0.457 0.686
Meeting minutes 0.565 0.565 0.599 0.641 0.586 0.694 0.667 0.806
Open letter 0.660 0.660 0.706 0.627 0.672 0.444 0.472 0.556
Military fiction 0.803 0.803 0.863 0.812 0.696 0.758 0.333 0.727
Historical story 0.590 0.590 0.544 0.618 0.569 0.667 0.417 0.667
Anti-mainstream consumer culture 0.557 0.557 0.664 0.569 0.634 0.528 0.500 0.500
Fantasy/magic story 0.639 0.639 0.602 0.644 0.635 0.622 0.378 0.540
Academic abstract 0.603 0.603 0.814 0.768 0.605 0.351 0.568 0.405
Slogan/propaganda 0.739 0.739 0.762 0.766 0.682 0.361 0.361 0.500
Ad copy/marketing email 0.594 0.594 0.618 0.665 0.638 0.639 0.639 0.639
Eulogy/memorial text 0.507 0.507 0.523 0.485 0.646 0.639 0.583 0.583
Emotional story 0.657 0.657 0.592 0.582 0.629 0.744 0.538 0.718
Abstract literature/subculture 0.409 0.409 0.560 0.572 0.598 0.719 0.750 0.781
Tutorial guide 0.712 0.712 0.658 0.698 0.642 0.579 0.421 0.658
Prose 0.547 0.547 0.646 0.616 0.532 0.595 0.730 0.595
Travelogue 0.594 0.594 0.550 0.613 0.606 0.725 0.500 0.700
Daily story 0.692 0.692 0.714 0.672 0.669 0.744 0.462 0.667
Wuxia fiction 0.727 0.727 0.698 0.702 0.751 0.714 0.457 0.657
Game fiction 0.609 0.609 0.628 0.619 0.652 0.684 0.395 0.658
Speech 0.402 0.402 0.597 0.595 0.503 0.469 0.594 0.500
Xuanhuan fiction 0.755 0.755 0.763 0.747 0.738 0.789 0.500 0.684
Esports/game abstract literature 0.503 0.503 0.467 0.566 0.600 0.694 0.528 0.611
Popular science article 0.548 0.548 0.597 0.558 0.690 0.472 0.639 0.556
Fairy tale/fable 0.487 0.487 0.614 0.606 0.573 0.692 0.513 0.641
Thank-you/apology letter 0.514 0.514 0.483 0.511 0.607 0.615 0.641 0.667
Role play 0.510 0.510 0.546 0.551 0.533 0.643 0.619 0.571
Argumentative essay 0.490 0.490 0.592 0.502 0.625 0.571 0.629 0.600
Poetry 0.699 0.699 0.766 0.721 0.738 0.500 0.611 0.639
Debate script 0.419 0.419 0.414 0.452 0.610 0.622 0.513 0.486
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Table 11. Main JudgeBreak results across datasets and methods. Representation-based methods use cross-validated layer selection on
Qwen3-32B. For decomposed datasets marked with †, values are means across sub-dimensions, languages, cultures, locales, or genres.

Dataset n SV PCA LP MLP CCS Rand PPL SentEmb Skywork ArmoRM FsfairX GPT-5.4

sycophancy 150 0.993 0.720 1.000 0.993 0.000 0.480 0.527 0.767 0.947 0.947 0.887 0.947
summeval_coh 30 1.000 0.633 0.967 1.000 0.000 0.515 0.667 0.533 0.867 0.933 0.867 0.900
summeval_con 27 0.852 0.630 0.926 0.889 0.000 0.459 0.370 0.778 0.815 0.741 0.667 0.815
summeval_flu 29 0.690 0.655 0.931 0.931 0.000 0.471 0.586 0.655 0.724 0.724 0.759 0.897
care† 3 0.907 0.553 0.936 0.916 0.000 – – – 0.807 0.853 0.913 0.927
opinpref 150 0.807 0.793 0.673 0.807 0.773 0.465 0.693 0.727 0.593 0.613 0.713 0.773
rb_chat_hard 137 0.847 0.810 0.912 0.861 0.796 0.515 0.423 0.555 0.883 0.723 0.628 0.788
rb_safety 150 0.913 0.593 0.940 0.953 0.000 0.513 0.507 0.687 0.987 0.907 0.927 0.547
mt_bench 150 0.733 0.700 0.720 0.753 0.647 0.511 0.533 0.693 0.413 0.607 0.673 0.680
ultrafeedback 150 0.673 0.573 0.720 0.693 0.000 0.478 0.573 0.640 0.847 0.880 0.900 0.753
m_rewardbench† 10 0.775 0.564 0.785 0.765 0.129 – – – 0.900 0.833 0.753 0.713
iclr_reviews 150 0.720 0.540 0.700 0.640 0.000 0.504 0.433 0.633 0.513 0.507 0.500 0.660
summeval_rel 30 0.900 0.400 0.867 0.933 0.933 0.528 0.600 0.733 0.833 0.933 0.900 0.867
rinobench 150 0.647 0.520 0.893 0.853 0.000 0.488 0.493 0.660 0.533 0.500 0.540 0.500
prism† 12 0.570 0.536 0.523 0.519 0.156 – – – 0.553 0.520 0.553 0.533
hh_rlhf 150 0.673 0.560 0.613 0.680 0.000 0.495 0.400 0.353 0.620 0.593 0.533 0.440
arena_creat† 7 0.572 0.499 0.550 0.567 0.205 – – – 0.587 0.513 0.593 0.647
writing_pref 150 0.513 0.560 0.800 0.693 0.000 0.490 0.547 0.580 0.560 0.467 0.520 0.733
ttcw† 14 0.941 0.941 0.936 0.955 – – – – 0.181 0.175 0.099 0.383

Table 12. Low-data comparison between Qwen3-32B hidden-state readouts and a Qwen-72B generative judge. Hidden-state methods use
50 preference pairs. Qwen-72B is evaluated zero-shot and after fine-tuning on the same 50 examples.

Setting Qwen3-32B SV Qwen3-32B Best HS Qwen-72B Zero-shot Qwen-72B FT-50

Top-level datasets 0.781 0.812 0.768 0.765
TTCW dimensions 0.953 0.989 0.424 0.369
PRISM locales/types 0.522 0.547 0.602 0.591
M-RewardBench languages 0.710 0.730 0.861 0.859
CARE cultures 0.909 0.913 0.944 0.947

reliably improve Qwen-72B: it slightly decreases the mean over top-level datasets and substantially decreases the mean over
TTCW dimensions.

E. Cross-Model Details
The cross-model sweep evaluates Qwen3-8B, Qwen3-32B, DeepSeek-R1-Distill-Qwen-7B, DeepSeek-R1-Distill-Qwen-
32B, Gemma-2-9B-it, and Gemma-4-31B-it. All models use the same 19-dataset protocol with 70/30 train/test splits
and 5-fold cross-validated layer selection. The main finding is that hidden-state quality signals generalize across model
checkpoints, but the selected layer does not transfer across architectures. Therefore, layer selection should be rerun for each
target model.

F. Positional Bias Details
We evaluate the DSPy-optimized GPT-5.4 judge under two candidate orderings: canonical order, where the dispreferred
response is shown as A and the preferred response as B, and swapped order, where the preferred response is shown as A
and the dispreferred response as B. We report ∆ = Acccanonical − Accswapped, where positive values indicate a relative
preference for slot B, and consistency, the fraction of pairs receiving the same verdict under both orderings. Table 13 shows
that positional bias varies substantially across datasets. The average effect across top-level datasets is small (∆ = 0.008),
but several individual datasets show large order sensitivity, including RINoBench (∆ = 0.287), Chatbot Arena Creative
(∆ = −0.113), and ad-copy iteration (∆ = 0.080). This supports the main-text TTCW analysis: prompt-optimized
generative judges can remain order-sensitive, whereas representation-based readouts score candidates independently.
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Figure 4. Cross-model averages over 19 datasets. Hidden-state quality signals generalize across model families. Linear probes are
strongest on average for every model.

Table 13. Positional bias of the DSPy-optimized GPT-5.4 judge across top-level datasets. Canonical order shows the dispreferred response
as A and the preferred response as B; swapped order reverses the slots. Positive ∆ = Acccanonical − Accswapped indicates a relative
preference for slot B. Consistency is the fraction of pairs receiving the same verdict under both orderings.

Dataset Canonical Swapped ∆ Consistency

HH-RLHF 0.637 0.610 0.027 0.773
UltraFeedback 0.860 0.913 -0.053 0.907
SummEval coherence 0.933 0.967 -0.033 0.967
SummEval fluency 0.914 0.948 -0.034 0.948
SummEval relevance 0.900 0.867 0.033 0.900
SummEval consistency 0.907 0.907 0.000 0.907
MT-Bench 0.680 0.640 0.040 0.800
WritingPreferenceBench 0.867 0.913 -0.047 0.893
RewardBench Chat-Hard 0.832 0.836 -0.004 0.916
RewardBench Safety 0.870 0.883 -0.013 0.867
Sycophancy 0.980 1.000 -0.020 0.980
Chatbot Arena Creative 0.553 0.667 -0.113 0.713
RINoBench 0.707 0.420 0.287 0.713
M-RewardBench 0.920 0.907 0.013 0.920
PRISM 0.620 0.583 0.037 0.760
CARE 0.947 0.947 0.000 0.973
OpinPref 0.610 0.660 -0.050 0.823
Ad-copy iterations 0.760 0.680 0.080 0.853

Mean 0.805 0.797 0.008 0.868
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