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Core Problem: Item Mismatch

Reference-based slide generation should reuse a human-designed slide while adapting it to new
user content. A common failure case is Item Mismatch: the reference slide and user content
contain different numbers of items.

Existing agents can replace or delete elements, but often cannot relocate groups of shapes.
One semantic item may be represented by several visual elements, such as a container, icon,
number, and label.
Good editing therefore requires content updates and layout adaptation while preserving style.

Figure 1. Item Mismatch requires resizing and relocating visual item groups, not only replacing text.

Key Idea: Edit Semantic Groups

SlideMatcher abstracts slide editing from individual shapes to Semantic Groups: sets of elements
that jointly express one semantic item.

Semantic Item: one conceptual unit in a list,
agenda, process, or team slide.
Semantic Group: all shapes that visually
encode that item.
Semantic Template: a reusable role pattern
for cloning new items.
Group relocation: move and scale the whole
item while preserving internal alignment.

Group-Level APIs

API Purpose
create add item
delete remove item
update change content
place relocate group

SlideMatcher Workflow

Figure 2. Two-agent workflow: analyze the reference slide, then generate group-level edit actions.

1. Slide Analyzer parses PowerPoint elements into JSON descriptors with text, type, and
bounding boxes.

2. It identifies Semantic Items/Groups using spatial proximity and semantic relatedness.
3. It defines reusable Semantic Templates and maps each item to template roles.
4. Slide Editor plans actions from analyzer output and user content.
5. The backend executes the edit plan with python-pptx.

Why Group Relocation Preserves Design

When a Semantic Group moves from bounding box (L1, T1, W1, H1) to (L2, T2, W2, H2), each
child element is transformed proportionally:(
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The editor chooses only group-level locations, reducing planning complexity.
The backend preserves relative spacing among icons, containers, numbers, and labels.
New items can be created by cloning a Semantic Template before relocation.

Contributions
Dataset: ItemChallenge provides 500 Item Mismatch slide–content pairs.
Framework: SlideMatcher analyzes slides and edits grouped items via create, update, delete, and place
actions.
Distillation: SlideMatcher-curated data fine-tunes GPT-4o for direct target-slide XML generation.
Evaluation: Results improve design fidelity and content faithfulness over baseline agents.

ItemChallenge Benchmark

ItemChallenge evaluates slide editing under Item Mismatch using 500 slide–content pairs sampled
from public Microsoft 365 PowerPoint templates.

Type Slides Description
Agenda 25 deck agenda
List 25 item descriptions
Process 25 timelines/steps
Team 25 member gallery

Metrics are judged by a VLM on a 1–5 scale.
Design criteria: visual similarity, design
fidelity, layout consistency, text formatting.
Content criteria: semantic equivalence and
text placement.

Main Results

98%
SlideMatcher success

4.05
SlideMatcher score

4.77
Semantic equivalence

4.37
GPT-4o-ft score

Method Succ. Overall VS DF LC TF SE TP
PPTAgent 75% 3.52 3.35 3.32 3.48 3.85 2.93 4.21
SlideMatcher 98% 4.05 3.90 4.27 3.64 4.00 4.77 3.75
GPT-4o 99% 2.99 2.58 2.60 2.25 3.16 4.28 3.06
GPT-4o-ft 55% 4.37 4.22 4.49 4.07 4.33 4.91 4.18

SlideMatcher outperforms PPTAgent and prompting-only baselines on overall quality while
maintaining high success.
Fine-tuned GPT-4o produces the highest-quality successful slides, but its success rate drops
because verbose PowerPoint XML is hard to generate reliably.

Qualitative Comparison

Figure 3. SlideMatcher relocates and scales item groups; baselines either keep imbalanced layouts or collapse content
into simple text boxes.

Strengths, Limitations, and Takeaways

Where SlideMatcher works best
Agenda slides reach 100% success and
4.61 overall score.
Simple horizontal/vertical alignments are
easier for group-level relocation.
Semantic Equivalence remains high across
all slide categories.

Open problems
Element overlap: long content collides
under fixed font sizes.
Element overflow: too many items exceed
slide boundaries.
Immutable backgrounds: uneditable
template graphics can conflict with relocated
foreground elements.

Figure 4. Common failure modes motivate iterative slide-editing agents with VLM feedback.

Performance by Slide Type

Type Succ. Overall DF SE TP
Agenda 100% 4.61 4.60 4.40 5.00
List 100% 3.71 3.92 4.76 3.28
Process 92% 3.84 4.13 5.00 3.17
Team 100% 3.91 4.28 4.80 3.40

Agenda layouts are easiest because items
are concise and regularly aligned.
Dense grids and longer descriptions make
List, Process, and Team slides harder.
High Semantic Equivalence shows the
agent reliably preserves requested
content.
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