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Abstract

Slide presentations are a central medium for com-
munication in business, education, and research,
yet creating professional designs remains time-
consuming. Recent advances in Al have enabled
automatic slide generation, but most methods rely
solely on user instructions and fail to account for
reference-based adaptation, where users wish to
preserve the visual design of existing slides. In
this paper, we study the challenge of Item Mis-
match, a common scenario where the number
of items in user content differs from that in the
reference slide, requiring both content updates
and layout adjustments. We introduce ItemChal-
lenge, a benchmark dataset for evaluating slide
editing under Item Mismatch, and propose Slide-
Matcher, an agentic framework that leverages Se-
mantic Groups to analyze and relocate elements
effectively. Experiments show that SlideMatcher
outperforms existing methods in preserving de-
sign fidelity and adapting to new content, enabling
users to focus on their content while Al handles
the complexity of layout adaptation.

1. Introduction

In the era of data-driven storytelling and business commu-
nication, slide presentations remain a dominant medium
for conveying structured information. When creating new
presentations, users frequently reuse existing slides as refer-
ences — preserving a visual style they or their team have
invested effort in crafting. The reference slide embodies de-
liberate creative choices: a color palette, typography, spatial
arrangement, and visual hierarchy that reflect the presen-
ter’s identity and intent. Recent advances in Al have enabled
automatic slide generation from textual content (Ge et al.,
2025), offering the promise of reducing the manual effort
of layout work. Yet most existing approaches focus solely
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on user instructions without considering design preferences,
treating slide creation as a generation problem rather than a
co-creative one. This motivates the task of reference-based
slide generation (Zheng et al., 2025), where the objective is
to produce new slides that are stylistically and structurally
aligned with reference slides, while adapting to novel user-
provided content — with Al acting as a co-creative assistant
that preserves the human’s design intent, freeing the user to
focus on content rather than layout mechanics.

PPTAgent (Zheng et al., 2025) pioneered this task by intro-
ducing a two-stage workflow. In the first stage, it analyzes
the reference slide and user instructions to extract content.
In the second, it generates a sequence of edit actions to
construct a new slide. These actions include replacing or
deleting existing elements to incorporate new content. How-
ever, PPTAgent has a critical limitation: it does not support
relocating elements. Consequently, elements from the refer-
ence slide must either remain fixed in their original positions
or be removed entirely.

In real-world scenarios, however, user content rarely
matches the reference slide exactly, often requiring layout
adjustments. A common case arises in slides containing mul-
tiple items (e.g., agenda lists), where the number of items in
the user’s input differs from the reference. We term this sce-
nario Item Mismatch. Figure 1 illustrates such an example:
while the reference slide contains seven agenda items, the
user requests four. Addressing this challenge requires not
only updating the text but also repositioning and resizing
elements to ensure the new slide faithfully represents the
requested list. Further complicating this task, a single item
is often represented by multiple shapes—for example, an
agenda item in Figure 1 combines a rectangle, a circle, and
two text boxes (number and description). Relocating these
elements while maintaining their relative alignment poses a
significant challenge for editing agents.

Although researchers have begun to explore reference-based
slide generation, little attention has been paid to the Item
Mismatch scenario, despite its importance for making refer-
ence slides adaptable to diverse content. To bridge this gap,
our work makes the following contributions:

» Dataset. We introduce the ItemChallenge dataset, com-
prising 500 (reference slide, user content) pairs derived
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from 100 reference slides collected from public Mi-
crosoft 365 PowerPoint templates ', each paired with
5 user-content samples that capture Item Mismatch
cases, thereby facilitating systematic research in this
direction. 2

e Framework. We propose SlideMatcher, an agen-
tic framework designed to handle Item Mismatch in
reference-based slide generation. SlideMatcher inte-
grates two main agents: a slide analyzer for parsing
slide content, and a slide editor for generating editing
plans. Unlike prior work, our framework supports not
only text updates but also element relocation. A key
contribution is the introduction of Semantic Groups,
each encapsulating multiple shapes that represent a
single item and allowing programmatic control of their
internal layout. This reduces the complexity of slide
editing and ensures consistency in grouped elements.

* Distillation. To further improve scalability, we lever-
age SlideMatcher to curate a dataset for reference-
based slide generation and fine-tune GPT-40. The
fine-tuned model directly outputs the XML represen-
tation of the target slide, thereby distilling the agentic
workflow into a single model.

» Evaluation. We conduct extensive experiments on the
ItemChallenge dataset, benchmarking SlideMatcher
against PPTAgent and prompting-based LLM base-
lines. Results show that SlideMatcher achieves supe-
rior adaptability and higher-quality slides. We also
observe that fine-tuned GPT-40 substantially improves
slide quality, though with a lower success rate. Fi-
nally, we discuss current limitations and outline future
research directions.

2. Related Work

Automatic Slide Generation from Text Early research
on slide generation largely framed the problem as document
summarization. Systems like PPSGen (Hu & Wan, 2014)
and follow-up work (Sefid & Wu, 2019) extracted key sen-
tences or produced query-based summaries from academic
papers to populate slides. While effective at condensing text,
these approaches generally ignored presentation design and
visuals.

With deep learning, slide generation expanded beyond
heuristics. Doc2PPT (Fu et al., 2022) applied a trainable
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sequence-to-sequence model to produce slides, though it re-
quired large paired datasets. More recently, large language
models (LLMs) have enabled broader, instruction-driven
generation without heavy supervision. Multi-stage pipelines
(Bandyopadhyay et al., 2024; Mondal et al., 2024) used
LLMs to draft persona-aware or audience-specific slides,
though often constrained by fixed slide counts that led to
redundancy or sparse content.

Holistic systems have begun to integrate multimodal content
and narration. PASS (Aggarwal & Bhand, 2025) generates
not only slides but also Al-based voiceovers, and NB2Slides
(Zheng et al., 2022) converts Jupyter Notebooks into draft
presentations with a human-in-the-loop refinement process.
These efforts highlight the evolution from content summa-
rization to pipelines that also address design, interactivity,
and audience tailoring. Nevertheless, most work still targets
creating slides from scratch and leaves considerable manual
effort for polishing.

Al-Driven Slide Editing and Reference-Based Genera-
tion A more recent direction emphasizes editing existing
slides rather than generating entirely new decks. Jung et al.
(Jung et al., 2025) propose Talk-to-Your-Slides, an LLM-
powered agent that interprets natural language editing in-
structions and executes them directly within PowerPoint.
By combining high-level planning with low-level API calls,
the system automates tedious edits such as text reformatting
or layout adjustments.

Another strand adopts a reference-based paradigm. Zheng
et al. (Zheng et al., 2025) introduce PPTAgent, which
treats slide generation as iterative editing of reference slides.
Their system first analyzes a given slide deck to extract
structural schemas, then dynamically modifies the reference
slides—replacing text and images—to fit new content. This
approach mirrors how human presenters reuse prior decks
to ensure stylistic consistency.

Compared to earlier one-shot text-to-slides pipelines, agent-
based and reference-guided systems explicitly support slide
editing. AutoPresent (Ge et al., 2025), which fine-tunes
LLMs to generate code for slide APIs, still suffers from
execution errors and limited editability, underscoring the
value of more robust editing frameworks. Collectively, these
developments mark a shift toward Al agents that assist with
refining and adapting presentations, addressing the real-
world need for design preservation and content flexibility.

Relation to Semantic Grouping in Document Analysis
Our concept of Semantic Groups shares surface similar-
ity with prior work on semantic grouping of layout ele-
ments in document analysis. For example, DELOC (Ayyubi
et al., 2025) constructs a spatially-aware hierarchical ele-
ment tree for PDF documents to enable natural-language-
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Figure 1. An example of Item Mismatch.

driven edit localization. Conceptually, however, DELOC
targets document-level structural elements—headers, para-
graphs, and lists—within largely static, text-dominant PDFs.
SlideMatcher, by contrast, focuses on repeated semantic
roles specific to slides (e.g., agenda items, team member
entries, section icons) and is specifically designed to de-
tect and manipulate these groups under the Item Mismatch
setting, where groups must be dynamically rescaled and
repositioned to accommodate a different number of items.
This requirement to relocate and resize grouped elements
introduces layout challenges that have no direct counterpart
in document-level edit localization.

3. SlideMatcher

In this section, we introduce SlideMatcher, our agentic
framework for slide editing under the Item Mismatch sce-
nario. The framework consists of two agents: a slide ana-
lyzer that extracts content from reference slides, and a slide
editor that performs edit operations on top of them. To ef-
fectively handle Item Mismatch, we propose the concept
of Semantic Groups and design a set of editing operations
defined over these groups.

We begin by formalizing the slide editing problem and in-
troducing the Semantic Group concept. We then describe
the slide analyzer and slide editor in detail, illustrating their
usage with a real-world example. Finally, we discuss how
SlideMatcher can be used to synthesize training data for fine-
tuning an LLM to perform slide editing in an end-to-end
manner.

3.1. Problem Formulation

Slide Editing Following prior work (Bandyopadhyay
et al., 2024; Mondal et al., 2024; Zheng et al., 2025), we
represent a slide as a set of elements R = feg;ez; ::;;eng
where each element (e.g., text box, shape, image) is as-
sociated with properties such as content, location, and
styling attributes. Given a reference slide R and user in-
structions |, the framework generates a sequence of edit-

T = f(R; A) such that T satisfies the user instructions.

This task is challenging as the agent must (1) understand
the current state of the reference slide, (2) interpret the user
instructions, and (3) select appropriate actions from the
available action space.

In this work, we restrict our focus to a practical subset of
editing tasks where the user instructions specify only the
new content to be applied to the reference slide, replacing
the original content. For example, the instruction “Overview
of Greece: 1. History, 2. Geography, 3. Culture” requires
the agent to replace the original content of the slide with this
new list, while maintaining a visually balanced and aestheti-
cally pleasing layout. For clarity, throughout the paper we
refer to user instructions simply as user content, since they
specify the content to be inserted into the reference slide.

Although slide editing in general applies to multi-slide
decks, we constrain our setting to single-slide editing. This
simplification allows us to focus directly on the challenges
posed by Item Mismatch.

Semantic Items Many slides are designed to present a list
of items. Examples include agenda slides listing upcoming
sections, or product slides outlining multiple advantages
of a product. We call each such unit a Semantic Item. A
corresponding set of Semantic Items can also be identified
from the user content.

When the number of Semantic Items in the reference slide
differs from that in the user content, we define this as an
Item Mismatch. Addressing Item Mismatch requires not
only inserting or deleting elements, but also resizing and
repositioning them to ensure the slide layout adapts grace-
fully to the updated content.

Semantic Groups A key challenge in handling Item Mis-
match is that a single Semantic Item is often represented
by multiple visual elements. For example, an agenda item
might consist of an icon, a section number, and a section
title. When repositioning such items, an editing agent can
easily lose track of the internal relationships among these
elements, placing them incorrectly or separating them.
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To address this, we introduce the concept of Seman-
tic Groups. A Semantic Group is defined as G; =
fegl); ei(z); e egk)g, where the elements together represent
a single Semantic Item. This is analogous to the common
user practice of grouping objects in presentation software
before moving or resizing them. Since each Semantic Group
corresponds to a single Semantic Item, in this paper, we use
the term ifem to refer to a Semantic Group when the context

is clear.

By operating at the level of Semantic Groups rather than
individual elements, the agent only needs to determine the
placement of each group. The relative positions of elements
within the group are preserved automatically during scaling
and relocation. This ensures visual consistency and reduces
the complexity of the editing process.

3.2. Framework Overview

Figure 2 presents an overview of the SlideMatcher frame-
work. It consists of two LLM-based agents. First, the slide
analyzer examines the elements in the reference slide and
identifies Semantic Groups. Second, the slide editor gen-
erates a sequence of edit actions based on the analyzer’s
output and the user content, thereby adapting the reference
slide to the new requirements.

Slide Analyzer In the first stage, the slide analyzer is
tasked with detecting Semantic Groups within the ref-
erence slide. We implement this using LLM prompt-
ing. The LLM receives a JSON array of shape descrip-
tors—including text content, shape type, and bounding-box
coordinates—extracted via the python-pptx library, and fol-
lows a three-stage procedure:

1. Identify Semantic Groups. The LLM clusters shapes
into Semantic Groups — each representing a single
conceptual item such as one agenda bullet — using
two criteria: spatial proximity (shapes should be lo-
cated near each other) and semantic relatedness (shapes
should serve a common purpose, e.g., a circle, a num-
ber, and a label together forming one agenda bullet).

2. Define Semantic Templates. Based on extracted
Semantic Groups, the LLM defines Semantic Tem-
plates—reusable layout patterns that name and type
each shape role within an item (e.g., container, icon,
number, label), with one reference shape ID per role.
Templates are critical for the ADD operation: when
a new Semantic Group must be inserted, the backend
clones the reference shapes designated by the template.

3. Map Semantic Groups to Templates. Each Semantic
Group is mapped to its template with an explicit shape-
ID assignment for every role.

The analyzer outputs a structured JSON with two top-level
keys: templates (role definitions) and groups (item-
to-template mappings). Once the groups are identified, we
programmatically compute each group’s bounding box (left,
top, width, height) using python-pptx, which the slide editor
uses for relocation.

Slide Editor In the second stage, the slide editor—also
implemented via LLM prompting—generates a sequence
of edit actions to transform the reference slide. The editor
receives two inputs: (1) the analysis results from the slide
analyzer, and (2) the user content. It then decides which
actions to apply.

To support editing under Item Mismatch, we design an API
(Table 1) that defines operations for adding, modifying, and
deleting Semantic Groups. While primarily designed for
group-level editing, the same API can also be applied to
individual elements by substituting element names in place
of group names. Figure 2 illustrates an example of how the
API operations adapt a reference slide to new user content
in the Item Mismatch setting.

A key operation unique to our API is relocating a Se-
mantic Group. Suppose a group is initially located at
(L1; T1;W3; Hi), and an element within it is at (I; t; w; h).
When the group is moved to (L2; T2; W»; Hy), the new po-
sition of the element is computed as:

(Lz + (

Ll)Wz_T + (t Tl)Hz_ WW2_ hH2
Wl 1 2 Hl 1 Wl 1 Hl

, ensuring that all elements preserve their relative position-
ing and scaling within the group.

All edit operations are executed using python-pptx (Canny,
2023) in the backend.

Concretely, each slide editor prompt is organized as fol-
lows: (1) a system-level role description that defines the
task and specifies the five supported action types—ADD
(insert a new item using a template), DELETE (remove an
item), UPDATE (change item text content), PLACE (repo-
sition an item’s bounding box), and UPDATE_ NONGROUP
(modify shapes outside any group); (2) one few-shot ex-
ample illustrating a complete editing scenario in which a
5-item agenda slide is adapted to 7 items, demonstrating
the interleaving of ADD and PLACE actions; and (3) the
runtime input, comprising the analyzer’s JSON output (with
nongroup shapes and per-item bounding boxes and content)
and the free-text user content. Guidance such as preserving
the original aspect ratio when relocating groups is woven
into the role description. Full prompt listings are provided
in Appendix A.
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Figure 2. Overview of SlideMatcher Workflow. (the full structured output, including templates and mappings, is described in Appendix A.)

Table 1. APIs for Slide Editing

API

Description

ADD(group_name, ref_name, content, location)
DELETE(group_name)
UPDATE(group_name, content)
UPDATE_NONGROUP(shape_name, content)
PLACE(group_name, location)

create a new Semantic Group
delete a Semantic Group
update the content of a Semantic Group

update the content of a shape outside Semantic Groups

update the location of a Semantic Group

3.3. Dataset Curation for Finetuning LLMs

While SlideMatcher can edit slides using its agentic work-
flow, we further investigate whether a fine-tuned LLM can
directly perform end-to-end slide editing by generating
XML representations of target slides, without relying on
Python-based libraries. For this, we require a dataset of
triplets href_slide; user_content; target_slidei.

Existing public datasets such as SlidesBench and Zen-
0dol10K (Ge et al., 2025; Zheng et al., 2025) are not suitable,
as they lack paired reference and updated slides, and do not
focus on Item Mismatch. To address this gap, we curate and
release ItemChallenge, a dataset specifically designed for
slide editing under Item Mismatch scenarios.

Dataset Construction We construct [temChallenge in sev-
eral steps:

1. Slide collection. We collect 100 reference slides from
public Microsoft 365 PowerPoint templates that con-
tain multiple Semantic Items (e.g., agenda items, team
members). Based on content structure, these slides are
categorized into four types: agenda, list, process, and
team (Figure 3). We include 25 slides of each type in
the dataset.

2. Train/test split. The 100 slides are split 80/20: 80 for
training and 20 for testing. Within each category, 20
slides are used for training and 5 for testing.

3. User content creation. For each slide, we design
5 user content samples. Each user content speci-
fies a different topic (e.g., travel guides, Al devel-
opment) and varies in the number of items, thereby
introducing Item Mismatch. This results in 400
href_slide; user_contenti pairs for training and 100
for testing.

4. Target slide generation. For the training set, Slide-
Matcher is used to automatically generate target slides.

Quality Filtering Although instructed to maintain high-
quality design, SlideMatcher may occasionally produce
layout issues (e.g., overlaps or out-of-bound placements).
To ensure dataset quality, we adopt a VLM-as-Judge ap-
proach. We prompt gpt-4o0 model to evaluate each generated
slide on six criteria (Table 2), scoring from 1 to 5. The de-
tailed evaluation prompt is included in the codebase. Slides
with an overall score below 4.0 are filtered out. After fil-
tering, the training set contains 287 high-quality triplets
href_slide; user_content; target_slidei. These are fur-
ther split 80/20 into train and validation sets, which we use
to fine-tune an LLM via supervised fine-tuning.
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Figure 3. Four types of slides in temChallenge.

Table 2. Evaluation Criteria for the VLM Judge

Criteria Description
Visual Similarity (VS) The target slide matches reference slide in overall visual impression.
Design Fidelity (DF) The target slide preserves design aesthetics of the reference slide like themes, icons,
etc.
Layout Consistency (LC) The target slide has structural consistency in element positioning and organization.
Text Formatting (TF) The target slide's text formatting (e.g., fonts, sizes) matches the reference slide.
Semantic Equivalence (SE) The target slide's content matches the user content.
Text Placement (TP) The text is placed within bounds, does not occlude, and is not broken mid-word.
4. Experiment same way as GPT-40, directly producing the target

i slide in XML format.
4.1. Experiment Setup
Dataset Existing slide datasets focus on general slidé=valuation Metrics We adopt two sets of metrics to eval-
decks and do not speci cally address the Item Mismatchiate model performance:
scenario. To |l this gap, we curate the ItemChallenge ]
dataset (Section 3.3) as a benchmark for evaluating LLM * Success Rate: The percentage of generated slides that
agents under Item Mismatch. All methods are evaluated ~ ¢@n be opened without execution errors.

on the test set of ItemChallenge, which consists of 100 , \/| M Scores: Quality scores assigned by our VLM-

href_slide; user_contenti pairs. Judge, which evaluates generated slides across six di-
. . mensions (Table 2). We report both per-dimension
Baselines We evaluate the following methods: scores and the overall average score. We note that

VLM-as-Judge is used both for quality Itering during
* PPTAgent (Zheng et al., 2025): Released under the  training data construction and for test-set evaluation,
MIT licens€’, PPTAgent adopts a two-stage pipeline raising a potential circularity concern, and we acknowl-
for slide editing. It rst extracts information from edge that scores may re ect that model's aesthetic pref-
the reference slide and user content, then generates a erences; human evaluation would further validate these
sequence of edit actions via LLMs to update the slide.  results.

* SlideMatcher (ours): Extends the two-stage pipeliné gyperiment Con gurations  For SlideMatcher and PPTA-
by introducing Semantic Groups and supporting reloyent, GPT-40 is used as the underlying LLM. The prompts
cation of grouped elements, enabling more effectivesmployed are available in our code repository. For GPT-
handling of Item Mismatch. 40-ft, we ne-tune GPT-40 on the ItemChallenge training

« GPT-40 (Achiam et al., 2023): Direct prompting of set using Azure Al Foundry (Microsoft, 2025). Supervised

GPT-40 to generate the XML representation of the tarf N€-Tuning (SFT) is performed with Azure Al Foundry's

get slide, conditioned on the reference slide (in XML) default hyperparameters: a batch size of 1, a learning-rate
and the user content multiplier of 1.0 (i.e., the platform's default base learning

rate), and 3 training epochs.
¢ GPT-4o-ft: A ne-tuned version of GPT-40, trained
on the ltemChallenge training set (Section 3.3) using4.2. Experimental Results

supervised ne-tuning. The model is prompted in the
P g promp Table 3 reports the performance of all methods on the Item-

3https://github.com/icip-cas/PPTAgent Challenge benchmark. Our proposed SlideMatcher achieves
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Table 3. Performance Comparison Across Methods

Method Success Rate Overall Score VS DF LC TF SE TP

PPTAgent 75% 3.52 335 3.32 348 385 293 4.21
SlideMatcher 98% 4.05 390 427 364 4.00 477 3.75
GPT-40 99% 2.99 258 260 225 3.16 4.28 3.06
GPT-40-ft 55% 4.37 422 449 407 433 491 4.8

both a high success rate and the best overall score (4.05), oatf items. Moreover, ne-tuning GPT-40 on data curated
performing baseline methods. In particular, it shows cleaby SlideMatcher further improves layout delity, making
advantages in the four design-oriented dimensions—Visuajenerated slides closer in style to the reference design.

Slmllan?y, Deglgn. F'd.e“t}/’ Layou't Con5|§tency, anq Text To better understand SlideMatcher's strengths and limita-
Formatting—highlighting its effectiveness in preserving the . : :
tions, we break down its performance by slide category

V|_sual style of the referencg shde._ SlideMatcher qlso attain able 4). SlideMatcher performs best on Agenda slides.
higher scores on Semantic Equivalence, re ecting stron

delity to user content. The only dimension where it un- hese slides typically contain concise user content, reduc-

. . : ing the risk of text over ow, and use simple horizontal or
derperforms is Text Placement, as it occasionally produces ®.. . : : .
: ; vertical alignments, which LLMs can adjust more easily. By
overlapping text or text that extends beyond slide bound- . : .
. . . 0 contrast, List, Process, and Team slides often involve more
aries. Upon further inspection, we nd this is largely due to

SlideMatcher's strict adherence to original text formatting cqmplex grid-like layouts or denser c_ontent, makmg Item
. . . Mismatch harder to resolve and leading to lower visual de-
(e.g., font size). When user content is substantially longer o . .
- o . sign scores. The exception is Semantic Equivalence, where

than the original text, this strict formatting leads to over ow ) : )
. . .. SlideMatcher consistently achieves high scores across all
or overlap. This suggests an inherent tradeoff among crite- . : AU ;
Categories, demonstrating strong reliability in preserving

ria: improving faithfulness to design can sometimes reduce . .
user-provided content regardless of layout complexity.
layout robustness.

We next compare GPT-40 before and after ne-tuning. The jnitations  While SlideMatcher takes an important rst

ne-tuned model, GPT-4o-ft, achieves the highest overallgien, toward addressing Item Mismatch, three recurring fail-
score (4.37), demonstrating that ne-tuning is highly effec- ;.o hatterns reveal open problems for the community. Ele-
tive for the Item Mismatch task. Notably, GPT-4o-ft exceeds o n Overlap arises when user content has many items and

4.0 in all six evaluation criteria, outperforming the vanilla e gystem's strict adherence to original font sizes causes
GPT-40. However, GPT-40-ft exhibits a signi cantly lower o+ pill into adjacent elements—motivating research into

success rate (55%), limiting its practical usability. We at'adaptive typography that exibly trades off font size against
tribute this to the yerbqsity of PowerPoint XML les: on layout delity. Element Over ow occurs when content re-
average, target slides in our dataset contain 7,185 tokengyjres more items than the reference slide can accommodate,
with 5% exceeding 18,000 tokens. While LLMs can reason, g groups are pushed outside slide boundaries—pointing
over and generate structured XML, reliably producing suchy, the need for layout planning methods that reason about
long, nested les remains challenging. Before ne-tuning, q5pa space constraints. Immutable Elements present a
GPT-4o often simpli ed output by collapsing contentinto @ grcryral challenge: background graphics embedded in the
single text box, which increased robustness at the expens§e template cannot be repositioned, creating visual incon-
of layout delity. After ne-tuning, the model attempts {0 gjgtencies when mutable foreground elements are rearranged.
replicate complex XML structures from the training data,thege fajlure modes illustrate the richness of the agentic
improving quality but also introducing more errors. We gjije egditing problem and suggest a promising direction:

expect that enlarging the ne-tuning dataset or pre-traininginteractive pipelines where VLM judges provide structured
on XML-rich corpora could further improve success rateSgeeghack to guide iterative re nement by the slide editor.
and we leave this for future work.

Finally, our evaluation relies entirely on a VLM-as-Judge,

Figure 4 provides qualitative comparisons. PPTAgent,hich e use for both training-data ltering and test-set
which does not support element relocation, struggles withyoring: as noted in Section 4.1, this raises a circularity

Item Mismatch, often producing visually imbalanced lay-.qncern and the scores may re ect the judge’s own aes-

outs. GPT-40 without ne-tuning discards much of the y,qvic piases. A key direction for future work is a human

original layout, instead collapsing user content into a sing, 4|y ation study in which expert annotators rate generated

gle text box. In contrast, SlideMatcher successffully Scale§|ides, enabling us to measure agreement between human
and relocates elements to accommodate varying numbeLs, /i v judgments and to validate the automatic metric.
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