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Abstract
Human-AI creative systems increasingly assist
with visual design, but editable vector graphics
remain poorly served by representations that treat
artifacts only as pixels or generic text. Raster
encoders capture appearance but discard pro-
gram structure, while generic text encoders are
not optimized for analyzing geometric and ren-
dering semantics in SVG code. We introduce
SVG-BERT, a code-native encoder pretrained
directly on SVG source code as representation
infrastructure for structure-aware vector design
workflows. We train SVG-BERT with an SVG-
specific tokenizer on raw and canonicalized SVGs,
and evaluate it using diagnostic tasks that probe
geometry, typographic style consistency, graph-
structured reasoning, semantic icon classification,
and render equivalence. SVG-BERT consistently
outperforms generic text encoders and provides
information complementary to raster encoders,
which remain stronger on strongly visual seman-
tic tasks. These results suggest that code-native
SVG analysis is a promising building block for
future creative systems requiring editable asset re-
trieval, variation management, deduplication, and
structure-preserving vector editing.

1. Introduction
Human-AI creative systems increasingly support visual de-
sign workflows in which users generate, search, compare,
revise, and reuse editable assets. Vector graphics are central
to such workflows because they couple visual appearance
with explicit program structure, including primitives, trans-
formations, styles, grouping, and drawing order. Scalable
Vector Graphics (SVG), a dominant web and design for-
mat, serializes this structure as XML code, but real-world
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SVGs vary substantially across authoring tools and often
expand into long token sequences (Yang et al., 2025; Li
et al., 2025). This creates a representation problem for cre-
ative AI systems: useful models should capture appearance
while preserving code structure, editability, and rendering
semantics.

Most pipelines for analyzing, reusing, or modificating SVG
assets follow one of two routes. First, SVGs are raster-
ized and processed by standard image encoders (Radford
et al., 2021). While effective for appearance-based tasks,
rasterization hides program structure and collapses many
distinct SVG programs into the same image. This limits
workflows that require reasoning about how a vector asset is
constructed, not only how it looks, such as style-consistent
reuse, version comparison, object-level primitive selection,
and structure-preserving modification. Second, SVG source
code can be modeled as a token sequence with transformer
encoders or LLMs (Devlin et al., 2019; Beltagy et al., 2020;
Warner et al., 2024; Li et al., 2025; Chen et al., 2025; Zou
et al., 2024). However, generic text tokenization and induc-
tive biases are not tailored to vector code, and LLM-centric
systems are not designed to provide compact reusable em-
beddings for downstream SVG analysis or manipulating. To
our knowledge, no prior work provides a general-purpose
pretrained encoder for arbitrary raw SVG that is designed as
a reusable representation layer for downstream vector anal-
ysis and editing. This motivates code-native SVG encoders
as building blocks for future generative, retrieval, and ma-
nipulating pipelines, including systems that rank generated
variants, retrieve compatible assets, or select primitives for
object-level SVG extraction.

To address this representation gap, we introduce SVG-
BERT, a long-context transformer encoder pretrained di-
rectly on SVG code with masked token modeling. We study
SVG-BERT as code-native representation infrastructure for
creative vector workflows rather than as a standalone gener-
ative system.

Our contributions are:

• We construct a large-scale SVG corpus and train an
SVG-specific BPE tokenizer on raw and canonicalized
SVG code.
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• We pretrain SVG-BERT directly on SVG code to sup-
port structure-aware analysis of editable vector assets.

• We compare code-native, generic text-based, and raster-
based encoders on controlled tasks spanning geometry,
style consistency, graph-structured reasoning, semantic
icon classification, and render equivalence.

• To facilitate further research and ensure reproducibility,
we release models and the corresponding data combi-
nations1.

2. Related Work
We position SVG-BERT relative to three lines of work:
raster-based SVG optimization, vector generative modeling,
and LLM-based SVG understanding and editing.

First, many SVG pipelines operate in raster space: SVGs are
rendered to images and models are trained or optimized us-
ing pixel-level objectives. Differentiable rendering (Li et al.,
2020) enables gradients from pixels back to vector param-
eters, while raster-supervised vectorization methods (Ma
et al., 2022) aim to recover editable vector structure from
images. Text- and image-guided SVG generation meth-
ods (Jain et al., 2022; Xing et al., 2024b;a) similarly support
creative synthesis through rendered appearance. In con-
trast, SVG-BERT learns from SVG code directly and targets
reusable embeddings rather than pixel-level optimization or
generation.

Second, learned representations of vector programs have
been studied mainly through generative modeling under
constrained parameterizations. SVG-VAE (Lopes et al.,
2019) learns latent representations in restricted domains
such as glyphs and fonts. DeepSVG (Carlier et al., 2020)
and VectorWeaver (Jarsky et al., 2025) model icon-scale
vector graphics with hierarchical latent-variable objectives.
However, their encoders rely on constrained program rep-
resentations and are not designed as drop-in encoders over
arbitrary raw SVG/XML at scale.

Third, a rapidly growing line of work treats SVG understand-
ing and editing as instruction following with multimodal or
code-oriented LLMs and introduces corresponding bench-
marks. UniSVG (Li et al., 2025) and SVGenius (Chen
et al., 2025) propose datasets spanning SVG understanding,
editing, and generation, while VGBench (Zou et al., 2024),
SGPBench (Qiu et al., 2025), and SVGEditBench (Nishina
& Matsui, 2024) evaluate SVG reasoning and programmatic
editing behavior. These efforts establish important task
suites (Malashenko et al., 2025), but typically rely on heavy-
weight generative inference rather than compact encoder
embeddings. SVG-BERT is complementary to this direc-
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tion: it provides a lightweight code-native representation
layer that can be used for downstream analysis, retrieval,
comparison, and structure-aware editing.

3. Method
We present SVG-BERT, a long-context transformer encoder
pretrained directly on SVG source code to obtain reusable
embeddings of editable vector assets. The pipeline consists
of corpus construction with deterministic canonicalization
and filtering (Sec. 3.1), SVG-specific BPE tokenization over
raw and canonicalized code (Sec. 3.2), and masked-token
pretraining on SVG sequences only (Sec. 3.3). We eval-
uate the resulting code-native representations using five
controlled diagnostic tasks (Sec. 3.4).

3.1. Dataset Construction

We aggregate publicly available SVG datasets (listed in
App.Tab. 6) and retain only redistributable subsets under
their corresponding licenses. In practice, SVG assets may
appear both as raw tool-specific XML and in canonical-
ized forms (e.g., after export pipelines or canonicalization
tools), and visually equivalent renderings often admit many
syntactically different realizations.

To reflect this variability and to provide a deterministic
canonical form for downstream comparisons, we construct
for each SVG an additional canonicalized variant via a fixed
transformation pipeline that (i) converts geometric primi-
tives to <path> representations, (ii) resolves nested trans-
formation stacks into explicit coordinates, and (iii) unifies
curve types by converting primitives and elliptical arcs to cu-
bic Bézier segments. We retain both the original (raw) SVG
and its canonicalized form in the final corpus, and train
on their mixture to improve robustness to authoring-tool
artifacts and serialization styles.

We remove malformed SVGs via rasterization checks, dedu-
plicate using hashes of canonicalized representations, and
exclude extreme outliers by length to avoid pathological
sequences. Corpus composition, and licensing information
are provided in Appendix F.

3.2. Tokenizer

SVG source code is a specialized, highly structured modal-
ity whose lexical and syntactic patterns differ from natural
language and generic web text. Accordingly, off-the-shelf
tokenizers are suboptimal for SVG and typically yield un-
necessarily long sequences, reducing compute efficiency
and making learning harder for long-context encoders. We
therefore train an SVG-specific BPE tokenizer following the
same tokenizer framework as in ModernBERT, but learning
the vocabulary directly on our SVG corpus. The tokenizer
is trained on a mixture of raw and canonicalized SVGs
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(Sec. 3.1) to cover both real-world variability and canonical-
ized syntax patterns.

To assess compression efficiency, we evaluate the tokenizer
directly on the target corpus used for tokenizer training. Un-
der this setting, our tokenizer reduces the average tokenized
sequence length by 26.3% compared to the ModernBERT
tokenizer, reflecting improved alignment with the SVG data.
Tokenizer training details are provided in App. A.

3.3. Model and Pretraining

We adopt a ModernBERT-style long-context en-
coder (Warner et al., 2024) with an 8192-token context.
Base and large configurations contain approximately 150M
and 349M parameters, respectively. We run pretraining
with MLM objective on SVG sequences only; relative to
ModernBERT, the primary differences are the training data
(our SVG corpus) and the tokenizer (Sec. 3.2).

The base model is trained on 35B tokens and the large model
on 50B tokens. We follow the ModernBERT pretraining
recipe and reuse the same optimization and masking config-
uration; complete hyperparameters are reported in App. C.

3.4. Diagnostic Task Construction

Existing SVG benchmarks are largely designed for LLM-
centric generation, captioning, or instruction-following eval-
uation (Zou et al., 2024; Qiu et al., 2025; Xu & Wall, 2024),
and do not directly test compact encoder embeddings under
controlled discriminative settings. We therefore propose
five diagnostic tasks, each formulated as sequence classifi-
cation: (i) A/B-test (AB): classify whether an SVG glyph
corresponds to a vs. b; (ii) Font Consistency (FC): detect
whether a 2×2 grid of glyphs shares the same font family;
(iii) Graph 3-Colorability (3C): decide whether an SVG-
encoded graph is 3-colorable; (iv) Icon Tag Multi-Class
Classification (MCC): predict one of five semantic tags for
user-generated icons; (v) Render Comparison (RC): deter-
mine whether two SVGs are rendering-equivalent despite
different source code.

Each example contains either one SVG (AB, FC, 3C, MCC)
or a pair of SVGs (RC). For pair inputs, we concatenate
the two SVG sequences with a special [SEP] token, and
the model predicts a label from a finite set. For single-
SVG tasks we additionally provide rasterized renderings to
enable direct comparison with raster-based vision encoders.
Full dataset specifications, preprocessing, and statistics are
provided in App. B.

4. Experiments and Results
We evaluate SVG-BERT on the five diagnostic tasks pro-
posed in Sec. 3.4. All models are adapted under a matched

supervised protocol (data splits, hyperparameter selection,
early stopping, and evaluation) to ensure comparability;
implementation and compute details and selected hyperpa-
rameters are reported in App. D.

4.1. Baselines

We compare SVG-BERT against two common SVG pro-
cessing modalities. Text-based: ModernBERT (Warner
et al., 2024) (base/large), a long-context encoder pre-
trained on generic text and applied directly to SVG source.
Raster-based: CLIP vision encoders (Radford et al., 2021)
(ViT-B/32, ViT-L/14) applied to rasterized SVG render-
ings. For text encoders (ModernBERT and SVG-BERT),
we attach a lightweight classification head to the pooled
sequence representation and fine-tune end-to-end. For raster
baselines, we attach a classification head to the CLIP image
embedding and train under the same supervised protocol.

We also report exploratory zero-shot LLM results in App. E;
these are used only as context, since LLM inference is not
directly comparable to compact encoder embeddings.

4.2. Main Results

Tab. 1 reports mean accuracy and standard deviation over
five random seeds across all tasks. Overall, SVG-BERT
consistently improves over ModernBERT in both base and
large settings, indicating that SVG-native pretraining yields
more informative embeddings than applying a generic long-
context encoder to SVG code. On AB and FC, SVG-BERT
is competitive with CLIP-ViT despite using only SVG code
as input, suggesting that code-native representations capture
fine-grained geometric and typographic cues. On 3C, code-
based encoders outperform CLIP-ViT, consistent with the
task requiring long-range relational reasoning over graph
structure that can be visually congested after rasterization.
On MCC, CLIP-ViT maintains a clear advantage due to the
strongly visual nature of the categories, but SVG-BERT sub-
stantially narrows the gap relative to ModernBERT. Finally,
on RC, SVG-BERT achieves the best performance: CLIP-
ViT is not applicable because raw and canonicalized SVG
pairs are visually indistinguishable after rendering, whereas
SVG-BERT can leverage program structure. Together, these
results support a complementary view of raster and code-
native representations: raster encoders remain strong for
perceptual semantics, while SVG-BERT captures structural
information relevant to editable asset analysis.

4.3. Robustness to Coordinate Noise

We test robustness by adding noise to every numeric coor-
dinate x in the SVG code as f (x,α) = x · (1+N (0,α)) and
evaluating without any additional fine-tuning. As shown in
App.Tab. 5, CLIP-ViT remains stable under small pertur-
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Table 1. Performance comparison (accuracy in %) across proposed
SVG understanding tasks. Models are evaluated on A/B-test (AB),
Font Consistency (FC), 3-Colorability (3C), Multi-Class Classifi-
cation (MCC), and Render Comparison (RC). CLIP-ViT was not
evaluated on the RC task as the rasterized outputs are visually in-
distinguishable, with variations existing solely in the SVG source
code. Results report mean accuracy and standard deviation over 5
runs.

Model AB FC 3C MCC RC

B
as

e

ModernBERT 89.78
(±0.79)

70.56
(±3.75)

89.24
(±0.77)

50.74
(±2.21)

86.97
(±0.73)

CLIP-ViT 96.90
(±0.36)

82.60
(±2.94)

84.08
(±1.22)

80.55
(±1.09)

-

SVG-BERT 95.52
(±0.27)

83.40
(±0.46)

88.56
(±0.60)

61.61
(±0.89)

95.64
(±0.53)

L
ar

ge

ModernBERT 92.10
(±0.40)

74.92
(±6.88)

89.12
(±0.43)

54.38
(±1.75)

87.94
(±6.36)

CLIP-ViT 97.99
(±0.18)

92.04
(±1.22)

85.52
(±0.93)

85.03
(±0.41)

-

SVG-BERT 96.30
(±0.30)

85.76
(±1.16)

89.64
(±0.39)

62.96
(±2.22)

96.00
(±0.60)

bations, while ModernBERT degrades sharply across tasks.
SVG-BERT shows higher stability than ModernBERT and
retains strong performance on 3C even at α = 10−1, sug-
gesting reduced reliance on brittle coordinate-level token
patterns.

5. Limitations
Our work has several limitations.

First, SVG-BERT inherits the computational and memory
costs of long-context transformers. Many real-world SVG
files exceed practical token budgets, which can require trun-
cation or chunking and may omit long-range dependencies.
In contrast, raster pipelines can downsample inputs to a
fixed resolution with predictable compute.

Second, our evaluation uses controlled diagnostic tasks and
a supervised adaptation protocol to probe geometric, stylis-
tic, and structural capabilities. While this improves inter-
pretability and enables matched comparisons to text and
raster baselines, the evaluation is indirect: we measure
downstream performance after fine-tuning rather than the
quality of frozen embeddings in retrieval- or clustering-only
settings. Establishing comprehensive real-world evaluation
suites for SVG encoders (with reliable labels and cover-
age of the full SVG standard) remains challenging, and our
benchmarks should be viewed as simplified proxies.

Third, the SVG standard is broad, and our deterministic
canonicalization pipeline is not exhaustive: it targets com-
mon geometric and transform patterns, but it may not pre-
serve or expose all semantics (e.g., filters, masks, advanced
painting effects, CSS-driven behavior, scripts/animation, or

interactive elements). This can affect both corpus statistics
and which invariances the model learns.

Fourth, our corpus aggregates third-party datasets released
under public licenses. We rely on the license statements and
metadata provided by the original sources, and we cannot
fully verify the upstream provenance of every individual
asset. We therefore restrict releases to redistributable subsets
and document intended research use and access conditions
(App. F).

Finally, SVG-BERT is trained exclusively on SVG and does
not directly cover other vector modalities (e.g., PDF graph-
ics operators, CAD formats, or font outline programs) whose
syntax and structural regularities may differ. Extending
code-native representation learning across heterogeneous
vector formats remains an important direction for future
work.

6. Conclusion
We presented SVG-BERT, a long-context transformer en-
coder pretrained directly on SVG source code for reusable
vector-graphics representations. To enable code-native pre-
training at scale, we assembled a large corpus of real-world
SVG assets augmented with rendering-equivalent canon-
icalized variants. We also trained an SVG-specific to-
kenizer on the combined raw/canonicalized distribution,
yielding shorter sequences than generic text tokenization
and improving training efficiency. Based on our review of
prior work, SVG-BERT addresses the lack of a standalone
pretrained encoder for SVG code, complementing raster-
supervised pipelines and LLM-centric systems. To evalu-
ate whether code-native pretraining yields representations
beyond generic text encoders and beyond raster-only fea-
tures, we proposed five controlled diagnostic tasks spanning
geometric, typographic, topological, semantic, and render-
equivalence reasoning. Across these tasks, SVG-BERT
consistently improves over a strong long-context text base-
line (ModernBERT) and is competitive with raster-based
encoders (CLIP-ViT) on geometry- and style-sensitive set-
tings, while also improving performance on structure- and
render-sensitive tasks that depend on code-level semantics.

We view SVG-BERT as a foundation for several directions.
First, code-native SVG encoders can be used as building
blocks for cross-modal alignment (e.g., SVG–text or SVG–
image) to support semantic retrieval and grounded reason-
ing over design assets. Second, integrating SVG-BERT into
encoder–decoder systems may enable structure-aware gener-
ation and program-level editing. Finally, hybrid approaches
that combine raster and vector representations could unify
fine visual cues with explicit program structure, offering
a practical path toward robust understanding of real-world
graphics content.
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Impact Statement
This work develops code-native representations for SVG
assets, with potential applications in retrieval, comparison,
deduplication, and structure-aware editing of vector graph-
ics. SVG-BERT is not a generative model and does not
directly create new visual content, but it may serve as a
component in future generative or editing systems. Such
systems should be evaluated for controllability, robustness,
diversity of produced variants, and their ability to preserve
user intent during structure-aware modification.
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A. Tokenizer Training Details
We train an SVG-adapted tokenizer using the HuggingFace transformers2 stack by re-training the ModernBERT
tokenizer on our SVG corpus while explicitly extending the set of special tokens. Concretely, we start from
answerdotai/ModernBERT-base3 and preserve all existing special tokens. We then select a set of SVG-specific to-
kens, including XML tags and frequently used attributes, and add them as special tokens to ensure they are treated as atomic
units.

Tokenizer training is performed with train new from iterator over one million randomly sampled SVG documents
from the collected corpus. We set min frequency to 3 to discard rare subwords and set vocab size to 50,368 to match the
vocabulary size used in ModernBERT. Finally, to preserve compatibility with the original tokenizer, we copy all non-special
added tokens from the ModernBERT tokenizer into the newly trained tokenizer.

B. Task Construction Details
Task construction was guided by the goal of designing challenging evaluation settings that do not grant an inherent advantage
to either text-based or raster-based models. While several tasks are expected to favor vision transformers that operate directly
on rendered geometry, text-based models must instead recover shape structure from SVG code. To ensure that performance
differences are not driven by trivial cues, we verified that class labels cannot be inferred from surface-level properties of the
SVG code.

SVG Canonicalization Details To create consistent training examples while preserving the original syntactic diversity,
we apply a deterministic canonicalization pipeline that transforms heterogeneous SVG syntax into canonical representations.
The canonicalization process includes: resolving all transformation matrices into explicit coordinate values by applying
the cumulative transformation to each path segment; converting all shape primitives (circles, ellipses, rectangles, polygons,
polylines) to unified <path> elements with equivalent Bézier curve representations; and unifying all curve types to cubic
Bézier segments, including conversion of quadratic Béziers and approximation of elliptical arcs. Additionally, we consolidate
styling information by parsing CSS stylesheets and inline style attributes into a consistent attribute format, while preserving
the original styling hierarchy.

This diversity in representation reflects real-world usage where models must process both optimized production assets and
verbose editor exports. We therefore preserve the original structural variants while also generating canonicalized versions,
enabling training on multiple representation styles and studying model robustness to syntactic variation.

AB-test This binary classification task evaluates a model’s ability to distinguish basic geometric primitives in SVG format.
Each sample consists of a single character – either a or b – represented as vector paths. The model must identify the letter
based solely on geometric structure, without access to textual content or style metadata. While the label space is binary,
the characters are rendered in diverse fonts, creating stylistic variation and topological distinctions between classes that
challenge geometric understanding.

The task is constructed from the svg-fonts4 dataset. We extract a balanced subset of 5,946 samples with equal class
distribution and apply the canonicalization procedure described in Section B. The dataset is randomly split into training,
validation, and test sets while preserving class balance across partitions. An example is shown in Fig. 1.

Font Consistency This binary classification task evaluates whether models can recognize typographic consistency from
geometric structure alone – testing sensitivity to subtle shape variations that define font families. Each input is an SVG
containing four characters arranged in a 2×2 grid. For positive samples, all characters share the same font; for negative
samples, one character is replaced with a different font family. The model must predict this stylistic consistency using only
vector geometry, without access to textual identifiers or font metadata.

We construct the task from the same svg-fonts dataset introduced earlier, generating 4,000 samples that are evenly balanced
between consistent and inconsistent classes. All SVGs undergo the canonicalization procedure described in Sec. B, and we
remove all font names and metadata during preprocessing to prevent shortcut learning. The dataset is randomly split into

2https://github.com/huggingface/transformers
3https://huggingface.co/answerdotai/ModernBERT-base/
4https://huggingface.co/datasets/starvector/svg-fonts
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Figure 1. Example samples from the A/B- test task. Left: rasterized renderings. Right: corresponding SVG source code.

training, validation, and test sets while preserving class balance. Fig. 2 illustrates an inconsistent sample where geometric
discrepancies in the top-right character reveal font inconsistency.

3-Colorability Problem This binary classification task adapts the classical NP-complete problem of graph 3-colorability5

to evaluate structural reasoning in SVG models. The goal is to determine whether a given undirected graph admits a proper
3-coloring scheme – where no adjacent nodes share the same color. Each sample represents a graph instance encoded as
SVG, with nodes rendered as circles and edges as straight, non-overlapping line segments. Because graphs are visually
canonicalized, the task cannot be solved through icon-recognition heuristics, models must reason over topology rather than
memorized shapes.

We synthetically generate graphs using the NetworkX library6, sampling from 3 to 30 nodes per graph and ensuring
exact class balance: half are 3-colorable, while the other half contain K4 subgraphs or additional edges that violate 3-
colorability. All graphs are connected and verified to have no intersecting edges or ambiguous geometries. To maintain visual
clarity, we use a grid-based layout with minimal 15◦ angular separation between adjacent edges. This ensures one-to-one
correspondence between graph structure and its visual representation, avoiding degenerate cases where edge connections
might be visually ambiguous.

The dataset consists of 4,000 graphs with metadata encoding topology and colorability labels (1 for colorable, 0 otherwise).
All SVGs are randomly split into training, validation, and test sets. An example of an uncolored input graph and its valid
3-coloring is shown in Fig. 3.

Icon Tag Multi-Class Classification This task evaluates the model’s ability to discriminate between diverse semantic
categories represented purely through vector geometry. It is derived from the svgfind 7 dataset, which contains large-scale
user-generated SVGs paired with crowd-sourced tag metadata. Five tags are chosen on random from the candidate pool.

5https://en.wikipedia.org/wiki/Graph_coloring
6https://networkx.org/
7https://huggingface.co/datasets/nyuuzyou/svgfind
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Figure 2. Example from the Font Consistency task showing an inconsistent case where the top-right character uses a different font.

To minimize label noise and semantic overlap, we select only samples that contain exactly one of the five chosen. SVGs
exceeding 8192 tokens are also excluded to maintain consistent input length across models.

The resulting dataset contains 4,699 samples distributed across five classes with mild imbalance: 903 (phone), 819 (love),
786 (food), 683 (sun), and 562 (photography). Samples are randomly divided into training, validation, and test splits with
proportional class distribution preserved. Example samples are shown in Fig. 4.

Task: Render Comparison This binary classification task evaluates whether models can identify visual equivalence
between SVGs that differ in their source code. The goal is to determine whether two SVG inputs, potentially distinct at the
token level, render to identical raster images. This setting probes the model’s ability to reason about the rendering semantics
of vector graphics rather than their textual representation.

The task is constructed from our corpus 3.1. For each sample, we pair a raw SVG file with its canonicalized counterpart.
While these pairs have different XML structures and token sequences, they render to the same visual output, forming the
positive class. To create the negative class, we replace the canonicalized SVG in half of the pairs with a random SVG
from the corpus, ensuring distinct renderings.

The final dataset contains 5,095 samples evenly balanced between classes. Each pair is presented to the model as two
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Figure 3. Example from the 3-Colorability task. Left: rasterized renderings of the input graph in both its uncolored and colored forms.
Right: corresponding SVG structure.

independent SVG token sequences, and the task is to predict whether their rasterized renderings would match. An illustrative
example of a positive sample is shown in Fig. 5.

C. Pretraining Details
Detailed training settings are reported in Table 2. Our training configuration largely follows the setup of Modern-
BERT (Warner et al., 2024) in order to ensure comparability. Due to the substantially smaller training corpus, we reduce the
total number of training tokens across all phases. Additionally, for the large model in Phase One, we employ a lower initial
learning rate than the default value reported by the authors, as they note that the original learning rate was intentionally
aggressive. The microbatch size is reduced to accommodate the memory constraints of our hardware. Finally, the large
model variant is trained for a longer duration, as the training loss continued to decrease significantly.

D. Additional Evaluation Details
We follow standard practice and conduct an extensive hyperparameter search for each task. Specifically, we perform a
sweep over learning rates in [1e−5,3e−5,5e−5,8e−5], weight decay in [1e−6,5e−6,8e−6,1e−5], and number of epochs
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Figure 4. Example instances from the multi-class classification task. Left: rasterized renderings. Right: corresponding SVG source code.

in [1,2,3,5,10]. For all experiments, we fix the batch size to 4, gradient accumulation steps to 4, and warmup ratio to 0.2.
The learning rate scheduler follows the inverse square root schedule. We employ the AdamW optimizer with ε = 1e−6 and
β = (0.9,0.98). Early stopping is applied to all fine-tuning runs. Each combination of hyperparameters is evaluated on the
training split, while validation is performed after every epoch. The checkpoint achieving the highest validation score is
retained. The final configurations selected for each task are reported in Tab. 3. To ensure robustness, the best configuration
for each task is fine-tuned with five seeds. Following the same checkpoint selection procedure, we report the mean and
standard deviation across these runs on the test set.

Pretraining and downstream evaluation were performed on a single NVIDIA RTX 6000 Ada GPU and required 30 days of
compute in total.

E. Exploratory Zero-Shot Evaluation with Large Language Models
To probe how large language models handle the proposed SVG tasks, we evaluate their zero-shot performance without any
task-specific fine-tuning and without providing in-context examples from our datasets. For each task, we use a concise
prompt describing the setup and the label space. Models receive only SVG source code as input (for RC, a pair of SVG
sources), without raster renderings or auxiliary textual hints. Model outputs are mapped to the target label space via exact
matching to the allowed labels; invalid or ambiguous outputs are counted as incorrect.

To reduce computational cost while preserving representative diversity, each task is evaluated on a random subset of 100
samples from the test split. All models except GPT-5 are queried with temperature 0.0. For GPT-5, the temperature is fixed
to 1.0 due to API constraints, and reasoning effort is set to medium. For hybrid reasoning-capable models, the thinking
budget is set to 0 when applicable. Because inference settings differ across providers, these results should be interpreted as
indicative rather than as a strictly controlled ranking.

The results in Tab. 4 show that reasoning-enabled models tend to outperform standard chat models on tasks that require
explicit structural inference from SVG code. For instance, on Font Consistency, several non-reasoning models are near
chance, whereas GPT-5 and GLM-4.6 achieve substantially higher accuracy. Across tasks, GPT-5 attains the strongest
overall scores, suggesting strong capability for extracting geometric and relational cues from SVG source. GPT-5-chat
exceeds GPT-5 on Render Comparison in this small-sample setting, which may reflect variance due to the limited evaluation
subset and different decoding constraints. GLM-4.6 matches GPT-5 on Multi-Class Classification and achieves the highest
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Figure 5. Illustration of the Render Comparison task. Left: rasterized output used as the reference image. Right: the corresponding raw
SVG (top) and its canonicalized counterpart (bottom).

score on Render Comparison, indicating that some models may implicitly capture rendering-equivalence cues from code
structure.

F. Dataset Details
The selected datasets used in our corpus, along with their final sizes after deduplication and filtering, are summarized in
Tab. 6. All external datasets were used strictly for research purposes in accordance with their respective licenses: Under
CC0: svgfind8, clker-svg9, freesvg10. Under MIT: FIGR-8 (Clouâtre & Demers, 2019). Under CC BY 4.0: MMSVG-Icon
and MMSVG-Illustration (Yang et al., 2025). Under permissive public licenses: svgrepo11; svgicons, svg-stack and
svg-fonts (Rodriguez et al., 2025).

8https://huggingface.co/datasets/nyuuzyou/svgfind
9https://huggingface.co/datasets/nyuuzyou/clker-svg

10https://freesvg.org
11https://www.svgrepo.com
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Phase One Phase Two Phase Three

Base Large Base Large Base Large

Training Tokens 30 billion 3 billion 10 billion 2 billion 10 billon
Max Sequence Length 1,024 8,192 8,192

Batch Size 4,608 4,928 72 77 72 78
Warmup (tokens) 1 billion 2 billion - - - -
Microbatch Size 48 28 6 3 6 3

Learning Rate 8e-4 1e-4 3e-4 5e-5 3e-4 5e-5
Schedule Trapezoidal - - 1-sqrt
Warmup (tokens) 50 milllion 100 million - - - -
Decay (tokens) - - - - 2 billion 10 billion
Weight Decay 1e-5 1e-5 1e-5 1e-6 1e-5 1e-6

Model Initialization Megatron From Base - - - -

Dropout (attn out) 0.1
Dropout (all other layers) 0.0

Optimizer StableAdamW
Betas (0.90, 0.98)
Epsilon 1e-06

Training Hardware 1x NVIDIA RTX 6000 Ada 48GB
Software Libraries PyTorch 2.4.0, Cuda 12.4.0,

Composer 0.24.1, Flash Attention 2.6.3,
FA3 commit 32792d3

Table 2. SVG-BERT base and large training settings.

Table 3. Fine-tuning hyperparameters for all models on each task. LR: Learning Rate, WD: Weight Decay, Ep: Epochs.

Task

ModernBERT-base ModernBERT-large

LR WD Ep LR WD Ep

AB 8e-5 1e-5 10 8e-5 1e-5 10
FC 8e-5 1e-5 10 8e-5 1e-6 10
3C 5e-5 1e-6 10 5e-5 8e-6 10

MCC 8e-5 8e-6 10 8e-5 1e-5 10
RC 8e-5 5e-6 10 8e-5 5e-6 10

Task

CLIP-ViT-base CLIP-ViT-large

LR WD Ep LR WD Ep

AB 3e-5 1e-6 3 1e-5 5e-6 5
FC 3e-5 5e-6 2 3e-5 1e-6 5
3C 1e-5 5e-6 5 3e-5 1e-5 3

MCC 3e-5 1e-6 10 1e-5 8e-6 10

Task

SVG-BERT-base SVG-BERT-large

LR WD Ep LR WD Ep

AB 8e-5 1e-6 2 8e-5 1e-5 5
FC 8e-5 1e-5 10 8e-5 1e-5 10
3C 8e-5 8e-6 10 8e-5 8e-6 5

MCC 8e-5 5e-6 10 8e-5 5e-6 10
RC 5e-5 1e-6 10 5e-5 5e-6 10
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Table 4. Zero-shot accuracy (%) of large language models on SVG understanding tasks. †Reasoning models.

Model AB FC 3C MCC RC

Claude Haiku 4.5 42 41 66 43 41
DeepSeek Chat v3.1 46 50 57 38 59
Gemini 2.5 Flash 54 42 47 50 50
GPT-5-chat 69 48 50 49 76
GPT-5† 85 62 84 56 56
GPT-OSS 120B† 51 57 82 35 55
Qwen3 Coder 480B 39 41 51 40 65
GLM-4.6† 58 62 76 56 82

Table 5. Accuracy (%) of each model across tasks and distortion coefficients α. As anticipated, CLIP-ViT is highly robust and
ModernBERT is highly sensitive to distortion. SVG-BERT, trained directly on SVG code, demonstrates a nuanced robustness, effectively
ignoring noise while correctly interpreting semantic content.

Distortion α 0.0 1e-4 1e-3 1e-2 1e-1

(a) AB Test

B
as

e ModernBERT 89.78 57.22 57.25 56.59 56.27
CLIP-ViT 96.90 96.91 96.86 96.73 92.34
SVG-BERT 95.52 92.16 93.93 94.14 91.04

L
ar

ge ModernBERT 92.10 82.02 80.47 80.48 78.64
CLIP-ViT 97.99 98.06 98.03 97.94 92.74
SVG-BERT 96.30 94.56 94.63 94.48 92.07

(b) Font Consistency

B
as

e ModernBERT 70.56 54.16 54.64 54.92 54.88
CLIP-ViT 82.60 82.56 82.84 83.16 68.36
SVG-BERT 83.40 59.72 63.44 65.36 62.08

L
ar

ge ModernBERT 74.92 55.96 59.00 60.40 60.64
CLIP-ViT 92.04 92.08 92.08 92.16 77.28
SVG-BERT 85.76 64.76 67.48 67.88 64.72

(c) 3-Colorability

B
as

e ModernBERT 89.24 63.84 61.88 61.60 59.40
CLIP-ViT 84.08 84.16 84.44 83.84 51.16
SVG-BERT 88.56 82.44 84.52 80.08 74.08

L
ar

ge ModernBERT 89.12 73.48 73.20 73.44 75.20
CLIP-ViT 85.52 85.60 85.44 84.92 49.84
SVG-BERT 89.64 87.88 87.96 88.20 88.12

(d) Multi-Class Classification

B
as

e ModernBERT 50.74 44.78 44.90 44.69 40.51
CLIP-ViT 80.55 65.67 65.67 65.67 59.20
SVG-BERT 61.61 58.86 57.51 55.52 47.02

L
ar

ge ModernBERT 54.38 50.06 50.19 47.27 40.34
CLIP-ViT 85.03 68.58 68.54 69.34 64.48
SVG-BERT 62.96 61.06 60.72 59.58 52.77
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Table 6. Final set of publicly redistributable datasets used in our corpus after deduplication and filtering.

Dataset Size (number of SVGs)

svgfind 2,434,607
svg-stack 1,913,613
svg-fonts 1,729,136
FIGR-8 1,489,568
MMSVG-Icon 415,784
svgicons 228,995
MMSVG-Illustration 71,341
clker-svg 58,044
freesvg 29,981
svgrepo 6,319
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