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Abstract

LLM-guided evolutionary search has shown
promise for discovering programs for complex
scientific and engineering design problems. How-
ever, existing systems often emphasize finding the
single best program, while paying less attention
to the population of candidates from which that
program emerges. This population is itself a use-
ful artifact: it reveals search dynamics, exposes
failure modes, and provides alternative candidates
for downstream inspection. We hypothesize that
shaping the distribution of candidate programs
can improve both search performance and our
understanding of the discovery process. Our ap-
proach, VENDIEVOLVE, augments LLM-guided
evolutionary search with label-free distributional
diversity signals that diagnose population-level
collapse and keep semantically distinct programs
influential as context for future LLM mutations.
We evaluate VENDIEVOLVE on two complemen-
tary domains: circle packing, a constrained com-
binatorial optimization task with a quantitative
fitness function, and 3D asset generation, an open-
ended design task with qualitative evaluation. In
our experiments, distributional diversity comple-
ments existing LLM-guided evolutionary heuris-
tics, improving final performance on circle pack-
ing and preserving useful intermediate structures
in open-ended generation.

1. Introduction
LLM-guided evolutionary search has recently emerged as
a powerful paradigm for scientific and engineering discov-
ery. Given a practitioner-specified task and evaluator, an
LLM agent proposes candidate programs, executes them,
and uses empirical feedback to guide future edits (Romera-
Paredes et al., 2024; Novikov et al., 2025). This framing
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has led to impressive results in mathematical optimization,
algorithm design, and agentic system discovery. However,
most existing systems are primarily optimized to find the
single best candidate as efficiently as possible. We argue
that this view is incomplete: in many discovery workflows,
the population of candidates produced during search is itself
valuable, because it determines what ideas remain available
for recombination and inspection, and downstream human
judgment.

Discovery often depends not only on improving a known
solution, but also on maintaining access to qualitatively
different hypotheses. Historical examples illustrate this
pattern. CRISPR genome editing emerged from work on
microbial adaptive immunity; Artemisinin was discovered
by revisiting ancient Chinese medical texts through modern
pharmacology; and Large Hadron Collider measurement
heuristics were improved using ideas from optimal trans-
port theory (Barrangou et al., 2007; Jinek et al., 2012; Tu,
2011; ATLAS Collaboration, 2023; Komiske et al., 2019).
These examples suggest that useful discoveries often arise
from preserving and connecting diverse ideas, rather than
following only the most locally promising path. This need
is especially pressing as modern discovery becomes increas-
ingly resource-intensive: research effort has risen sharply
even as research productivity has declined, and newer work
is increasingly less likely to disrupt prior knowledge (Bloom
et al., 2020; Park et al., 2023).

A central ambition of recent AI-for-science work is to build
AI co-scientists that help manage this growing burden of
knowledge (Gottweis et al., 2025). Agentic algorithmic dis-
covery is one concrete step toward this goal: LLMs act as
mutation operators over executable hypotheses, while ex-
ternal evaluators provide grounding through empirical feed-
back. Recent systems improve this loop through language
hyper-heuristics and reflective evolution (Ye et al., 2024),
parent sampling, novelty rejection, and adaptive LLM en-
semble selection (Lange et al., 2025), as well as adaptive
exploration–exploitation control (Cemri et al., 2026). These
advances substantially improve the ability to find high-
performing candidates under a fixed budget.

Yet optimizing only for the best candidate can make search
myopic. A child program may appear locally novel or high-
performing while the archive as a whole still collapses to-
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ward a narrow family of similar solutions. We therefore
hypothesize that LLM-guided program evolution should be
evaluated and steered not only by candidate quality, but
also by the diversity of the candidate population it produces.
This perspective aligns with broader work in machine learn-
ing that uses diversity-aware objectives to encourage explo-
ration and avoid redundant sampling (Kuncheva & Whitaker,
2003; Krause & Golovin, 2014; Kirsch et al., 2019; Eysen-
bach et al., 2018; Jaderberg et al., 2017; Pugh et al., 2016).

We introduce VENDIEVOLVE, a diversity-aware LLM-
guided evolutionary search algorithm. VENDIEVOLVE uses
the Vendi Score (Friedman & Dieng, 2023) to estimate
population-level diversity across an archive of programs.
Unlike fitness, which tracks candidate quality, or local nov-
elty checks, which compare a candidate against nearby pro-
grams, the Vendi Score estimates the effective number of
distinct modes represented in the population. We use this
signal to diagnose redundant search and to bias paren and
inspiration selection toward underexplored regions.

We evaluate VENDIEVOLVE in two complementary do-
mains. The first is circle packing, a constrained combi-
natorial optimization benchmark with a quantitative fitness
function (Novikov et al., 2025). The second is 3D ASCII
asset generation, an open-ended design task where a useful
archive should contain multiple recognizable and distinct
artifacts, not only a single high-scoring output.

Our preliminary results suggest that diversity-aware search
can complement contemporary LLM-guided evolutionary
algorithms. On circle packing, VENDIEVOLVE discovers
stronger solutions than ShinkaEvolve. On 3D asset genera-
tion, VENDIEVOLVE produces a more useful set of distinct
artifacts for downstream human inspection. These results
suggest that population-level diversity is not merely a di-
agnostic property of search, but a useful control signal for
guiding future mutations.

To summarize, our contributions are:

• We introduce VENDIEVOLVE, a Vendi-based framework
that uses population-level diversity as a complemen-
tary signal for balancing exploration and exploitation in
LLM-guided evolutionary search.

• We evaluate VENDIEVOLVE on a constrained combina-
torial optimization benchmark and an open-ended 3D
design task, showing that diversity-aware evolution can
improve search outcomes while preserving useful inter-
mediate programs.

2. Problem Statement
ShinkaEvolve. We study the LLM-guided evolutionary
search setting introduced by Lange et al. (2025). The full
algorithm is described in Section A.1. ShinkaEvolve runs

for T generations over K islands. In each generation, it
selects an island k, samples a parent program p from the
island archive Pk, and uses an LLM to mutate pwith a small
set of inspiration programs as context. Parent sampling is
score- and reuse-aware: high-scoring programs are favored,
while programs that have already produced many children
are downweighted. The child program p0 is admitted to Pk

only if it passes a novelty filter. The novelty filter rejects p0

when its cosine similarity to the nearest archived neighbor
exceeds a threshold � , optionally using an LLM novelty
judge for borderline cases.

Failure mode: local novelty does not ensure a diverse
search context. In LLM-guided evolutionary search, fu-
ture mutations are conditioned on selected parents and in-
spiration programs. ShinkaEvolve encourages exploration
through island populations, stochastic parent sampling, and
pairwise novelty rejection. However, these mechanisms
do not directly control the semantic diversity of the pro-
grams that remain influential during search and evolution.
As a result, the archive can continue to grow, and individual
candidates can still pass local novelty checks, while the ef-
fective search frontier remains concentrated around a narrow
semantic template.

Population-level diversity via the Vendi Score. Let
x1; : : : ; xn be the programs in a population, and let Kij =
k(xi; xj) be a positive semi-definite similarity matrix. Let
�1; : : : ; �n be the eigenvalues of K=n. The Vendi Score is

VS(x1; : : : ; xn) = exp
�
�

nX
i=1

�i log �i

�
: (1)

Because the eigenvalues of K=n are nonnegative and sum
to one, they can be interpreted as a distribution over inde-
pendent directions of variation in the population. The Vendi
Score is the exponential entropy of this distribution, so it
acts as an effective number of distinct programs. It equals 1
when all programs are identical, and n when all programs
are mutually orthogonal.

A low Vendi Score indicates that the population occupies
a small number of regions in the chosen embedding space,
whereas a high Vendi Score indicates that the archive con-
tains multiple distinct algorithmic strategies.

Our control signal is the marginal Vendi Score gain of a
candidate x with respect to a population P:

�VS(x;P) = VS(P [ fxg)�VS(P): (2)

Intuitively, �VS asks whether x expands the population’s
effective number of strategies. Redundant candidates have
near-zero marginal gain, while candidates that introduce
new semantic directions increase the score. Therefore, we
use �VS to guide selection and search during evolution.
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3. VENDIEVOLVE: Diversity Interventions
VENDIEVOLVE retains ShinkaEvolve’s (Lange et al., 2025)
core evolutionary scaffold, while modifying the control
points where local quality-biased decisions can accelerate
semantic collapse. ShinkaEvolve already provides island-
based archives, semantic embeddings for program com-
parison, score-driven retention, context construction from
parent and inspiration programs, and LLM-based mutation.
We reuse these components unchanged. Our intervention
targets the two decisions that most directly condition the
next LLM proposal: which archived program is selected
as the parent, and which prior programs are included as
inspirations. In ShinkaEvolve, these selectors are primarily
driven by individual program quality and reuse statistics.
This provides a useful exploration–exploitation tradeoff, but
it can still concentrate search around a small number of
high-performing semantic regions. VENDIEVOLVE makes
these selectors population-aware by replacing pure quality-
biased selection with a quality-and-complementarity score.
Candidates should be high-performing, but they should also
add semantic directions that are not already overrepresented
in the archive. The following subsections instantiate this
principle through density-penalized parent sampling and
quality-diversity inspiration selection.

3.1. Density-Penalized Parent Sampler

The parent sampler determines where the next mutation
begins. In ShinkaEvolve, parent selection balances exploita-
tion with reuse control. For a candidate parent i 2 Pk on
island k, the sampler assigns weight

wi = sihi; hi =
1

1 + ni
;

where si is a sigmoid-scaled score relative to the island
median, and ni is the number of children already generated
from parent i. This favors high-scoring parents while down-
weighting parents that have already been used many times.

This mechanism discourages repeatedly mutating the exact
same parent, but it does not directly measure whether a par-
ent lies in an overrepresented semantic region of the archive.
A parent may have few children while still being nearly
redundant with many other high-performing programs. Con-
versely, a parent with several children may represent a gen-
uinely distinct strategy that remains useful to explore. Thus,
child count is only a coarse proxy for population-level re-
dundancy.

VENDIEVOLVE replaces this reuse proxy with an
embedding-density penalty. Let ei be the embedding of
program i, and let NK(i) denote its K nearest embedded

neighbors among eligible archived parents. We define

�i =
1

K

X
j2NK (i)

cos(ei; ej); w0
i = si exp(���i):

(3)
Here �i estimates how crowded the local semantic neigh-
borhood of program i is, and � controls the strength of the
diversity penalty. Parents in dense regions receive lower
probability, while high-scoring parents in sparse regions
remain likely to be selected.

We hypothesize this sampler to preserve ShinkaEvolve’s
exploitation pressure while broadening the search. Instead
of only avoiding overused individual parents, it discourages
repeatedly sampling from entire clusters of near-duplicate
programs. This should increase the chance that mutation
begins from underexplored but promising regions of pro-
gram space, reducing semantic collapse without reverting
to uniform exploration.

3.2. Quality-Diversity Inspiration Selection

The inspiration selector determines which prior programs
are shown to the LLM as additional context during mutation
or crossover. In ShinkaEvolve, inspirations are sampled
from successful prior programs: archive inspirations com-
bine elite and random correct programs, while top-k inspi-
rations are selected primarily by performance score. This
encourages the model to reuse strong discovered ideas, but it
can also cause duplicate to the context and narrow down the
resources LLM used to generate the new programs around a
narrow family of similar high-performing solutions.

VENDIEVOLVE keeps the archive-based inspiration mecha-
nism to preserve the high performing programs in the con-
text but changes the top-k selector into a greedy quality-
diversity selector. Starting with the parent embedding as the
selected set S, each candidate inspiration x is scored by

J(x;S) = � ~f(x) + (1� �)�VS(x;S) (4)

where ~f(x) 2 [0; 1] is the percentile-normalized perfor-
mance of x within the archive, and �VS, as described in
Equation 2, is the marginal Vendi gain from adding x to the
current context set. At each greedy step, the marginal Vendi
gains are min-max normalized over the candidate pool, so
that the quality and diversity terms are comparable.

This selector favors inspirations that are both useful and
complementary to the current prompt context. The qual-
ity term keeps the LLM anchored to programs that have
worked well, while the Vendi term discourages filling the
context with near-duplicates. We expect this to encourage
recombination across distinct algorithmic motifs, increasing
the chance that the LLM proposes children that combine
high-performing ideas from different regions of the archive.
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4. Experiments

We demonstrate the effectiveness of VENDIEVOLVE on two
tasks. First, we evaluate failure modes of contemporary al-
gorithms (ShinkaEvolve; (Lange et al., 2025)) on an classic
combinatorial optimization problem (Circle Packing). Sec-
ond, we contrast VENDIEVOLVE's performance on this task
as compared to ShinkaEvolve. Finally, we conduct a quali-
tative study using VENDIEVOLVE to generate a population
of candidates for 3D ASCII art generation. In this domain,
the evaluation signal provides an adequately useful steering
signal but the user is primarily interested in the diversity of
the generated artifacts.

VENDIEVOLVE's main focus is to demonstrate that diver-
sity centric distributional measures can complement es-
tablished heuristics in LLM-guided evolutionary search.
Consequently, to the best of our ability, our experimen-
tal paradigm and con�guration closely mirrors those of
ShinkaEvolve unless otherwise speci�ed. All experiments
use gpt-oss-120b as the LLM mutation model and
qwen3-embedding-8B as the code embedding model.
For fair comparison, we hold �xed the evaluation budget, ini-
tial program, number of islands, archive size, mutation oper-
ators, novelty threshold, and evaluator across ShinkaEvolve
and VENDIEVOLVE. The only algorithmic differences are
the two diversity-aware selection mechanisms introduced in
Section 3. Full hyperparameters can be found in Table 1.

4.1. Task 1: Circle-Packing Benchmark

Setting Our main experiment is on the circle packing
benchmark from Lange et al. (2025). The objective is to
maximize the total radius�r i of non-overlapping 26 circles
that can be packed inside the unit square. Higher�r i is
better, indicating the combinatorial algorithm is better.

Figure 1. Best-path lineage of ShinkaEvolve on circle packing.
Each program is the parent of the program immediately to its right.
The lineage shows early commitment to a row-grid-like template.

Failure Mode We �rst verify the failure mode that mo-
tivates the paper. Across a 100-generation ShinkaEvolve
run on circle packing, the cumulative-archive Vendi Score
saturates near1:912over� 100 accepted programs. This in-

dicates that programs remain near-duplicates of one another
even after many mutation rounds. Embedding-validation
evidence that this is a semantic collapse, not an artifact of
the embedding, shown in Section C.

Another failure mode becomes visible when we inspect the
best-path lineage of ShinkaEvolve in Figure 1. By gen-
eration 5, ShinkaEvolve has committed to a row-grid-like
packing layout. Later programs mostly adjust row spacing
and circle sizes within the same template, rather than re-
organizing the packing structure. Small boundary circles
also persist across generations despite contributing little
to the objective. In this lineage, the search spends many
generations re�ning inherited details instead of exploring
substantially different layouts. VENDIEVOLVE is designed
to mitigate this by keeping semantically distinct programs
in�uential during parent and inspiration selection to provide
LLM with richer context for mutation.

Results We compare VENDIEVOLVE and ShinkaEvolve
on the 26-circle packing benchmark. We compare
VENDIEVOLVE and ShinkaEvolve on four aspects: best
path lineage visualization, optimization performance score
(�r i ), population-level Vendi Score, and the �nal best score
achieved within each island.

Figure 2. Best-path lineage of VENDIEVOLVE on circle packing.
Each program is the parent of the program immediately to its right.
The lineage shows structural reorganization before converging to a
denser �nal packing.

The best-path lineage in Figure 2 shows that VENDIEVOLVE

�rst explores a concentric-ring topology in generations 7, 10,
and 12, with a central cluster, outer ring, and corner �llers.
Although the score drops from�r i = 2:126 to 1:644, this
lower-scoring branch is still sampled as a parent and later
pivots to an asymmetric dense-interlock layout at generation
23. The layout is then steadily optimized, suggesting that
diversity-aware sampling helps preserve useful stepping
stones and allows the search to move beyond early radial
layouts toward a stronger packing structure.

Figure 3 compares the two methods over 100 genera-
tions. VENDIEVOLVE reaches a cumulative best score of
�r i = 2:608, compared with ShinkaEvolve's2:556. The
cumulative mean curve is also higher for VENDIEVOLVE,
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Figure 3. Left: VENDIEVOLVE (orange) and ShinkaEvolve (blue) performance across generations on the circle-packing benchmark.
VENDIEVOLVE achieves higher �nal performance and a higher cumulative mean than ShinkaEvolve, indicating that both the best solution
and the broader population improves in later generations. Right: Final per-island best score after100generations. We show the best�r i

achieved by ShinkaEvolve and VENDIEVOLVE in all 5 islands. VENDIEVOLVE attains a higher �nal score than ShinkaEvolve in 4 out of
5 islands, indicating better distributional performance for VENDIEVOLVE.

which suggests that the improvement is not only due to a
single strong candidate. Instead, the diversity-aware sam-
pler improves the overall quality of the programs sampled
during search.

For the same experimental con�guration, we further show
that VENDIEVOLVE achieves a higher �nal best score in
four out of �ve islands while ShinkaEvolve reaches it's best
performance by evolving a single performant island. This is
consistent with the hypothesis that diversity-aware selection
improves search outcomes across more independent sub-
populations; allowing a downstream analysis to compare
multiple high-performing solutions.

Takeaway. VENDIEVOLVE achieves higher�r i in Circle
Packing task. It achieves both higher cumulative best and
mean scores, indicating both a stronger �nal program and
better average sampled quality. The best-path visualization
shows that VENDIEVOLVE can keep useful stepping stones
in�uential: lower-scoring intermediate programs remain
available for mutation when they open new search directions,
while the search can still exploit high-scoring regions once
they are found.

4.2. 3D asset generation

In order to further test on the truly open-ended creative task
setting, we experimented on the 3D asset generation using
ASCII code generators. The aim of 3D asset generation is to
produce geometry and appearance for an object from a high-
level speci�cation — text, image — without the dedicated
3D modeling pipeline. The core dif�culties are largely
orthogonal to those of 2D image generation: multi-view
consistency, watertight geometry, semantically-correct part
structure, and the ability to render under unseen viewpoints

and lighting.

Setting Our experiments evolve Python programs that
emit a voxel description as a list of `(x, y, z, char, color)`
tuples with the same parameters as the circle-packing task.
Each candidate is scored by a heuristic reward and a judge
that sees �ve ASCII viewpoints (front, 45°, side, back, top-
tilt) of the generated voxel grid. The reward is a multiplica-
tive and heuristic-based approach:R�D�Q�C �Col�� ,
combining LLM-judged recognizability (R) with seed di-
versity (D ), ASCII quality (Q), cross-view consistency (C),
adherence to the character's expected color palette (Col)
and surface density (�).

We use Olaf from Frozen (Buck & Lee, 2013) and Totoro
from My Neighbor Totoro (Miyazaki, 1988) as target ob-
jects. Both characters have recognizable silhouettes and
distinctive parts, such as Olaf's stacked snowball body, twig
arms, and carrot nose, and Totoro's gray body, light belly,
pointed ears, and eyes. At the same time, they do not have
standard 3D ASCII voxel representations, so the model can-
not shortcut the task by retrieving a known representation
— it must project its multi-modal semantic understanding
into a rendering modality it has almost certainly never seen.
This setup lets the heuristic reward measure how well a sys-
tem grounds high-level character knowledge into low-level
structural output, while the well-known silhouettes give the
LLM judge a fair chance at assessing recognizability.

Result For VENDIEVOLVE and ShinkaEvolve, we visual-
ize the best program found in each 10-generation window.
The visualization show how well the algorithm discover and
preserve recognizable object components over time.

On the Olaf task (Figure 4), VendiEvolve reaches its best
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Figure 4. Olaf voxel generation. Best program found in each 10-generation window for ShinkaEvolve and VendiEvolve. The red-outlined
panels mark the highest-scoring program across the full run for each method. Left: ShinkaEvolve reaches its best solution at generation
77. ShinkaEvolve produces several Olaf-like structures such as twig-like arms and snowman body, but some candidates contain only a
single snowball body or misplaced parts. Right: VendiEvolve reaches its best solution at generation 32. VendiEvolve more consistently
preserves key Olaf-like components, including a three-part snowman body, facial details, and a carrot nose.

Figure 5. Totoro voxel generation. Best program found in each 10-generation window for ShinkaEvolve and VendiEvolve. The red-
outlined panels mark the highest-scoring program across the full run for each method. Left: ShinkaEvolve reaches its best solution at
generation 50. In this run, ShinkaEvolve produces rounded gray bodies with pointed ear-like structures, but many candidates lack clear
Totoro-speci�c details, such as the light belly region and eyes. Right: VendiEvolve reaches its best solution at generation 91. VendiEvolve
shows a slower but steadier re�nement process. Later generations retain more recognizable Totoro-like features, including a gray body, a
light belly region, ear-like structures, and eyes.

solution earlier than ShinkaEvolve (generation32 versus
generation 77). Both methods eventually produce Olaf-like
structures, but ShinkaEvolve is less stable across genera-
tions. Several of its candidates contain only a single snow-
ball body or misplaced parts. VENDIEVOLVE more consis-
tently preserves useful components, including the three-part
snowman body, facial details, and carrot nose. Qualitatively,
the VENDIEVOLVE output retains more recognizable fa-
cial and body features. This suggests that VENDIEVOLVE

diversity can help maintain useful visual building blocks
once they are discovered.

In the Totoro task (Figure 5), ShinkaEvolve reaches its best
solution earlier, at generation 50, while VendiEvolve reaches
its best solution at generation 91. ShinkaEvolve quickly
�nds rounded gray bodies with ear-like structures, but many
candidates lack clear Totoro-speci�c details. VendiEvolve
improves more gradually and later generations retain more

recognizable features, including the gray body, light belly
region, ears, and eyes. Thus, diversity pressure does not
always accelerate convergence, but it can support a steadier
re�nement process.

Takeaway These results suggest that VENDIEVOLVE

changes the search dynamics in a task-dependent way. On
Olaf, VENDIEVOLVE �nds a strong solution earlier and
more consistently preserves key object components. On
Totoro, VENDIEVOLVE converges more slowly, but later
generations retain more recognizable character-speci�c de-
tails. Overall, the qualitative visualizations suggest that
VENDIEVOLVE can produce more coherent outputs than
ShinkaEvolve on these open-ended 3D asset generation
tasks, especially by preserving useful visual structure across
generations.
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