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TL;DR

A controlled, compositional framework for studying divergent thinking and defixa-

tion prompting in LLMs [1]. We disentangle 3 levers of idea generation that prior

work confounds: task formulation, attribute selection, and prompting strategy.

Task type and attributes significantly shape originality; surprising + negative

keywords yield the most novel, rare ideas.

Simple ”think-outside-the-box” prompts beat complex creativity methods (C-K,

TRIZ, SCAMPER) at boosting novelty.

Yet homogenization persists: models from different providers converge on one

shared semantic space: an ”LLM hivemind.”

The Problem

LLMs are increasingly used for creative problem solving, but there’s no consensus:

some report superhuman creativity, others reveal fixation and output

homogenization.

Existing evaluations are either narrow and decontextualized (AUT, DAT, TTCT) or

broad but confounded — mixing task, prompting, and evaluation.

The role of structured prompting in idea generation remains underexplored.

→We need a framework that isolates these effects.

IDEAFix protocol

Figure 1. IDEAFix protocol depicting the 3 steps to create the dataset (Brief Construction, Attributes

Expansion, Prompt Design) and the 4th step to evaluate generated solutions.

Compositional design → virtually unlimited scenarios → resistant to data con-

tamination, unlike static datasets (AUT/DAT/TTCT).

Step 1 — Briefs (81): open-ended design tasks across products, services,

strategies, procedures; includes 11 foundational creativity tasks from the

social-science literature + sensitive/ethical scenarios.

Step 2 — Attribute expansion (567): each brief paired with adjectives varying in

typicality (Traditional / Atypical / Surprising) × valence (Positive / Negative).

Step 3 — Prompt design (25): 2 control + 6 human creativity methods

(Brainstorming, C-K, TRIZ, Design Thinking, Prospective Scenarios, SCAMPER) + 4

AI-specific defixation prompts → 14,175 input prompts.

Step 4 — Metrics: automatic, embedding-based scoring of divergent thinking.

Measuring Creativity

Fluency — of ideas generated

Diversity — avg pairwise distance within an idea list

Novelty — distance from control-prompt (default) ideas

Rarity — distance from all ideas a model produced for that task

Overlap · Perplexity — coherence / utility controls

All distances computed in embedding space (Sentence-BERT), cosine, bounded

[0,1].

Models differ, but all stay inside the box

Grok and Llama produce the most novel, rare, and diverse outputs; the gap

widens further on Top-5 ideas.

Task formulation attributes shape originality
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Figure 2. Performance across brief categories
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Figure 3. Performance across attribute types.

Product briefs → highest novelty rarity.

Service briefs → lowest across all metrics.

Surprising keywords ↑ novelty rarity (↓ diversity); negative keywords amplify

further.

F Surprising + negative = most novel and rare outputs

The LLM Hivemind [2]

Gemini GPT Qwen Llama Grok

Ge
m

in
i

GP
T

Qw
en

Lla
m

a
Gr

ok

0.238

0.286 0.206

0.292 0.239 0.226

0.290 0.257 0.297 0.294

0.298 0.279 0.334 0.341 0.273

Pairwise Model Comparison

0.20

0.22

0.24

0.26

0.28

0.30

0.32

0.34

0.36

0.38

Sc
or

e

Figure 4. Homogenization patterns across

models: Distance between LLM-generated

solutions.

Figure 5. Homogenization patterns across

models: 100 most frequent keywords for each

LLM.

Despite individual gains, outputs stay bound to a shared semantic space.

LLMs ↑ individual creativity but ↓ collective diversity.

They recombine knowledge well, but rarely produce transformative ideas beyond

learned constraints.

Takeaways

LLMs exhibit human-like fixation in idea generation.

Defixation is possible — surprising/negative keywords and explicit divergence

prompts steer models beyond defaults — but the effect is moderate and does not

dissolve homogenization.

IDEAFix is a scalable, extensible, contamination-resistant framework for studying

both the outputs and the processes that generate them.
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