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Abstract
Generative AI has made content creation increas-
ingly accessible, but many AI-generated videos
lack narrative coherence and creative direction,
issues that become more substantial at longer du-
rations. Unlike coding, where AI generation bene-
fits from reliable feedback and techniques such as
recurrent self-improvement, video generation re-
quires subjective feedback about plot, scenes, and
narrative, which naturally motivates approaches
that incorporate human creative direction. We
introduce CHIEF, a human-AI co-creation video
generation framework that places the creator at
the center of human-in-the-loop iterative video
refinement, and supports them by providing au-
tomatic subjective feedback. The creator incor-
porates their creative direction by driving each
iteration, while their revisions are incorporated
by a specialized refiner agent. The feedback loop
is generated by persona-conditioned multimodal
LLMs that watch generated videos and produce
subjective critique from the audience perspectives,
providing feedback that self-evaluation alone can-
not capture. To test the effectiveness of our pro-
posed framework, we work with high school and
college students with no prior filmmaking experi-
ence to create videos, from short 1-minute videos
to a complete short 10-minute film with a compli-
cated plot.

1. Introduction
Artificial Intelligence has become widely accessible to users
without technical expertise, enabling the generation of text,
images, and videos from simple natural-language prompts.
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Increased accessibility made AI a common tool for content
creation, with 21% of videos shown to new YouTube users
being AI-generated (Kapwing, 2025). These videos often
have high visual fidelity but lack narrative coherence and
creative direction, issues that become dramatically worse at
longer durations.

A specific challenge that distinguishes video generation
from other fields is the inherent difficulty of objectively
evaluating videos. Generation models often do not pro-
duce correct outputs on the first try but can iteratively self-
improve when given a signal that distinguishes good outputs
from bad (Madaan et al., 2023). In particular, coding has
automatic feedback signals such as tests and has seen re-
markable success through closed-loop self-improvement.
Frameworks that have extended this paradigm to video gen-
eration utilize a similar closed-loop structure, substituting
the missing automatic signal with human-aligned reward
models (Liu et al., 2025; Ji et al., 2024) or multiple LLM
judges (Long et al., 2025). However, this feedback signal
is narrow and captures aggregated preferences or generic
critique, rather than real viewer sentiment. This narrow
feedback also reflects a deeper assumption: existing frame-
works inherit an autonomous closed-loop structure from
coding, whereas video generation is a creative task that
should enable creators to express their creative direction.

We propose CHIEF (Creator-driven Hybrid Iterative
Evaluation Framework, Figure 1) — an iterative video
generation framework built around human-AI co-creation.
CHIEF is based on two main insights. First, we replace au-
tonomous self-improvement with human-in-the-loop refine-
ment, enabling the creator to express their creative direction.
Second, we use recent advances in LLM-based human sim-
ulation (Argyle et al., 2022) to support creators with diverse
automatic feedback that captures real viewer sentiment.

At a high level, CHIEF operates as an iterative loop: the
system generates a video, agents simulate user feedback,
and the creator provides revisions. The Video Genera-
tor converts written text into model-specific prompts and
uses prompts to generate video. The Feedback Agents use
multimodal LLM agents to watch videos and simulate real
viewers with diverse backgrounds. The Feedback Trans-
lator provides the creator with feedback and translates the
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Creator-controlled step Autonomous system component
Joint creator–system step Pipeline output

Initial generation / setup flow Iterative refinement loop

Figure 1. Overview of CHIEF. The creator provides the initial script and remains responsible for creative direction, while the system
translates the script into keyframes, clips, and music prompts. Generated artifacts are evaluated by Feedback Agents representing the
audience. The Feedback Translator turns this feedback into actionable issues, and the Refiner updates prompts for the next iteration. This
loop allows the creator to revise the video through structured feedback rather than manual prompt engineering.

creator’s revisions into structured improvements.

More specifically, the loop begins with a creator-written
script split into short clip descriptions. Video Generator
processes each description through a two-stage pipeline:
it generates keyframes, then interpolates between them to
generate clips. The full video is synthesized from the clips,
and is watched by persona-conditioned Feedback Agents.
Personas are generated from user comments and split into
distinct categories, such as movie critics and social media
users. The feedback is summarized per category and pre-
sented to the creator by the Feedback Translator. The creator
then describes revisions in natural language, which the Feed-
back Translator converts into prompt updates for the next
iteration.

To assess whether this design produces meaningful improve-
ments, we evaluate CHIEF in two settings. In the first, we
evaluate autonomous-refinement on short-form (1-minute)
videos, examining how the framework iterates on prompt

adherence and consistency without per-step creator input.
In the second, we work with high school students with no
prior filmmaking experience to express their creativity using
CHIEF. The students wrote the script, drove the iterative
process, and produced a 10-minute film that expresses their
own thoughts on the future of AI. We screened a baseline
(unrefined) version and a version generated using CHIEF for
a live audience at a local high school who rated the CHIEF
version substantially higher (4.1/5 vs 2.4/5).

Our contributions can be summarized as follows:
(1) We propose a multi-agent, human-in-the-loop video cre-
ation framework that enables creators to lead the creative
content generation process.
(2) We introduce feedback agents that mimic real human
behavior and provide automatic subjective feedback to itera-
tively improve AI-generated videos.
(3) We demonstrate the framework with students with no
filmmaking experience, who used it to generate videos of
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varying lengths.

2. Our framework
CHIEF is a modular agentic video generation framework
that works with the human creator to express their creative
direction. It consists of three main modules: (i) Video Gen-
erator, (ii) Feedback Agents, and (iii) Feedback Transla-
tor.

The modules operate iteratively, with the Feedback Trans-
lator returning improved prompts to the Video Generator
based on the creator’s revisions.

2.1. Video Generator

The Video Generator adopts a divide-and-conquer strategy
for video generation. It generates the final video from a
script divided into eight-second clip descriptions.

Prompt Orchestrator translates each clip description into
the structured prompt formats expected by the downstream
generation models. The Prompt Orchestrator anchors the
same environment and character descriptions across all
script prompts, facilitating consistency between clips. For
each clip, it constructs a keyframe prompt for image genera-
tion, a clip prompt for video interpolation, and optionally a
music prompt for audio synthesis.

Keyframes are generated from keyframe prompts through
a text-to-image model. Using keyframes improves video
consistency by providing specific references for characters
and locations. Combining keyframes with video descrip-
tions creates a lightweight approximation of the intended
video. These approximations allow the creator to assess and
refine the visual and creative direction efficiently — without
incurring the computational cost of full video generation.

Video Synthesis uses a video generation model to interpo-
late between pairs of keyframes, conditioned on the corre-
sponding clip prompt. Interpolation facilitates cross-clip
consistency because each boundary keyframe is used as both
the end of one clip and the start of the next. The final video
is constructed by concatenating the generated eight-second
clips. Since clips are generated independently, each one can
be selectively regenerated without modifying the rest of the
video.

Music is generated from music prompts. A text-to-audio
model generates multiple options for each clip. The tracks
vary in mood, and the creator selects and synchronizes the
final track with the corresponding video segment. We deploy
this component only in a short film case study.

2.2. Feedback Agents

Feedback Agents receive generated video (or keyframes
as proxies for the video) and provide automatic feedback
by simulating human viewers. Each agent is conditioned
on a persona, and personas are organized into categories
capturing different perspectives.

Persona generation passes each user’s comment history
through an LLM tasked with generating a persona. This
intermediate step allows the simulator to capture the user’s
voice and commenting style, rather than copying specific
comments. A separate LLM is provided with the user’s
comment history and generated persona. It critiques the
persona and iteratively improves it. This self-improvement
is inspired by Self-Refine, which is known to improve gen-
eration quality (Madaan et al., 2023). Each persona is gener-
ated from 30 comments, which captures sufficient stylistic
variation while remaining feasible to collect across a di-
verse user pool. Full implementation details, including the
exact prompts and an example persona, are provided in
Appendix A.

Agent categories provide distinct types of feedback:

• Audience persona agents evaluate local issues and
capture the audience sentiment.

• Movie critic agents evaluate narrative structure and
cinematic quality.

Audience persona agents are constructed from comments
collected via the YouTube API. Movie critic agents utilize
full movie reviews gathered from websites such as Rotten
Tomatoes and The Guardian.

Feedback generation uses LLM agents provided with a
persona, comment history, and visual input. Feedback is
generated at two levels: per-keyframe and per-clip. Be-
cause agents operate independently, feedback generation is
parallelizable across many personas.

2.3. Feedback Translator

Feedback Translator provides a simple, natural language
interface for the creator to interact with the framework. It
receives raw feedback from Feedback Agents, extracts is-
sues, and ranks them. The creator acts on this structured
feedback and communicates revisions in plain text, which
the Feedback Translator refines into prompt improvements.

Issue Extraction passes raw agent feedback through the
LLM extraction layer, which decomposes feedback into
structured issue tuples. This decomposition is crucial be-
cause the volume of feedback is large: direct summarization
yields a blunt summary that fails to capture significant is-
sues, while structured tuples preserve details and enable
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ranking and filtering. Each tuple contains a description, a
high-level category (narrative, pacing, character, visual, or
technical), and an urgency score (low, medium, or high),
enabling ranking and filtering.

Aggregation and ranking turns extracted issue tuples into
concise summaries sorted by urgency. Categories are sum-
marized independently, and each category is represented
by its most-reported issues. Each summary contains a one-
sentence synthesis, three representative complaints, and a
support count. This structure provides concise feedback
and allows the creator to prioritize the most urgent issues.
Representative complaints give the creator an opportunity to
read a more detailed version of each issue. Summarization
occurs at keyframe and clip levels independently, providing
both local and global feedback. Issues that did not receive
enough support to represent their category are presented
separately as minor issues.

Refiner is a natural language interface for prompt revi-
sion. It takes feedback along with the current prompts and
produces revised prompts that incorporate that feedback.
Operating in natural language makes the refiner accessible
without specialized prompt engineering knowledge.

2.4. Implementation details

We implement CHIEF using publicly available APIs from
Google and ElevenLabs. Keyframes are generated with Im-
agen 4.0, video clips with Veo 3.1, and music with Eleven-
Labs Music v1. All LLM-based components (Feedback
Agents, Persona Generation, Issue Extraction, Refiner, and
Planner) use Gemini 2.5 Flash. We use default API parame-
ters for all model calls.

3. Human-AI collaboration for Video
Generation

CHIEF has two configurations that support creator involve-
ment at different levels. In Autonomous Refinement, the
system refines videos without per-iteration creator input,
leaving the creator to monitor changes. In Creator-Driven
Film Generation, the creator drives the iteration loop di-
rectly, supported by the framework. The two configurations
target different scopes: autonomous feedback enables small
improvements at short scales, while human-in-the-loop re-
finement supports the creator’s direction at longer scales.

3.1. Autonomous Refinement with Creator Monitoring

Autonomous Refinement uses a closed-loop structure with
feedback to address local issues such as physical artifacts
and prompt adherence failures. The system uses the original
script as a semantic anchor, ensuring refinements stay faith-
ful to the creator’s narrative. This configuration is suited to

short video generation (around 1 minute), where clips are
tightly coupled and structural changes propagate quickly
across the work.

Planner is a sub-component of the Feedback Translator,
which is only enabled for autonomous refinement. It in-
teracts with the system similarly to how a creator would,
receiving summarized feedback and directing the Refiner to
improve prompts. Planner outputs a two-stage plan, where
the first pass focuses on structural issues, and the second
pass focuses on stylistic issues. Structural issues might in-
clude a character’s position relative to objects in a scene,
while stylistic issues might include lighting tone or color
consistency. This structure creates a clear order: structural
correctness is established before stylistic refinement is ap-
plied.

Planner-guided refinement requires a two-stage plan gen-
erated by the Planner. The Refiner receives the plan, the
current clip briefs, and the original script. It uses the script
as a semantic anchor, making prompt improvements faithful
to the original script and preventing semantic drift. Addi-
tionally, we apply a second safety check from a separate
agent, which compares refinements against each other and
the prompt, facilitating cross-frame consistency of descrip-
tions. If that check fails, the Refiner is tasked with rewriting
the prompts again, using feedback from this stage.

3.2. Creator-Driven Film Generation

In creator-driven film generation, the creator drives each iter-
ation while Feedback Agents provide audience-perspective
input. The system uses creator-gated refinement, meaning
every refinement and regeneration requires the creator’s ap-
proval. This configuration enables the creation of more
complex and longer videos (in our case, a 10-minute film),
where narrative arc and emotional progression evolve across
the duration of the piece.

Creator oversight places major creative decisions with the
creator. The creator decides when to invoke feedback, re-
generate keyframes, generate clips, and revise the script.
The Feedback Translator is invoked selectively — rather
than driving every iteration, it provides diverse agent per-
spectives when the creator is uncertain or needs an exter-
nal critique. Because the Feedback Translator summarizes
movie-critic and audience-persona feedback, it surfaces sug-
gestions that the creator can selectively accept, reject, or
reinterpret. In our experiments, creators engaged this loop
iteratively across keyframes, shaping the film according to
their vision.

Creator-gated refinement adapts Refiner (2.3) for film
generation by conditioning refinement on creator-selected
visual context and creator-approved regeneration process.
First, the consistency anchor shifts from the script to a
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