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Abstract
SVG graphics are editable structured documents,
but semantic objects in SVG scenes often do not
align with paths, groups, or other elements in
the document tree. This makes object-level ac-
cess difficult for creative workflows that require
extracting, editing, or reusing parts of existing
vector assets. We introduce text-guided vector
object extraction, where the goal is to recover
an editable sub-SVG corresponding to a natural-
language query. We contribute a benchmark with
node-level annotations and vector-aware evalua-
tion, containing 2,793 evaluation samples. We
also propose a raster-grounded extraction method
that localizes the queried object in the rendered
image and maps the resulting region back to SVG
primitives through overlap-based filtering. Exper-
iments show that the proposed method provides
a strong baseline for the benchmark and outper-
forms structured LLM baselines on node-level
overlap metrics. Our results highlight the need for
SVG-aware models and evaluation protocols for
editable object-level vector graphics.

1. Introduction
Vector graphics are increasingly important for creative AI
systems, where visual content is expected to be not only
generated, but also inspected, edited, reused, and recom-
bined (Carlier et al., 2020; Li et al., 2020; Frans et al., 2022;
Jain et al., 2023; Xing et al., 2023; Wu et al., 2023; 2025).
Recent SVG benchmarks further treat SVG as a structured
modality for understanding, editing, and multimodal rea-
soning (Li et al., 2025; Chen et al., 2025; Rodriguez et al.,
2026; Nishina & Matsui, 2025). Among vector formats,
SVG is particularly attractive because it represents an image
as a structured document composed of geometric primitives,
groups, styles, transformations, and reusable definitions.
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This structure makes SVG suitable for workflows in which
users interact with visual content at a finer granularity than
the whole image.

In many creative scenarios, however, users need object-level
access to an existing scene. For example, a designer may
want to extract a window from an architectural illustration,
recolor the tree in an icon set, or reuse all clouds from
a decorative SVG scene. Such operations are natural for
human users, but they are not directly supported by the
raw SVG document structure. A semantic object can be
distributed across multiple paths, while a single SVG group
can contain visually unrelated parts. Styles, transforms,
clipping paths, and referenced definitions further complicate
the relation between visual objects and XML nodes. As a
result, the editable structure available in the file often does
not correspond to the object structure needed in creative
workflows.

This gap motivates the task of text-guided vector object ex-
traction. Given an SVG scene, and a natural-language query,
the goal is to recover the referred object as a standalone ed-
itable sub-SVG. The task differs from raster object detection
or segmentation, because a bounding box or pixel mask does
not identify the vector primitives that should be preserved.
It also differs from SVG generation, because the output
should be assembled from elements already present in the
input scene rather than synthesized as a new drawing. To the
best of our knowledge, this form of text-guided object-level
access to SVG scenes has not been directly addressed by
existing benchmarks.

We address this problem with a benchmark and a raster-
grounded extraction method. The benchmark provides node-
level annotations for text-guided SVG object extraction,
enabling evaluation of whether a method selects the correct
editable vector elements. The proposed method connects
raster semantic grounding with vector editing: it renders
the SVG scene, localizes the queried object with Grounding
DINO (Liu et al., 2024), optionally refines the region with
SAM (Kirillov et al., 2023), and maps the resulting region
back to SVG primitives through overlap-based filtering. The
selected primitives are then reconstructed into a standalone
sub-SVG that can be reused or edited independently.
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We further compare the proposed method with structured
LLM baselines that directly predict SVG node masks. This
comparison is relevant for creative AI systems because
LLMs are increasingly used as general-purpose controllers
for code and visual assets. Our results show that, even in
a structured prediction setting, current LLMs remain lim-
ited for precise SVG object extraction, especially for long or
complex SVG documents. In contrast, raster-grounded prim-
itive filtering provides a strong and lightweight approach for
recovering editable objects from SVG scenes.

Our contributions are as follows:

• We introduce a new task, text-guided vector object ex-
traction, for recovering editable objects from existing
SVG scenes.

• We contribute a benchmark with node-level annota-
tions and vector-aware evaluation for text-guided SVG
object extraction.

• We propose a raster-grounded extraction method that
maps text-conditioned localization back to editable
SVG primitives.

• We evaluate the proposed method against structured
LLM baselines and analyze the practical limitations
of LLM-based SVG reasoning for precise object-level
access.

2. Related Work
Early work such as DeepSVG (Carlier et al., 2020) studies
learned representations and generation of SVG icons, while
differentiable rasterization methods such as DiffVG (Li
et al., 2020) connect vector graphics with raster-space opti-
mization. More recent text-conditioned vector generation
methods synthesize SVGs or vector sketches from prompts
using language-image guidance, diffusion priors, or autore-
gressive modeling (Frans et al., 2022; Jain et al., 2023; Xing
et al., 2023; Wu et al., 2023; 2025). In parallel, benchmarks
such as SVGenius (Chen et al., 2025), VectorGym (Ro-
driguez et al., 2026), and SVGEditBench (Nishina & Mat-
sui, 2025) evaluate SVG understanding, editing, generation,
and code manipulation across a broad range of tasks. To-
gether, these works establish SVG as an important domain
for structured visual reasoning and creative manipulation.
However, existing benchmarks primarily focus on genera-
tion, editing, captioning, or raster-to-SVG conversion rather
than recovering editable semantic objects from an already
existing SVG scene.

A related line of work studies semantic organization in vec-
tor graphics. SemLayer (Xu et al., 2026) investigates recov-
ery of semantic layers from flattened vector assets, while
AmodalSVG (Hu et al., 2026) constructs semantically or-
ganized vector layers for downstream editing. These works

show that the symbolic structure of real SVG assets often
does not align with semantic object boundaries. Our work is
motivated by the same observation, but addresses a different
setting: instead of semantic reconstruction or layered vector-
ization, we study query-conditioned extraction of editable
objects from existing SVG scenes.

The closest neighboring extraction setting we found is
WildSVG (Terral et al., 2026), which studies SVG extrac-
tion from raster and natural images. In contrast, our setting
starts from an existing SVG document and asks which vec-
tor primitives correspond to a text query. More broadly,
raster grounding provides a natural interface for analyzing
SVG scenes through modern vision models. Grounding
DINO (Liu et al., 2024) enables open-vocabulary localiza-
tion from text prompts, SAM (Kirillov et al., 2023) sup-
ports promptable segmentation, and Grounded SAM (Ren
et al., 2024) combines these components into a practical text-
conditioned localization pipeline. However, these methods
operate in raster space and do not directly recover editable
SVG primitives. To the best of our knowledge, no existing
benchmark or method directly addresses text-guided vector
object extraction from existing SVG scenes.

3. Task and Benchmark
3.1. Task Definition

We introduce text-guided vector object extraction as a task
for object-level access to existing SVG scenes. Given an
SVG document and a natural-language query, the goal is
to recover the referred object or object set as a standalone
editable sub-SVG. At the structural level, the task can be
viewed as query-conditioned filtering of SVG elements:
from the full SVG document, a method must select the
elements that belong to the queried visual content.

A query may refer to a single object instance or to several
objects in the same scene. For example, sun may corre-
spond to one object, while clouds, eyes, or windows may
correspond to multiple objects. Accordingly, a method can
return a list of object selections for one query, with the list
containing either one mask or several masks. This is analo-
gous to open-vocabulary detection and segmentation, where
a category query can produce multiple detections, but the
output here must ultimately be expressed in terms of SVG
elements rather than pixels.

We represent both target objects and method predictions
as binary masks over SVG nodes. Each SVG is parsed as
an XML tree using a deterministic node order. A positive
node indicates that the corresponding SVG element belongs
to the queried object or object set. The target foreground
nodes correspond to drawable SVG primitives, including
path, rect, circle, ellipse, line, polyline,
and polygon. Structural elements, such as groups, are
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not annotated as target primitives directly. However, they re-
main important for producing a valid sub-SVG, because the
selected drawable primitives must be reconstructed together
with the required ancestors and referenced definitions.

This formulation differs from raster object detection and seg-
mentation. A raster bounding box or pixel mask can identify
where an object appears in the rendered image, but it does
not specify which vector primitives should be preserved for
editing. The task also differs from SVG generation, because
the output is assembled from existing elements of the input
document rather than synthesized as a new vector draw-
ing. Thus, text-guided vector object extraction specifically
evaluates object-level access to the internal structure of an
existing SVG scene.

3.2. Benchmark Construction

We contribute a benchmark for text-guided vector object
extraction from SVG scenes. The benchmark contains 268
SVG scenes and 2,271 valid object annotations after exclud-
ing declined entries. Each benchmark annotation contains
an SVG scene, one or more textual queries, and a ground-
truth binary mask over SVG nodes. Multiple textual queries
may describe the same annotated object; for example, a
short object name and a more specific phrase. After expand-
ing such query variants and resolving repeated-object cases
as described below, the benchmark contains 2,793 evaluated
SVG–query pairs.

The benchmark is designed as an evaluation dataset rather
than a training set. It contains realistic SVG document
structures, including groups, definitions, clipping paths,
transforms, and style attributes. These structures are im-
portant because semantic objects in SVG scenes are often
not aligned with existing groups or simple XML subtrees.
Table 1 summarizes the benchmark statistics.

Table 1. Summary statistics of the proposed benchmark for text-
guided vector object extraction.

Statistic Value

SVG scenes 268
Valid annotations 2,271
Evaluation samples 2,793
Unique text queries 1,565
Mean XML nodes per SVG 84.4
Median XML nodes per SVG 45
Max XML nodes per SVG 1,362
Mean drawable primitives per SVG 61.6

3.3. Annotation Types

The benchmark includes three annotation types that reflect
different forms of object-level access in SVG scenes.

The first type, single visible object, corresponds to queries
that refer to one visible object in the scene. Examples in-
clude objects such as sun, phone, or tree. In this case, the
target mask contains the SVG elements that form this single
object.

The second type, multiple visible objects, corresponds to
queries that naturally refer to several visible objects or re-
peated semantic parts. Examples include queries such as
clouds, eyes, or windows. For these annotations, the target
mask includes all matching objects in the scene. This setting
is important for creative workflows where a user may want
to edit or reuse a whole semantic set rather than one isolated
instance.

The third type, repeated object instances, addresses cases
where a scene contains several similar instances and the
text query alone does not identify a specific one. For ex-
ample, if a scene contains multiple windows and the query
is simply window, selecting one arbitrary instance would
make the evaluation ambiguous. For such cases, we group
repeated-instance annotations by SVG scene and query dur-
ing evaluation. The target mask is defined as the union of
all corresponding instance masks. This protocol makes the
task well-defined under text-only queries while preserving
the object-level nature of the benchmark.

4. Evaluation Protocol
The benchmark evaluates methods at the level of SVG node
selection. For each SVG–query pair, a method returns a list
of predicted object selections. Each selection may originate
from a detected raster region, a segmentation mask, or a
direct prediction over SVG nodes. Regardless of the method,
every prediction is converted into a binary mask over the
nodes of the input SVG.

Since a single query can correspond to multiple objects,
we merge all predicted selections for the same query into
one combined node mask. This combined prediction is
compared with the ground-truth combined node mask for
the corresponding object set. Thus, the evaluation mea-
sures whether the method recovers the full editable SVG
content associated with the text query. We do not perform
per-instance matching between predicted and ground-truth
objects, because instance-level evaluation for SVG node
sets requires additional disambiguation rules and is left for
future work.

4.1. Node-Level Metrics

Our primary metrics compare the predicted and ground-
truth sets of selected SVG nodes. We report node-level
IoU, F1 score, and exact match. Node IoU measures the
overlap between predicted and ground-truth positive nodes.
F1 balances missing target nodes and selecting extra nodes.
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Exact match is equal to one only when the predicted node
mask is identical to the ground-truth mask.

These metrics are central to the benchmark because they
directly evaluate editable vector extraction. A method that
localizes the correct raster region but selects the wrong SVG
primitives will receive a low node-level score. Conversely, a
visually small but structurally important primitive is counted
explicitly if it is part of the ground-truth object.

4.2. Rendered Metrics

We also evaluate the rendered appearance of the extracted
objects. For each sample, the predicted node mask and the
ground-truth node mask are converted into SVG subsets and
rasterized. We then compute standard image-level metrics
between the rendered prediction and the rendered ground-
truth extraction, including MSE, MAE, PSNR, and SSIM.

Rendered metrics are reported as auxiliary metrics rather
than the main criterion. They are useful for measuring
visual agreement, but they do not fully capture whether the
correct editable SVG elements were selected. To reduce
the influence of empty background regions, we additionally
compute these metrics on a foreground region of interest
defined by the union of the rendered prediction and ground
truth.

4.3. Aggregation

Unless stated otherwise, we report macro-averaged metrics
over evaluated SVG–query pairs. For node-level metrics,
we also use micro-averaged scores in comparisons where
global true-positive, false-positive, and false-negative counts
are informative. When comparing with LLM baselines,
we report results on the subset of SVG scenes that fit into
the LLM input context and use the same combined-mask
evaluation protocol for all methods.

5. Method
The proposed method maps text-conditioned raster localiza-
tion back to editable SVG structure. Given an SVG scene
and a query, it first identifies query-relevant regions in raster
space and then selects the SVG primitives whose rendered
support lies inside these regions. The method is modular
and produces a list of candidate object selections, one for
each detected region or for a merged set of regions.

5.1. Pipeline Overview

The pipeline consists of four stages. First, the input SVG is
rasterized into an image used for visual grounding. Second,
Grounding DINO localizes regions that match the text query.
Third, each detected box is converted into a binary target
mask, either by filling the box directly or by using the box

as a prompt for SAM. Finally, drawable SVG primitives are
rendered independently, scored against the target mask, and
filtered according to their overlap. The selected primitives
are exported together with the required SVG structure to
form an editable sub-SVG.

5.2. Raster Grounding

We rasterize the SVG scene into a fixed analysis canvas
while preserving the scene geometry. The same canvas is
used for the full-scene render, detector input, target masks,
and individual primitive renders. This alignment makes
it possible to compare raster object regions with rendered
SVG primitives pixel-wise.

We use Grounding DINO (Liu et al., 2024) for open-
vocabulary localization. The input query is a short noun
phrase such as tree, phone, or clouds. The detector re-
turns one or more bounding boxes corresponding to query-
relevant regions. Since a single query may refer to multiple
objects, the method keeps all detected regions rather than
forcing a single output.

For each detected box, we construct a target mask. In the
box-only mode, the target mask is simply the filled rectan-
gular box. In the segmentation mode, the box is passed to
SAM (Kirillov et al., 2023), which predicts a refined binary
mask. This gives two variants of the method: a lightweight
box-fill version and a SAM-refined version.

5.3. Primitive-Level Filtering

The key step is to convert a raster target mask into a se-
lection of SVG primitives. We enumerate drawable leaf
elements of the SVG tree. In our implementation, these are
path, rect, circle, ellipse, line, polyline,
and polygon. Structural nodes such as groups are not
scored directly.

For each drawable primitive, we render a mini-SVG that
contains this primitive in its original structural context. This
produces a binary primitive mask on the same canvas as the
target mask. Rendering primitives instead of parsing their
geometry manually makes the procedure robust to SVG-
specific mechanisms such as transforms, inherited styles,
clipping, and referenced definitions.

For a primitive mask Ci and a target mask T , we compute
an inclusion-aware overlap score:

si =
|Ci ∩ T |
|Ci|

.

If the primitive has no visible pixels, the score is set to
zero. The score measures which fraction of the primitive
lies inside the target region. This directed score is better
suited to primitive filtering than symmetric IoU, because a
small primitive can be fully contained in a large object mask
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Figure 1. Overview of the proposed raster-grounded SVG object extraction method. Given an input SVG and a text query, the scene is
rasterized and the queried object is localized with Grounding DINO. Each detected region is either used as a filled box mask or refined
with SAM. Drawable SVG primitives are rendered independently on the same canvas and scored against the target mask. Primitives with
high inclusion overlap are retained and reconstructed into an editable sub-SVG.

while still having low symmetric IoU.

A primitive is retained if its score is at least τ . In all reported
experiments, we use τ = 0.8. For each detected region,
this produces one candidate object selection. When several
regions are detected for the same query, the method can
either keep them as separate selections or merge their target
masks to extract the full queried object set.

5.4. SVG Reconstruction

After primitive filtering, the retained drawable elements are
marked in the original SVG tree. To preserve correct ren-
dering, we also retain the required ancestors and referenced
definitions. This includes structural elements and entries
in defs needed for styles, transforms, clipping, or other
rendering dependencies.

The output is therefore not a raster crop and not a flat list
of paths. It is a structurally valid sub-SVG assembled from
the original document. The extracted SVG can be edited as
vector graphics and can also be rasterized for visualization
or for rendered-image evaluation.

6. Experiments
6.1. Experimental Setup

We evaluate four variants of the proposed raster-grounded
extraction method. The variants combine two Grounding
DINO detectors, gdino-tiny and gdino-base, with
two target-mask construction strategies. The box-fill
strategy uses each detected bounding box directly as a filled

rectangular mask. The sam-vit-base strategy refines
each detected box with SAM before primitive filtering. All
variants use the same thresholds: box threshold 0.35, text
threshold 0.25, and primitive selection threshold τ = 0.8.
For each SVG–query pair, predicted object selections are
converted into binary node masks and evaluated according
to Section 4.

We report both vector-level and rendered-image metrics.
The primary metrics are exact match, node IoU, and node
F1, which directly compare predicted and ground-truth SVG
node masks. As auxiliary visual metrics, we report PSNR
and SSIM on the foreground region of interest between ren-
dered predicted and ground-truth extractions. ROI metrics
are preferred over full-frame metrics because many target
objects occupy only a small part of the SVG canvas.

6.2. Results on the Full Benchmark

Table 2 reports the raster-grounded method results on the
full benchmark evaluation. The strongest configuration
is gdino-base + box-fill, which achieves the best
scores among the tested variants. The gdino-tiny +
box-fill variant is close, indicating that the primitive
filtering stage contributes substantially to the final extraction
quality.

A notable result is that SAM refinement does not improve
vector object extraction in this setting. Although SAM can
produce more detailed raster masks, these masks are not
necessarily better for selecting SVG primitives. In particular,
an SVG primitive should often be retained when most of
its rendered support lies inside the object region, even if
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the refined mask does not cover the entire primitive. The
coarser box-fill masks therefore provide stronger coverage
for primitive-level filtering.

6.3. Structured LLM Baselines

We compare the raster-grounded method with structured
LLM baselines. We do not ask the models to generate
free-form SVG fragments, because this would mix object se-
lection with SVG synthesis, formatting errors, and rendering
validity. Instead, each model receives an indexed representa-
tion of the SVG document and a set of text queries. For each
query, the model is asked to return a binary array aligned
with the SVG node indices.

The output format is enforced through a JSON schema. For
each query, the schema contains a required mask field whose
length is fixed to the number of SVG nodes and whose
values are restricted to 0 or 1. We additionally validate every
response by checking that all required masks are present
and that each mask has the expected length. Malformed
outputs are rejected and retried, and only valid node-mask
predictions are included in the evaluation.

This setup gives LLMs a direct path to the benchmark output
format. It also makes the comparison stricter: all methods
are evaluated as node-mask predictors under the same met-
rics. At the same time, the formulation remains challenging
because the model must infer visual object membership
from SVG markup and produce exact binary selections over
the document structure.

We evaluate two models through Open-
Router1: qwen/qwen3.6-35b-a3b and
google/gemma-4-26b-a4b-it. The LLM set-
ting is limited by the length of the raw SVG markup. Using
a 32k-character input limit, only 173 of 268 SVG scenes
fit into the LLM input budget. The remaining 95 scenes
are skipped for LLM evaluation, while the raster-grounded
method can process all benchmark SVGs. This subset
should be interpreted as a favorable setting for LLMs, since
longer SVG documents are excluded before evaluation.
Thus, the comparison does not measure LLM performance
on the full benchmark, whereas initially the raster-grounded
methods are evaluated on all SVG scenes.

Table 3 compares all four raster-grounded configurations
with the LLM baselines on the LLM-eligible subset. The
raster-grounded configurations are evaluated on the subset
of SVG scenes used by Qwen. Qwen is competitive in
exact match, but the best raster-grounded configuration is
substantially stronger in all other metrics. Gemma performs
substantially worse across all metrics. These results suggest
that current LLMs can sometimes identify compact exact
node sets, but remain less reliable for recovering the full

1https://openrouter.ai/

vector structure of the queried object.

The comparison also highlights practical differences be-
tween the two families of methods. The raster-grounded
pipeline runs locally and required less than 6 GB of GPU
memory in our experiments. It does not require placing
the raw SVG markup into a language-model context and
therefore can process all SVG scenes in the benchmark. In
contrast, the LLM baselines are constrained by input length:
under the 32k-character limit used in our experiments, 95
of 268 SVG scenes are skipped. Although structured out-
put avoids free-form SVG parsing, it still requires schema-
constrained generation and post-hoc validation of exact-
length node masks. These constraints make current LLMs
less practical as standalone solutions for precise object-level
access to complex SVG scenes.

6.4. Qualitative Analysis

Figure 2 presents a curated qualitative comparison on eleven
SVG–query examples. Each row corresponds to one anno-
tated target in one SVG scene, while columns show the
input scene, the ground-truth extraction, intermediate raster-
grounding outputs, and predictions from LLM baselines.
This layout makes it possible to inspect both stages of the
raster-grounded pipeline: whether Grounding DINO local-
izes the queried object and whether the resulting mask leads
to a reasonable vector-level extraction.

The examples are selected to illustrate different regimes of
the benchmark. In several cases, such as baby chicks, leaves,
smiling face, cat, and papers, the raster-grounded method is
substantially stronger than Qwen. These examples show that
LLM node-mask prediction can miss large parts of an object
or select structurally implausible elements, even when the
queried object is visually clear. In another group of cases,
including star, woman, axe, and fire, Qwen produces more
meaningful predictions but still remains below the raster-
grounded baseline. Finally, the examples sun and red arc
show cases where Qwen achieves better node-level overlap
than the raster-grounded variants.

The qualitative comparison highlights two main observa-
tions. First, strong raster localization often translates into
reliable SVG primitive selection, especially for objects with
compact visual support. Second, neither family of methods
solves the task completely: raster-grounded extraction can
fail when localization misses object parts or includes neigh-
boring content, while LLM baselines remain sensitive to
SVG structure and exact node-mask prediction.

7. Discussion and Limitations
The current method is limited by the quality of raster ground-
ing. If the detector misses part of the queried object, the
corresponding SVG primitives cannot be recovered by the
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Table 2. Raster-grounded extraction results on the full benchmark evaluation. Node-level metrics evaluate SVG primitive selection, while
ROI rendered metrics compare rasterized predicted and ground-truth extractions inside the foreground region.

Detector Masking Exact ↑ Node IoU ↑ Node F1 ↑ PSNRROI ↑ SSIMROI ↑
gdino-base box-fill 0.130 0.348 0.413 20.98 0.647
gdino-base sam-vit-base 0.107 0.305 0.364 17.93 0.617
gdino-tiny box-fill 0.120 0.339 0.409 18.99 0.631
gdino-tiny sam-vit-base 0.104 0.303 0.366 16.65 0.603

Table 3. Comparison with structured LLM baselines on the LLM-eligible subset. Raster-grounded variants are evaluated on the same
length-constrained subset of SVG scenes used by Qwen. Qwen is competitive in exact match, while raster-grounded primitive filtering
achieves stronger node-level overlap and rendered ROI similarity.

Method Exact ↑ Node IoU ↑ Node F1 ↑ PSNRROI ↑ SSIMROI ↑
gdino-base + box-fill 0.177 0.439 0.514 25.78 0.702
gdino-base + sam-vit-base 0.132 0.368 0.434 20.20 0.643
gdino-tiny + box-fill 0.160 0.426 0.507 22.68 0.684
gdino-tiny + sam-vit-base 0.126 0.367 0.438 18.54 0.633

Qwen 3.6 35B A3B 0.185 0.369 0.421 24.42 0.681
Gemma 4 26B A4B IT 0.054 0.102 0.120 10.61 0.421

filtering stage. If the detected region includes neighbor-
ing content, unrelated primitives may be selected as well.
This is especially problematic for small decorative elements,
partially overlapping objects, and objects whose semantic
boundaries are not clearly separable in raster space.

Our evaluation protocol also intentionally focuses on object-
set extraction rather than full instance-level matching. For
each query, predicted selections are merged into a combined
node mask before scoring. This makes evaluation well-
defined for queries such as clouds or windows, but it does
not measure whether a method correctly separates individual
object instances. Developing instance-level metrics for SVG
node sets is an important direction for future work.

The LLM results suggest that general-purpose language
models are not yet a complete solution for SVG object
extraction. Even when the task is simplified to structured
node-mask prediction, LLMs remain limited by context
length, output-format brittleness, and weaker node-level
overlap scores. This points to the need for models that are
trained or adapted specifically for vector-aware grounding,
where supervision connects text, raster appearance, and
SVG primitives.

8. Conclusion
We introduced text-guided vector object extraction as a task
for recovering editable objects from existing SVG scenes.
To support this task, we contributed a benchmark with node-
level annotations and vector-aware evaluation. We also
proposed a raster-grounded extraction method that localizes
queried objects in rendered images, maps the resulting re-

gions back to drawable SVG primitives, and reconstructs
selected elements into editable sub-SVGs.

Experiments show that this simple pipeline is a strong base-
line for the proposed benchmark. The box-fill variant out-
performs SAM-refined masks under node-level evaluation,
suggesting that precise raster boundaries are not always
optimal for recovering complete vector primitives. Struc-
tured LLM baselines remain limited by context length and
weaker node-level overlap scores, even when evaluated in a
constrained node-mask prediction setting.

Overall, our work provides an initial task definition, bench-
mark, method, and empirical analysis for object-level access
to SVG scenes. We hope this direction supports future cre-
ative AI systems that operate not only on whole images, but
also on editable vector objects and reusable visual compo-
nents.

Impact Statement
This work advances machine learning methods for object-
level access to editable vector graphics. It may support
creative tools for SVG editing, reuse, recomposition, and
retrieval. A potential misuse is unauthorized extraction
or reuse of copyrighted vector assets. We do not identify
additional societal risks beyond those already associated
with generative and assistive design tools.
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Figure 2. Qualitative comparison on eleven curated SVG–query examples. Each row corresponds to one annotated target. Columns show,
from left to right: the rendered SVG scene, the ground-truth extraction with a prompt label, Grounding DINO boxes, the gdino-base
+ box-fill mask and RGB extraction, the gdino-base + sam-vit-base mask and RGB extraction, and structured node-mask
predictions from Qwen 3.6 and Gemma 4. The examples include cases where the raster-grounded method clearly outperforms Qwen,
cases where Qwen is partially competitive, and cases where Qwen achieves higher node-level overlap.

8



Object-Level Access to SVG Scenes: A Benchmark and Raster-Grounded Method for Text-Guided Vector Object Extraction

000000C313925P4C0002), agreement No139-15-2025-
010.

References
Carlier, A., Danelljan, M., Alahi, A., and Timofte, R.

DeepSVG: A hierarchical generative network for vector
graphics animation. In Advances in Neural Information
Processing Systems, volume 33, pp. 16351–16361, 2020.

Chen, S. et al. SVGenius: Benchmarking LLMs in SVG
understanding, editing and generation. arXiv preprint
arXiv:2506.03139, 2025.

Frans, K., Soros, L., and Witkowski, O. CLIPDraw: Explor-
ing text-to-drawing synthesis through language-image
encoders. In Advances in Neural Information Processing
Systems, volume 35, pp. 5207–5218, 2022.

Hu, J., Xue, Z., Liang, G., Qi, A., Li, B., Wang, S., Xu, D.,
and Yu, Q. AmodalSVG: Amodal image vectorization via
semantic layer peeling. arXiv preprint arXiv:2604.10940,
2026.

Jain, A., Xie, A., and Abbeel, P. VectorFusion: Text-to-
SVG by abstracting pixel-based diffusion models. In
Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pp. 1911–1920, 2023.

Kirillov, A., Mintun, E., Ravi, N., Mao, H., Rolland, C.,
Gustafson, L., Xiao, T., Whitehead, S., Berg, A. C., Lo,
W.-Y., Dollár, P., and Girshick, R. Segment anything. In
ICCV, 2023.

Li, J. et al. UniSVG: A unified dataset for vector graphic
understanding and generation with multimodal large lan-
guage models. In ACM MM, 2025. arXiv:2508.07766.
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