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Abstract

Large language models (LLMs) are known to lack
diversity in open-ended text generation, a limi-
tation that is especially consequential in educa-
tion, where the breadth of instructional moves
shapes the kinds of thinking and disciplinary
work students are asked to do. Across two ed-
ucational content generation tasks, math items
and essay feedback, we evaluate diversity using
lexical, semantic, and domain-grounded metrics.
For math items, we measure diversity in instruc-
tional objectives and application contexts; for es-
say feedback, we measure diversity in content
focus and discourse form. We evaluate fron-
tier and open-weight models using ordinary task
prompts, diversity-oriented prompting interven-
tions, and post-training. Across both tasks, base-
line model generations exhibit on average 67-81%
more intra-model lexical similarity than human-
written reference distributions. Prompting im-
proves diversity mainly through surface variation.
Post-training yields inconsistent gains and can re-
duce output acceptability. These results suggest
that current efforts to mitigate mode collapse are
insufficient for open-ended educational genera-
tion, and motivate new training and data collec-
tion strategies to support pedagogical diversity.

1. Introduction

Educational materials shape the kinds of thinking students
are invited to do (Marton & Booth, 1997; Marton, 2015;
Kullberg et al., 2017). A math problem can ask students
to compute a value, construct a representation, evaluate a
claim, or analyze a strategy (Stein & Smith, 1998; Swan,
2005; Burkhardt & Swan, 2013). A feedback comment
can ask a writer to correct an error, elaborate an idea, or

“Equal contribution 'Stanford University. Correspondence
to: Hyunji Nam <hjnam@stanford.edu>, Mei Tan <mx-
tan@stanford.edu>.

ICML’26 Workshop on Human-Al Co-Creativity, Seoul, South
Korea. Copyright 2026 by the author(s).

' Dorottya Demszky !

evaluate the effectiveness of a rhetorical choice (Bereiter &
Scardamalia, 2013; Straub, 1997, Carless & Boud, 2018).
Diversity in educational content captures the breadth of
learning opportunities and disciplinary work that materials
make available.

As large language models are increasingly used to generate
educational content, including tutoring responses, lesson
materials, assessments, and feedback (Kasneci et al., 2023;
Wen et al., 2024; LearnLM Team, Google, 2024; Khan,
2023), recent work has raised concerns about their perfor-
mance in these instructional roles. Studies have documented
outputs that are inaccurate, poorly aligned with curricular
standards, inappropriate for target learners, or reproduce
harmful stereotypes (Steiss et al., 2024; Bulut et al., 2024;
Scaria et al., 2024; Lucy et al., 2024; Tan et al., 2026). Yet
even when generated content is plausible, relevant, and us-
able, harm can arise through homogenization. A system
that draws from a narrow repertoire of pedagogical moves
and priorities may appear competent while offering limited
instructional value and fewer opportunities for students to
engage in different kinds of thinking.

This concern connects to a broader literature on LLM output
homogeneity and mode collapse. Across domains, models
have been shown to concentrate on a narrow subset of the
human response distribution (Jiang et al., 2025; Wu et al.,
2024; Shumailov et al., 2024; Xu et al., 2025; Namuduri
et al., 2025). This collapse may reflect a typicality bias in
post-training (Li et al., 2024; Liu, 2026; Kirk et al., 2023) as
well as the modal nature of human demonstrations, shaped
by repetition of familiar and institutional routines (Lortie,
1975; Bourdieu, 1977).

We study this problem in two popular educational gener-
ation tasks: (1) math items and (2) essay feedback. We
compare outputs from frontier and open-weight models to
human-written reference distributions, examine the effects
of diversity prompting and post-training, and evaluate di-
versity using lexical, semantic, and domain-grounded mea-
sures. We assess the acceptability of outputs, how variation
occurs across surface and consequential features, and how
generated language constructs instructional priorities and
invitations for student thinking.

Across tasks, models fail to recover the breadth observed
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Figure 1. We study diversity in two educational generation tasks: math item generation and essay feedback. For each task, we compare
human-authored reference content with outputs from frontier and open-weight LLMs under ordinary task prompts and diversity-oriented
prompting interventions. We evaluate outputs for acceptability and lexical, semantic, and domain-grounded diversity.

in human-written reference distributions, which are them-
selves constrained. While diversity prompting reduces this
gap, much of the gain reflects surface variation or diversifi-
cation at the margins, while outputs remain concentrated in
a few dominant instructional templates. More broadly, our
analyses reveal where models already have enough latent
repertoire to approach human-written content, and where
they continue to lack the priors needed to recover underrep-
resented pedagogical forms.

Our contributions are:

* We frame diversity in educational generation in terms of
the breadth of learning opportunities and disciplinary work
made available to students.

* We study diversity in two educational generation tasks
using human expert demonstrations as reference distribu-
tions.

* We combine lexical, semantic, and domain-grounded mea-
sures to distinguish surface variation from pedagogically
meaningful variation.

* We show that models fail to recover the breadth observed
in human-written reference distributions, which are them-
selves constrained.

* We show that diversity prompting and post-training yield
inconsistent gains, raising diversity scores without broad-
ening acceptable pedagogical coverage.

2. Related Work

LLM output homogeneity. A growing body of work has
documented homogeneity in LLM-generated text (Jiang
et al., 2025; Wu et al., 2024; Shumailov et al., 2024), both in
surface form—1Jiang et al. (2025) show that 70+ LLMs ex-
hibit high pairwise embedding similarity within and across
model families—and in their content, such as sentiment col-
lapse in book reviews (Wu et al., 2024) and repetitive plot
elements in stories (Xu et al., 2025). Similar patterns appear
in narrative discourse (Namuduri et al., 2025), scientific
ideation (Ruan et al., 2026), and code generation (Lu et al.,
2025). Notably Jain et al. (2025) formalize “functional di-
versity,” i.e., whether a user would perceive two responses
as meaningfully different, across different domains. We fur-
ther such effort by investigating domain-grounded notions
of diversity for two educational tasks: math problem and
essay feedback generation. Refer to Appendix A for more
detailed review.

Post-training methods, like supervised finetuning (SFT) and
direct preference optimization (DPO) (Rafailov et al., 2023),
have been shown to exacerbate output homogeneity (Li
et al., 2024; Liu, 2026). Kirk et al. (2023) find that RLHF
significantly reduces diversity compared to the base SFT
model, and Liu (2026) show a similar effect for DPO. While
diversity-aware training variants have been proposed (Lan-
chantin et al., 2025; Chung et al., 2025), these have been



Comparing human and LLM diversity for educational content generation

evaluated only on general creative tasks. Prompting-based
methods such as verbalized sampling (Zhang et al., 2025)
and negatively correlated sampling (Zhang et al., 2026)
have been proposed to mitigate homogeneity, but appear
insufficient (Wu et al., 2024). We investigate the effects of
prompting and post-training on educational content diver-
sity.

Measuring LLM output diversity. Self-BLEU (Zhu et al.,
2018) measures n-gram overlap among generated texts; re-
lated metrics such as distinct-n (Li et al., 2016) are highly
correlated with it (Shaib et al., 2025). However, these met-
rics are based on word matching and can be inflated by
rephrasing without any change to the content. Embedding-
based metrics such as BERTScore (Zhang et al., 2020), the
Vendi Score (Friedman & Dieng, 2023), and MAUVE (Pil-
lutla et al., 2023) compare texts using learned represen-
tations. However, Tevet & Berant (2021) find that both
n-gram and embedding-based metrics fall short of capturing
whether texts are substantively different. Our work therefore
complements Self-BLEU with domain-grounded descriptive
measures of instructional objectives and forms, allowing us
to examine whether apparent diversity reflects pedagogically
meaningful variation.

LLMs for education. LLMs are increasingly deployed
in education for tutoring, content generation, and assess-
ment (Kasneci et al., 2023; Wen et al., 2024; LearnLM
Team, Google, 2024; Khan, 2023). Evaluations have fo-
cused primarily on accuracy, alignment with pedagogical
standards (Bulut et al., 2024; Scaria et al., 2024; Lucy et al.,
2024), and bias (Weissburg et al., 2025; Du et al., 2025;
Tan et al., 2026). For math, work on automatic item genera-
tion has examined whether LLM-produced questions align
with target cognitive levels (Scaria et al., 2024; Meissner
et al., 2024) and curricular standards (Lucy et al., 2024).
For student writing feedback, Steiss et al. (2024) find that
human raters provide higher-quality feedback than Chat-
GPT with prioritization of key issues and clear revision
directions. However, less attention has been paid to whether
LLM generation of educational content matches human-
level diversity.

3. Data
3.1. Human Demonstrations

Math items. We use the subset of MathFish (Lucy et al.,
2024) consisting of standalone end-of-lesson practice prob-
lems from Illustrative Mathematics, a high-quality open-
source K—12 curriculum resource. The dataset comprises
2,047 math items from the 20 units with the most available
practice problems after excluding items that require images
or tables. The selected units span Grade 6 through Algebra
II.

Essay feedback. We use an expanded version of a dataset
introduced by Tan et al. (2024). The dataset comprises 3,021
inline excerpt-comment feedback written by 61 experienced
(M = 8.25 years) middle and high school ELA teachers on
448 essays across 18 writing assignments drawn from the
public PERSUADE (The Learning Agency Lab, 2024) and
ASAP-AES (Hamner et al., 2012) datasets.

3.2. LLM Demonstrations

We evaluate frontier and open-weight models across mul-
tiple scales: GPT-5.2, Gemini-3.5-Flash, GPT-4.1-mini,
Llama-3.3-70B, Qwen3-32B, Llama-3.2-8B, and Qwen2.5-
7B. We generate LLM outputs under three settings: direct
prompting, prompting methods for increasing diversity, and
post-training. We use temperature 7 = 1 with model-default

top-p.

Direct prompting. We use direct prompting as a baseline
generation condition. In each task, the models receive the
contextual information associated with the corresponding
human demonstrations. For essay feedback, models are
prompted with a student essay and its associated writing
assignment and asked to generate inline feedback comments.
For math items, models are prompted with the Illustrative
Mathematics unit description for the target unit, which sum-
marizes the relevant learning objectives, and asked to gener-
ate practice problems.

Diversity prompting. We compare direct prompting to
two prompting methods designed to reduce output homo-
geneity. Verbalized sampling prompts the model to state a
probability distribution over a set of N possible responses
before generating outputs (Zhang et al., 2025). Negatively
correlated sampling prompts the model to generate N re-
sponses jointly while encouraging them to differ from one
another (Zhang et al., 2026). Figure 2 shows the prompts
used for each condition.

Post-training. We evaluate supervised fine-tuning (SFT)
and direct preference optimization (DPO) (Rafailov et al.,
2023) on open-weight models. For SFT, each training exam-
ple pairs the task context with a human-authored response.
For DPO, we construct preference pairs for the same task
context, using a human-authored response as the chosen
response and a model-generated response as the rejected
response. We train Qwen2.5-7B and Llama-3.1-8B-Instruct
using OpenRLHF (Hu et al., 2024). Appendix F reports
training details and hyperparameters.
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DIRECT PROMPTING

09 You are a helpful, creative K-12 math assistant. Generate a practice
problem that addresses the given mathematical learning goal:

+ [Unit Learning Objective Summary]

[C] You are a middle school English Language Arts teacher. Write inline
feedback comments for the given writing assignment prompt and student
essay to help your student revise. Each comment must include an exact
excerpt from the student’s essay and a feedback comment addressing a
single topic of revision related to the excerpt.

+ [Writing Assignment Instructions]
+ [Student Essay Text]

VERBALIZED SAMPLING

Generate 20 possible responses to the input prompt. Each response
must include the response string and the estimated probability 0.0 to
1.0 of this response given the input prompt (relative to the full
distribution). Randomly sample the responses from the full
distribution.

+ [Direct Prompting User Prompt]
NEGATIVEL CORRELATED SAMPLING
Generate 20 possible responses to the input prompt that represent
diverse instructional values.
+ [Direct Prompting User Prompt]

Figure 2. LLM prompts for math task/feedback generation under
different conditions.

4. Methods
4.1. Masking

Diversity metrics can be inflated by superficial wording dif-
ferences, such as names of variables in math problems or
quotations from student essay text in feedback. We therefore
create a masked version of each generation and compute
diversity on both original and masked text. We use a human-
validated LLM judge (GPT-5-nano) to identify maskable
spans; comparison with human annotations shows substan-
tial agreement.

Math items. We mask person names, location names,
and other problem-specific referents with [text
variable] and equation variables such as z, y, and «
with [equation variable]. We also replace each
numeric value with a coarse numeric-type label: [whole
number], [decimal number],or [fraction].

Essay feedback. We mask direct quotes from the student’s
essay with [quote] and proposed replacement wording
for text in the excerpt with [rewrite]. We also replace
new text suggested for the student to add to their work as
[insertion]. Although we cannot fully remove essay-
specific language, since feedback is inherently reactive to
student writing, masking accounts for exact-wording en-
gagement with the essay text. Table 1 shows examples.

Domain Original Output

Masked Output

Math Jada has a sleeping bag [text_variable] has a
that is rated for 30 degrees  sleeping bag that is rated
F. Write an inequality that  for [whole_number]
represents the outdoor degrees F. This means that
temperature at which Jada  if the temperature outside
will be able to stay is at least [whole_number]
warm... degrees F, [text_variable]

will ...

Essay  Check spelling: ’assitance’ Check spelling: [quote]
should be assistance.’ should be [rewrite]

Essay  Clarify this idea by saying  Clarify this idea by saying

something like, ’One good

something like, [insertion]

thing about driverless cars
is that they could help
elderly people.

Table 1. Examples of unmasked and masked outputs for math and
essay feedback.

4.2. Acceptability Checks

Diversity metrics can also be inflated by invalid or low-
quality generations, such as math items without a solution
or feedback comments that misread the student essay. We
therefore compute diversity only over generations that pass
the relevant acceptability checks. Across both tasks, genera-
tions must be sensical: written in understandable language
and complete enough to interpret in context.

Math items. We evaluate whether each generated problem
is solvable and unit relevant. A problem is solvable if it
has a valid solution and provides enough information to
determine that solution. A problem is unit relevant if it
addresses the target unit. We use GPT-5-nano as the LLM
judge and manually review all outputs flagged as unsolvable
or not unit relevant.

Essay feedback. We evaluate whether each comment is
accurate and actionable. A comment is accurate if it is
grounded in the student’s writing rather than hallucinated
or based on a misreading. A comment is actionable if fol-
lowing it would plausibly strengthen the essay. We evaluate
feedback acceptability using a panel of three LLM judges:
GPT-5-nano, Claude-Haiku-4.5, and Gemini-2.5-Flash-Lite.
We manually review all cases without unanimous agree-
ment.

5. Evaluation Metrics
5.1. Self-BLEU

Self-BLEU measures lexical similarity within a set of docu-
ments (Zhu et al., 2018), with lower values indicating higher
diversity. We compute Self-BLEU within each instructional
unit: across math items for a given unit learning objective,



Comparing human and LLM diversity for educational content generation

and across feedback comments for a given writing assign-
ment. To make human and model outputs comparable, we
average over subsamples of model outputs matched to the
number of human examples available for the same instruc-
tional unit. We report two versions of Self-BLEU, one on
the raw outputs and one on masked outputs, because output
similarity can be driven by superficial variation.

5.2. Embedding Similarity

We measure semantic diversity as mean pairwise cosine
similarity between output embeddings (Jiang et al., 2025).
For each instructional unit, we embed all generations with
text-embedding-3-small and compute the average
cosine similarity across all pairs. Lower values indicate
more semantic diversity. As with Self-BLEU, we subsample
model generations to match the number of human exam-
ples available for the same instructional unit. We compute
embedding similarity on both original and masked text.

5.3. Domain Measures

We evaluate whether variation in generations is pedagogi-
cally meaningful by computing effective support (exp(H),
where H is Shannon entropy) over instructional moves. We
also compute the share of generations accounted for by the
most frequent words to measure reliance on repeated lexical
templates.

Math Items We measure variation in cognitive objective
and application context. We analyze the action verbs that
frame what students are asked to do. For example, an item
may ask students to solve, calculate, write, explain, graph,
compare, or justify. We follow Das et al. (2022) and use an
LLM judge to map verbs to the six levels of cognitive de-
mand in Bloom’s Taxonomy: remember, understand,
apply, analyze, evaluate, and create. We com-
pute effective support over Bloom labels within each math
unit. Because word problems can invite students’ applica-
tion knowledge beyond mechanical operations to interpret
context (Achieve, 2019), we also use an LLM judge to ex-
tract a 1-2 word topic label for each item, or none if the
item is purely symbolic or equation based.

Essay Feedback We use an LLM judge to Ila-
bel each feedback comment along two dimensions.
Content Focus captures the aspect of writing ad-
dressed: development, analysis, organization,
rhetoric, and mechanics. For example, comments
may prompt the student to say more (development)
or engage with reasoning already present in the
essay (analysis) (Bereiter & Scardamalia, 1987).
Discourse Move captures how the feedback is de-
livered, including moves such as open question,
criticism, praise, reader response, and direct

corrections (Straub, 1997). For each writing assign-
ment, we compute effective support for content focus, dis-
course move, and their joint distribution.

6. Results

6.1. LLMs do not recover the breadth of human
diversity.

Table 2 compares diversity in model generations and human
references across math items and essay feedback. Across
tasks, all models produce more homogeneous outputs than
humans, with Self-BLEU scores that are on average 67—
81% higher than the human distribution. The same pattern
appears in embedding similarity results (Table 3). This gap
is not explained by model scale or perceived model strength:
frontier models and larger open-weight models still remain
substantially more homogeneous than human references.

Prompting methods reduce homogeneity, but do not close
the gap. Prompting lowers self-BLEU by 5-11% on aver-
age, though effects vary substantially by model and task.
Improvements range from roughly 30% more diversity for
GPT-4.1-mini on math items under both prompting strate-
gies to 12% less diversity for Llama-3.2-8B on feedback
under verbalized sampling. Even with diversity prompting,
model self-BLEU remains on average 31-60% higher than
human levels. Embedding similarity shows the same pattern:
despite prompting interventions, generated outputs remain
more semantically homogeneous than human references.

Domain-grounded measures show that this homogeneity
corresponds to narrower pedagogical coverage. In math
item generation, human-written items within a grade-level
unit typically span 3—4 cognitive objective levels, whereas
baseline models tend to span only 1-2. Prompting raises
this value above 2 for larger models. In essay feedback,
models similarly under-cover pedagogical variation. Human
feedback has effective support of 42 out of 60 content X
discourse categories, whereas models represent only 21 on
average. In most cases, prompting methods further reduce
effective support over these instructional frames.

6.2. Diversity prompting gains largely reflect surface
variation.

While diversity-based prompting improves self-BLEU, the
margins are substantially reduced under masking, indicating
that much of the added diversity comes from surface-level
lexical variation rather than deeper changes in pedagogi-
cal intent. In math item generation, for example, Qwen3-
32B’s masked self-BLEU is 31% higher than its unmasked
self-BLEU. This pattern suggests that self-BLEU alone can
overstate progress on diversity and conflate surface-level
variation with content-level changes.
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Math Items Essay Feedback
Self-BLEU | ES (6) 1 Self-BLEU | ES (60) T
Generator Unmasked Masked Cog. Obj. Unmasked Masked Cont. x Disc.
Human 0.525 0.655 3.206 \ 0.2699 0.3179 42.189
GPT-5.2 0.8859 (+69%) 0.8955 (+37%) - 0.4603 (+71%) 0.5271 (+66%) -

+ Verbalized sampling

+ Negative sampling
Gemini 3.5-Flash

+ Verbalized sampling

+ Negative sampling

0.5722 +9%)
0.5653 (+3%)
0.8595 (+64%)
0.5917 +13%)
0.5740 (+9%)

0.7280 (+11%)
0.6857 (+5%)
0.8693 (+33%)
0.7155 (+9%)
0.6314 (-4%)

0.3577 (+33%)
0.3576 (+32%)
0.4823 (+79%)
0.4048 (+50%)
0.3240 (+20%)

0.4325 (+36%)
0.4298 (+35%)
0.5453 +72%)
0.4836 (+52%)
0.3949 (+24%)

GPT-4.1 mini
+ Verbalized sampling
+ Negative sampling
Llama 70B
+ Verbalized sampling
+ Negative sampling
Qwen 32B
+ Verbalized sampling
+ Negative sampling

0.903 +72%)
0.634 (+21%)
0.630 (+20%)
0.922 (+76%)
0.898 +71%)
0.905 +72%)
0.775 (+438%)
0.575 +10%)
0.585 (+11%)

0.916 (+40%)
0.773 (+18%)
0.753 (+15%)
0.937 (+43%)
0.955 (+46%)
0.942 (+44%)
0.814 (+24%)
0.753 (+15%)
0.712 (+9%)

2.038 (-36%)
2.586 (-19%)

0.4448 (+65%)
0.3810 (+41%)

0.5231 (+65%)
0.4485 (+41%)

17.688 (-58%)
28.445 (-33%)

2.794 (-13%) 0.3811 (+41%) 0.4393 (+38%) 16.627 (-61%)
1.591 -50%) 0.5336 (+98%) 0.5758 (+81%) 25.398 (-40%)
1.900 -41%) 0.5003 (+85%) 0.5418 +70%) 22.038 (-48%)

2.042 (-36%)
2.170 -32%)
2.506 (-22%)
2.475 23%)

0.5068 (+88%)
0.3937 (+46%)
0.2900 +7%)
0.3144 (+16%)

0.5475 «+72%)
0.4920 (+55%)
0.4493 (+41%)
0.4724 (+49%)

23.097 (-45%)
22.101 (-48%)
15.087 (-64%)
16.093 (-62%)

Llama 8B
+ Verbalized sampling
+ Negative sampling
+ SFT
+ DPO

Qwen 7B

0.850 (+62%)
0.700 (+33%)
0.679 (+29%)
0.810 (+54%)
0.583 (+11%)
0.962 (+83%)

0.890 (+36%)
0.823 (+26%)
0.778 (+19%)
0.866 (+32%)
0.638 (-3%)

0.964 (+47%)

0.875 (+67%)
0.887 (+69%)
0.910 (+73%)
0.808 (+54%)

0.949 (+45%)
0.955 (+46%)
0.920 +40%)
0.838 (+28%)

+ Verbalized sampling
+ Negative sampling
+ SFT

+ DPO

1.460 (-54%)
2.414 (-25%)
2.061 (-36%)
1.494 (-53%)
2.751 -14%)
1.467 (-54%)
1.692 (-47%)
1.764 (-45%)
1.597 (-50%)
1.805 (-44%)

0.5003 (+85%)
0.5597 +107%)
0.5242 (+94%)
0.3032 (+12%)
0.6493 (+141%)
0.5002 (+85%)

0.5479 +72%)
0.6024 (+89%)
0.5689 (+79%)
0.3283 (+3%)

0.7145 (+125%)
0.5777 +32%)

31.618 (-25%)
28.118 (-33%)
30.424 (-28%)
40.070 (-5%)
30.078 (-29%)
13.301 (-68%)

0.464 +72%)
0.475 +76%)
0.3035 (+12%)
0.4858 (+80%)

0.563 +77%)
0.573 (+80%)
0.3273 (+3%)
0.5414 +70%)

11.713 (-72%)
11.921 72%)
40.876 (-3%)
13.764 (-67%)

Table 2. Lexical and pedagogical diversity across math problems and essay feedback. Average pairwise Self-BLEU within topic.
Lower values indicate greater diversity. Masked Self-BLEU is computed after preprocessing to remove spurious variation (see § ??). ES
denotes effective support. For math items, it is computed over 6 Bloom’s taxonomy; for feedback, it is computed over the 5 x 12 joint
space of content focus and discourse move. Percent change is relative to the human baseline. ES values for GPT-5.2 and Gemini 3.5-Flash

are not yet available, indicated by ‘—*.

In essay feedback, much of the lexical gain from prompting
comes through direct manipulation of student text. For ex-
ample, for Llama-3.3-70B, average rewrite length increases
from 5.94 words at baseline to 8.65 under negative sampling.
Qwen3-32B likewise increases the share of comments con-
taining inserted text from 11.9% at baseline to 22.4% under
verbalized sampling, compared with just 3% in human feed-
back. In other words, prompting often makes feedback look
more diverse by encouraging models to write more text for
the student, a behavior that teachers rarely use.

6.3. Naive post-training yields inconsistent diversity
gains.

Though post-training can move models closer to human ref-
erence distributions on some diversity metrics, these gains
are unreliable and can come with degraded output quality.
Human outputs and frontier model generations pass accept-
ability checks at high rates, exceeding 95% across criteria
in both tasks. In contrast, only 66.2% of Llama-3.1-8B SFT

Math Feedback
Generator Unmasked Masked Unmasked Masked
Human | 0.3096 0.4275 | 0.2455 0.2565
GPT-5.2 0.7440 (+140%) 0.7460 (+75%) 0.3689 (+50%) 0.4093 (+60%)
+VS 0.3904 (+26%) 0.5199 (+22%) 0.3160 (+29%) 0.3512 (+37%)
+NCS 0.3938 (+27%) 0.4970 (+16%) 0.3166 (+29%) 0.3504 (+37%)
gg‘_’l:,‘l':sh 0.6301 (104%)  0.6750 (:ss0) | 03116 27 0.3796 (a5
+ VS 03363 (+9%) 0.4647 (+9%) 02950 (+20%) 03855 (+50%)
+NCS 0.4692 (+52%) 0.4897 (+15%) 0.2866 (+17%) 0.3306 (+29%)

Table 3. Average pairwise cosine embedding similarity within
topic for frontier models. Lower values indicate greater diversity.
Percent change is relative to the human reference.

feedback is accurate and 53.0% is plausibly useful; for math,
only 48.2% of Llama-3.1-8B DPO items are solvable.

While DPO increases measured diversity in math items,
with gains of up to 88% in effective support over cognitive
objectives and 13-31% reductions in unmasked Self-BLEU,
much of the apparent improvement comes from numerical
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Figure 3. Share of comments within each content X discourse category accounted for by the most frequent verbs, adjectives, and trigrams

in essay feedback.

variation and invalid outputs. In essay feedback, SFT pro-
duces significant (and volatile) shifts in model behavior,
while DPO remains close to baseline. One possible explana-
tion is that, just as models can readily adopt new numerical
values in math, they may also learn easily distinguishable
stylistic cues in human feedback during DPO without ex-
panding the range of instructional forms they produce.

6.4. LLMs rely on a few dominant templates for
enacting instructional moves.

Beyond limited coverage over instructional moves, models
rely on a small set of linguistic templates to realize them.
Across content x discourse frames in essay feedback, mod-
els have a smaller vocabulary of unique verbs, adjectives,
and trigrams, where the top words are more often repeated.
As shown in Figure 3, prompting does not redistribute us-
age: the top five verbs and adjectives still account for 85%
and 59% of comments, respectively, which is 39% and 55%
higher than in human feedback.

A similar pattern appears in math item generation. Human-
written items distribute application contexts, with no single
topic occupying more than a handful of items in the dataset,
whereas model outputs concentrate heavily on a few re-
peated scenarios. For example, while grocery shopping
and population growth appear only 4 and 6 times, respec-
tively, in the human set; models generate on average 166
items about submarine depth and 236 about bacteria growth
(Appendix Table 5).

6.5. Prompting exposes persistent gaps in LLMs’
linguistic and pedagogical repertoires.

Prompting increases vocabulary most in the categories mod-
els already over-rely on, not in the categories where they
are weakest. Figure 4 illustrates this asymmetry using the
content and discourse categories with the largest gaps be-
tween human and model vocabularies for essay feedback.

In categories where models are already well equipped—for
example, correcting mechanics or rhetoric, and command-
ing students to provide more ideas—models often begin
with larger verb and adjective vocabularies than humans,
and in some cases even back off those categories when
prompted to diversify. But in categories where models are
least equipped—such as open questions engaging with stu-
dent ideas and praise focused on rhetoric—models begin
with only a fraction of the human vocabulary and do not
recover that gap through prompting.

Similarly for math items, human-written problems cover
substantially more unique numerical values than model-
generated problems across whole numbers, fractions, and
decimals. Prompting narrows this gap more successfully for
whole numbers than for decimals, where models begin fur-
ther behind and remain more limited even after prompting.

7. Discussion

Our findings suggest that, in educational generation tasks,
measuring diversity is not by itself enough to explain or over-
come mode collapse. Models vary not only in how much lex-
ical variation they produce, but in where they can produce it.
Even when aggregate metrics improve, models often diver-
sify at the margins while continuing to concentrate heavily
on the same core templates. Diversity prompting is there-
fore useful less more as a probe of model repertoire than as
a solution. For some contexts, models can approach human
breadth when given more opportunity to vary, suggesting
latent capacity. In others, prompting does little, suggesting
that models lack the priors needed to recover those pedagog-
ical forms. This has implications for both complementarity
and data collection. By revealing where models fall shortest,
these results can help identify and nurture the pedagogi-
cal contexts in which human creativity and professional
judgment remain most valuable. Furthermore, expanding
diversity requires more than simply collecting more human
examples, but targeting the high-quality demonstrations that
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Figure 4. Unique verbs and adjectives in the content x discourse categories with the largest positive and negative LLM-human vocabulary

gaps.

remain underrepresented in the training data.

Limitations. First, although our human-written examples
were produced by experienced educators, they reflect a range
of practical judgment and expertise rather than a single gold
standard of pedagogy. Second, our measures detect collapse
only along the dimensions we operationalize; models may
differ in other important ways that our framework does not
capture. Third, our acceptability checks establish minimum
usability, but do not measure downstream effects on student
learning, revision, or engagement. Future work should con-
nect pedagogical diversity to learner outcomes and richer
expert judgments of instructional value.

Impact Statement

This work studies diversity in LLM-generated educational
content, in which harms can arise from over-standardizing
pedagogy. Systems that repeatedly generate the same prob-
lem types or feedback forms may narrow the instructional
options available to teachers and students. We present this
paper as a diagnostic study of model outputs, aimed at un-
derstanding how homogenization manifests in education
tasks and where meaningful gaps remain.
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A. Detailed Literature Review

LLM output homogeneity & prompt-based mitigations. A growing body of work has documented homogeneity in
LLM-generated text (Jiang et al., 2025; Wu et al., 2024; Shumailov et al., 2024), both in surface form—Jiang et al. (2025)
show that 70+ LLMs exhibit high pairwise embedding similarity within and across model families—and in the substance of
what is generated, such as sentiment collapse in book reviews (Wu et al., 2024) and repetitive plot elements in stories (Xu
et al., 2025). Similar patterns appear in narrative discourse (Namuduri et al., 2025), scientific ideation (Ruan et al., 2026),
and code generation (Lu et al., 2025). Jain et al. (2025) formalize the intuition that homogeneity varies across domains,
proposing a broad taxonomy of eight task categories—ranging from well-specified singular objectives to open-ended creative
tasks—each with distinct notions of “functional diversity,” i.e., whether a user would perceive two responses as meaningfully
different. Prompting-based methods such as verbalized sampling (Zhang et al., 2025), which specifies probability likelihoods
over candidate responses, and negatively correlated sampling (Zhang et al., 2026), which conditions each generation on
prior outputs to encourage divergence, have been proposed to mitigate homogeneity, but appear insufficient (Wu et al., 2024).
Our work develops fine-grained, domain-specific operationalizations of output diversity for two educational generation tasks,
benchmarked against human-generated distributions.

Effect of post-training on output diversity. Post-training methods used to align LLMs with human preferences have
been shown to exacerbate output homogeneity. Kirk et al. (2023) find that RLHF significantly reduces diversity compared
to the base SFT model, and Liu (2026) show a similar effect for DPO, with 40-79% of questions producing a single
semantic cluster in DPO-trained models. Standard SFT can also reduce diversity through overfitting (Li et al., 2024). While
diversity-aware training variants have been proposed (Lanchantin et al., 2025; Chung et al., 2025), these have been evaluated
only on general creative tasks. We investigate the effect of SFT and DPO on domain-specific diversity in educational content
generation.

Measuring text diversity. The most common approach to measuring diversity in LLM outputs is Self-BLEU (Zhu
et al., 2018), which measures n-gram overlap among generated texts; related metrics such as distinct-n (Li et al., 2016)
are highly correlated with it (Shaib et al., 2025). These metrics operate on exact word overlap and can be inflated by
superficial rephrasing without any change in underlying content. Embedding-based metrics such as BERTScore (Zhang
et al., 2020), the Vendi Score (Friedman & Dieng, 2023), and MAUVE (Pillutla et al., 2023) compare texts using learned
representations. However, Tevet & Berant (2021) find that both n-gram and embedding-based metrics fall short of human
ability to judge whether two texts are substantively different—as opposed to merely differently worded. In our work, we
complement Self-BLEU with domain-specific metrics that use LLM judges—validated against human annotations—to
classify categorical attributes of generated outputs (e.g., cognitive level, application context), measuring diversity as the
entropy over their distributions.

LLMs for educational content generation. LLMs are increasingly deployed in education for tutoring, content generation,
and assessment (Kasneci et al., 2023; Wen et al., 2024; LearnLM Team, Google, 2024; Khan, 2023). Evaluations have
focused primarily on accuracy, alignment with pedagogical standards (Bulut et al., 2024; Scaria et al., 2024; Lucy et al.,
2024), and bias (Weissburg et al., 2025; Du et al., 2025; Tan et al., 2026). For math, work on automatic item generation has
examined whether LLM-produced questions align with target cognitive levels (Scaria et al., 2024; Meissner et al., 2024) and
curricular standards (Lucy et al., 2024). For writing feedback, Steiss et al. (2024) compare human and ChatGPT feedback
on student essays and find that human raters provide higher-quality feedback in areas such as accuracy, prioritization of key
issues, and clarity of revision directions. However, less attention has been paid to whether generated content captures the
diversity of what human educators produce. Our work addresses this gap by evaluating LLM output diversity against human
reference distributions across two educational tasks.
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B. Masking Outputs
Masking for math item

System prompt: You are a helpful assistant. I want you to anonymize the problems by replacing all numbers with
[whole number], [decimal number], or [fraction]; variables like x, y in equations with [equation variable]; and any
names with [text variable] placeholders. Here are some few-shot examples:

## Example 1:
## Original text: [Sample from MathFish dataset]
## Anonymized text: [Human annotated sample]

##Example 2:
Original text: [Sample from MathFish dataset]
## Anonymized text: [Human annotated sample]

## Example 3:
##Original text: [Sample from MathFish dataset]
## Anonymized text: [Human annotated sample]

User prompt: ##Original text: [New problem] ## Anonymized text:
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Masking for essay feedback

System prompt: You will be shown teacher feedback on a student essay. The input is formatted with:

- EXCERPT: a window of essay text
- COMMENT: the teacher’s feedback

Determine whether the COMMENT contains any of the following maskTypes:

- QUOTE: A span in the comment that directly quotes or near-quotes wording from the student’s essay,
and you can identify the referenced span in the EXCERPT.

- REWRITE: A span in the comment that gives replacement wording for something the student already wrote, and
you can identify the specific span in the EXCERPT being rewritten.

- INSERTION: A span in the comment that is exact word-for-word text the teacher is proposing the student add to
the essay.

Identify all maskable spans in the COMMENT. Copy each exact span from the comment as maskText. Replace
each span in the comment with the corresponding token: [QUOTE], [REWRITE], or [INSERTION]. Return this as
maskedComment. For QUOTE and REWRITE, excerptSpan must be the smallest exact substring copied from the
EXCERPT that is being referenced.

Return ONLY valid JSON:

"maskedComment": "...",
"masks": [
{
"maskType": "QUOTE" | "REWRITE" | "INSERTION",
"maskText": "...",
"excerptSpan": "..." | null

}

User prompt: Comment: [Feedback comment] Excerpt: [Feedback excerpt]

Manual validation

e Math item masking. We manually validated a set of 1,024 masked items and implemented regex-based cleaning
(to remove additional substrings like ‘Here is the anonymized version and the answer’, ‘Anonymized problem’,
‘Anonymized text:’) as a post-annotation step. 3 out of 1,204 examples required manual correction after regex
processing.

* Essay feedback masking. We manually reviewed all comments for which masking changed the original comment
by more than 20 characters of edit distance. For all flagged comments, we corrected any errors by hand. Each model
output set contained roughly 1,500 comments, and no set required more than 10 manual corrections, indicating that
substantial masking errors were rare.
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C. Bloom’s taxonomy mapping

Cognitive skill |

Verbs targeting this skill

Remember

arrange, choose, cite, copy, define, describe, draw, duplicate, identify, indicate,
label, list, locate, match, memorize, name, order, outline, quote, read, recall,
recite, recognize, record, relate, repeat, reproduce, review, select, state, tabulate,
tell, underline, write

Understand

articulate, associate, characterize, cite, clarify, classify, compare, contrast, con-
vert, defend, demonstrate, describe, differentiate, discuss, distinguish, estimate,
explain, express, extend, extrapolate, generalize, give, give examples, identify,
illustrate, indicate, infer, interpolate, interpret, locate, match, observe, organize,
paraphrase, predict, recognize, relate, report, represent, restate, review, rewrite,
select, summarize, tell, translate

Apply

act, adapt, apply, back up, calculate, change, choose, classify, complete, com-
pute, construct, demonstrate, develop, discover, dramatize, employ, experiment,
explain, generalize, identify, illustrate, implement, interpret, interview, manipu-
late, modify, operate, organize, paint, practice, predict, prepare, produce, relate,
schedule, select, show, simulate, sketch, solve, translate, use, utilize, write

Analyze

analyze, appraise, break, break down, calculate, categorize, classify, compare,
conclude, contrast, correlate, criticize, debate, deduce, detect, diagnose, dia-
gram, differentiate, discover, discriminate, dissect, distinguish, divide, evaluate,
examine, experiment, figure, group, identify, illustrate, infer, inspect, inventory,
investigate, order, organize, outline, point out, predict, prioritize, question, re-
late, select, separate, solve, subdivide, test

Evaluate

appraise, argue, arrange, assess, attach, choose, compare, conclude, contrast,
core, counsel, create, criticize, critique, decide, defend, describe, design, deter-
mine, discriminate, estimate, evaluate, explain, grade, invent, judge, manage,
mediate, prepare, probe, rate, rearrange, reconcile, release, rewrite, select, set
up, supervise, synthesize, test, value, verify, weigh

Create

arrange, assemble, categorize, choose, collect, combine, compile, compose,
construct, create, design, develop, devise, estimate, evaluate, explain, facilitate,
formulate, generalize, generate, hypothesize, improve, integrate, invent, make,
manage, modify, organize, originate, plan, predict, prepare, produce, propose,
rate, rearrange, reconstruct, relate, reorganize, revise, rewrite, role-play, set up,
specify, summarize, synthesize, tell why, write

Table 4. We used the classification of action verbs of Bloom’s taxonomy from Das et al. (2022)
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D. Math item examples

Math unit Lesson description

Algl.2 Linear | In this unit, students expand and deepen their prior understanding of expressions,
Equations, In- | equations, and inequalities. Students reason about equations, inequalities, and
equalities, and | systems of equations and inequalities as ways to represent constraints, and
Systems they reason about the process of solving equations and inequalities in terms of
finding values that satisfy those constraints. The process of finding solutions
may involve rewriting and manipulating equations. Students learn to explain
and validate the steps to do so. Throughout the unit, students practice reasoning
about situations and mathematical representations, interpreting expressions
and numbers in context, and using mathematical tools to model quantities and
relationships.

Algl.5 In- | In this unit, students are introduced to exponential relationships. Students learn
troduction to | that exponential relationships are characterized by a constant quotient over equal
Exponential intervals, and compare them to linear relationships which are characterized by a
Functions constant difference over equal intervals. They encounter contexts with quantities
that change exponentially. These contexts are presented verbally and with tables
and graphs. They construct equations and use them to model situations and
solve problems. They learn that the output of an increasing exponential function
is eventually greater than the output of an increasing linear function for the
same input. Students view these new types of relationships as functions and
employ the notation and terminology of functions (for example, dependent and
independent variables). They study graphs of exponential functions both in
terms of contexts they represent and abstract functions that don’t represent a
particular context, observing the effect of different values of a and b on the
graph of the function f represented by f(z) = ab”. The context of credit (both
in terms of loans and savings) is used through several lessons.

Algl.7 In this unit, students interpret, write, and solve quadratic equations. They learn
Quadratic that writing and solving quadratic equations is a way to precisely describe and
Equations answer questions about quadratic functions. It is especially useful for finding

input values that produce certain outputs.

Students solve quadratic equations by reasoning, by rewriting expressions in
factored form and using the zero product property, by completing the square, and
by applying the quadratic formula. They also rewrite expressions in vertex form
to solve problems about the maximum or minimum value of a function. Along
the way, students see that quadratic equations may have 2, 1, or 0 solutions, and
that the solutions may be rational or irrational.

Table 5. We used the top 20 learning goals with the most available problems from the MathFish dataset. We included examples from the
test set.
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Method Misc. Farming Finance Food Retail School Travel
{'population growth': 6, {'discount': 9, 'water bottle": |{'algebra’: 55, 'geometry" 46,
i {fractions’: 10, 'music’: 6,  |'temperature': 5, 'sampling: |{'percentages": 10, 'money": 9, |{’ , ‘restaurant’: 5, |5, 'bookshelf: 2, ‘phone “logarithms': 14, "unit {'speed": 5, 'walking’: 5,
movie: ainting’: 5, 3, "ecology’: 3, 'milk pricing’: |'volume': 9, 'pricing: 7, cooking':4, |charging’: 2, 'baseball cards': | conversion': 11, ‘museum tickets': typi
‘parabola’: 5) 2) ‘ratios': 7} 2) g 7} 3, 'buoyancy": 3} speed": 2, 'wages': 2}
{'rectangular prism': 101,
{'submarine depth’: 166, {‘garden’: 248, 'garden plots": |{'savings": 210, 'volume': 98, |{bacteria growth': 236, {'balance scale": 237, 'price  |'triangle centroid: 79, {‘running": 80, 'survey data':
Default 'sports survey': 13, 'marathon |83, 'rectangular garden': 63, |'saving money': 74, 'bike ‘recipe’: 228, 'trail mix': 201, |comparison': 81, 'unit price': |'coordinate geometry': 78, |{'road trip': 134, 'car travel': |26, 'balance problem’: 12,
training’: 11,"TV viewing': 9, |'population growth': 51, savings': 67, 'savings goal': | 'recipe scaling’: 89, 'fruit 38, 'bookstore': 19, 'lemonade |'geometry': 77, 'paint mixing': | 76, 'submarine': 40, 'cycling’: |'transformation': 10, 'age
‘radioactive decay: 8} g e 34) 65) punch’: 53) stand’: 18) 64) 34, 'fuel efficiency’: 31} distribution’; 7)
{'water tank': 59, 'height
Vetalbed change': 27, 'population {'volume': 34, 'ratios': 30, {‘algebra: 269, 'statistics': 91, {'displacement': 29, 'running:
Sampling | {fractions’ 77, parabola’ 19, | growth': 23, temperature _|'bank account': 27, {'recipe’: 157, 'bakery': 30,  |{'discount': 74, 'unit price’: | 'geometry": 87, 'fraction {'car travel: 109, 'car speed": |28, 'salary change': 22,
“circle”: 12, 'running pace': 10, | change': 19, 'production rate': ['exponential growth': 23, "baking": 28, 'cookies’: 27, |73, 'paint mixture': 20, ‘water |division': 63, linear equation’: |81, 'speed': 41, 'train travel’: |'survey design’: 13, 'survey
“prisms': 9) 16} ‘paint ratio”: 23} “cookie recipe': 27} bottle': 20, 'DIY project’: 18} |59) 33, 'motion’: 28} data': 13)
{'running’: 31,
Negatively | {'fractions": 27, 'running {'water tank': 89, 'population {‘algebra': 233, 'geometry’: “transformations': 20,
Correlated [pace: 19, 'parabola’: 14, growth': 27, 'garden': 24, {'volume': 52, ratios’: 41, | {'recipe’: 158, 'cookies": 26, | {'unit price’: 73, 'discount: |78, test scores’: 75, {‘car travel: 125, 'speed": 63, |'displacement’: 16,
Sampling | 'radioactive decay": 14, 'data | 'temperature': 23, "bank account’: 31,'money": ~ |'baking': 24, 'pizza: 23, 39, "unit pricing’: 35, 'balance |'statistics': 73, 'logarithms': | 'car speed": 59, "cycling': 32, ~|'transformation': 13, 'survey
distribution': 10} ! change’: 21} |26, ial growth': 21} |'recipe scaling”: 22} scale': 19, 'bookshelf': 18) |59} ‘motion’: 32} design’: 11)
{'survey data': 13,
{'submarine depth': 78, {‘garden’: 91, "temperature: |{'savings: 57, 'exponential | {recipe": 144, 'bacteria {'balance scale": 90, 'ribbon | {'translation’: 64, 'ribbon': 59, “transformation': 12,
SFT "painting’: 12, 'sports survey': |41, 'water tank': 29, equation': 29, 'savings growth': 113, 'lemonade length': 25, 'bookshelf": 24, |'algebra': 36, ‘coordinate {'road trip": 79, "car speed”: | 'transformations": 10,
8, 'music survey': "population growth’: 28, account': 25, 'saving money": | recipe’: 68, 'baking’: 63, “color survey': 15, 'bookstore |geometry': 35, 'geometry': |64, 'car travel': 33, 'driving: ~ |'balance problem': 7,
"bookshelf capacity': 6} ‘weather: 22} 23, 'bike savings': 23} ‘cookies': 57} sale: 10} 34) 22, 'hiking': 21 running’: 6)
{'submarine depth’: 45, {'volume': 39, "exponential | {'bacteria growth': 91, {'balance scale': 50, {‘algebra': 100, 'geometry’: {‘transformations’: 10,
bPO “fractions’: 25, 'sports survey: | {'garden': 79, 'water tank': 53, |equation': 19, 'ratios': 14, |'recipe’: 84, 'bakery" 46, "bookshelf': 16, 'unit price: |84, 'rectangle area': 43, 'paint |{'car travel’: 24, 'speed’: 20, |'survey data': 8, running’: 6,
10, 'radioactive decay’: 7, | '35, ' ial growth': 8, ‘recipe scaling”: 36, 'lemonade | 10, "hanger diagram': 10, mixing': 42, "coordinate “car rental: 19, 'hiking': 19, | "balance problem’: 5,
‘music survey': 6} growth': 22, 'farming’: 17) _|'savings": 8} recipe’: 36} "bookstore sale 8) geometry': 39) “road trip’: 12) “di ' 4)

Figure 5. Top 5 word frequency for each application category. We used LLM to extract a total of 3639 unique 1-2 words describing the
problem’s real-world context, then manually defined seven application categories: food, retail, finance, travel, school, workforce, farming
and NA. Each phrase was mapped to one of these categories using LLM-annotator. We show five most frequent words per category and
their frequency.

E. Word frequency for each application category by method
F. Training details

For math items, we used SFT and DPO implemented with OpenRLHF (Hu et al., 2024), with a training batch size 266 and a
learning rate of 5e-7. For DPO, we used a beta value of 0.1. All methods were loaded in bf16 and trained for one epoch
using the human generated data as ground truth or as chosen responses paired with model-generated rejected responses.

For essay feedback, we used SFT with a learning rate 1e-5. We observed that training for more than one epoch helped given
the smaller dataset. For DPO, we experimented with a learning rate of 1e-6, beta 0.2, and 2-3 epochs, but more aggressive
training produced instability and malformed outputs. Ultimately we used a learning rate of Se-7 and trained for 1 epoch.
G. Prompts for data annotation

Bloom’s taxonomy mapping

System prompt: You are a helpful assistant and your goal is to label which of the action verbs from Bloom’s
taxonomy is targeted by the given math problem. Here is a list of action verbs and their corresponding synonyms.
##Bloom’s taxonomy: JSON-formatted Bloom’s taxonomy list.

User prompt: ##Problem: [New problem].

Only output one action verb that is most appropriate from Bloom’s taxonomy, which are:
’understand’, apply’, ’analyze’, ’evaluate’, and ’create’.

‘remember’,

Real-life application context extraction

System prompt: You are a helpful assistant. Your goal is to provide a 1-2 word description of the following math
problem. If the problem does not have a real-world application or context, return “none”. For example: [4 human
generated examples].

User prompt: ##Problem: [New problem]

Only output 1-2 word description of the problem context or “none”.
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Essay feedback annotation

You will be shown teacher feedback on a student essay.

The input is formatted with:

- EXCERPT: a window of essay text (with brackets marking the highlighted portion)

- COMMENT: the teacher’s feedback

Your task:

Classify the teacher’s COMMENT according to its main content focus. Choose exactly one of the following labels.
DEVELOPMENT:

The comment asks the student to add, state, expand, or supply more content, evidence, detail, or explanation.

This is about helping the student say more.

ANALYSIS:

The comment pushes the student to rethink, refine, question, or deepen the meaning, logic, or implications of the
content already present. This is about helping the student rethink or transform the ideas, not just add more.
ORGANIZATION:

The comment is about the structure, paragraphing, sequencing, grouping of ideas, or flow across the text. This is
about where or how ideas are arranged.

RHETORIC:

The comment is about tone, style, word choice, phrasing, sentence clarity, readability, or rhetorical effectiveness.
This is about how the ideas are expressed.

MECHANICS: The comment is about correctness at the level of grammar, spelling, punctuation, capitalization, or
writing conventions.

Assign exactly one label that best captures the main content focus of the COMMENT.

Even if the comment could fit more than one category, choose the single most central label.

Provide a concise rationale (max 20 words) justifying your label choice given the definitions.

Return ONLY valid JSON in exactly this format:
{ ’tag”: "DEVELOPMENT | ANALYSIS | ORGANIZATION | RHETORIC | MECHANICS”,

99, 9% 9

“rationale”: ”’..

}
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Essay feedback annotation

You will be shown teacher feedback on a student essay.

The input is formatted with:
- EXCERPT: a window of essay text (with brackets marking the highlighted portion)
- COMMENT: the teacher’s feedback

Your task:

Identify the discourse move(s) present in the teacher’s COMMENT and tag each distinct move.

- CRITICISM: A direct negative evaluation of the student’s writing or argument.

- QUALIFIED EVALUATION: An evaluative judgment softened with hedging or subjectivity (e.g., ”’I find the
statements ... less than convincing.”)

- INTERPRETATION: A neutral description of what the student is doing in the text. (e.g., Your first argument deals
with...”)

- PRAISE: A positive evaluation of the writing. (e.g., "Good” and elaborated forms like ”Good—you’ve defined...”)
- CORRECTION: The teacher directly supplies replacement wording or an explicit edit to the student’s text. (e.g.,
“change X to Y, rewritten phrase).

- COMMAND: An imperative telling the student what to do, without supplying the exact edit. (e.g., "Explain why...”,
”Check your spelling”)

- ADVICE: Non-imperative recommendation for revision, without supplying the exact edit. (e.g., “might/could/con-
sider/try...”).

- CLOSED QUESTION: A question implying evaluation or prompting a specific revision direction.

- OPEN QUESTION: A broad question encouraging the student to decide direction or develop ideas independently.
- READER RESPONSE: The teacher describes their personal experience as a reader. (e.g., ’I wonder...”, I felt
confused here”)

- INSTRUCTION: A general teaching statement about writing principles, strategies, or rules.

- EXPLANATION: Gives a reason/why/how that supports another move in the same comment (e.g., why a change
helps).

Tagging Rules:

- Assign multiple tags ONLY if the comment clearly contains multiple distinct moves.

- Be conservative. Keep to the minimal sufficient set of tags (avoid ’could be” tags). Tag ONLY moves explicitly
present in the COMMENT. Do not infer unstated moves.

- Provide one concise rationale (max 20 words) per tag; each rationale should justify that tag specifically.

Return ONLY valid JSON in this format:

{

“tags”™: [{

“tag”: "CRITICISM” | "QUALIFIED EVALUATION” | INTERPRETATION” | "PRAISE” | "CORRECTION”
— "COMMAND” | ”JADVICE” | ”CLOSED QUESTION” | “OPEN QUESTION” | "READER RESPONSE” |
“INSTRUCTION” | "EXPLANATION™,

99, 99 99

“rationale”: ..

1]
}
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