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Abstract

Trajectory-based interaction, where users draw
spatial paths to guide generative editing, has be-
come a popular paradigm across 2D image edit-
ing, video generation, 3D scene editing, and hu-
man motion synthesis. We present a unified tax-
onomy of these methods along four dimensions:
output modality, trajectory representation, trajec-
tory grounding, and human-AI agency. A striking
pattern emerges: across all methods and modali-
ties, the AI operates strictly as a spatial command
executor, with collaborative and model-initiated
categories entirely vacant. We identify three sys-
tematic gaps: ambiguity is resolved by increasing
user burden rather than developing interpretive
capacity; pipelines are open-loop; and evaluation
rewards geometric precision over creative qual-
ity. We discuss directions toward systems where
trajectories serve as the starting point of creative
dialogue rather than commands to be executed.

1. Introduction
Generative visual editing methods offer users a range of
modalities for communicating intent: natural language de-
scriptions (Brooks et al., 2023; Hertz et al., 2023), refer-
ence images (Ye et al., 2023), sketches (Zhang et al., 2023),
masks (Avrahami et al., 2022), and spatial control signals
such as points and trajectories (Pan et al., 2023; Shi et al.,
2024b). Among these, trajectory-based methods occupy a
distinct position: by specifying handle-target point corre-
spondences or motion paths, users communicate displace-
ment intent directly in spatial coordinates, at a level of
geometric granularity that other modalities cannot reliably
reach.

Point-based drag editing was brought to broad attention
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by DragGAN (Pan et al., 2023), which utilizes the fea-
ture space of a pretrained GAN, enabling users to drag
image content to specified locations while preserving sur-
rounding context. This handle-target paradigm has been
extended to diffusion models with stronger generalization
through DragDiffusion (Shi et al., 2024b), to video gen-
eration through trajectory-conditioned approaches such as
DragNUWA (Yin et al., 2023) and DragAnything (Wu et al.,
2024), to 3D scene representations through methods such
as 3DGS-Drag (Dong & Wang, 2025). Across these do-
mains, trajectory-based interaction has attracted substantial
research attention, with methods expanding steadily across
modalities.

Despite this breadth, existing methods share a common
design assumption: they treat the trajectory as a fully de-
termined specification, optimizing for execution accuracy,
leaving the interpretive work entirely to the user (see Fig-
ure 1). Yet the value of trajectory-based interaction lies in
its permissiveness: users express approximate spatial intent
without enumerating every consequence, and the model is
expected to resolve the remaining degrees of freedom into a
semantically plausible result. When a trajectory is ambigu-
ous, the user must provide additional constraints to obtain
a correct result, often without knowing that the ambiguity
exists until an incoherent output is produced. Geometric pre-
cision is necessary, but it is not sufficient as either a design
objective or an evaluation criterion. Understanding where
this gap originates and how it manifests across domains
requires a unified framework for comparing methods that
have largely developed in isolation.

In this paper, we provide the first unified analysis of
trajectory-based interaction methods across 2D image edit-
ing, video generation, 3D scene editing, and human motion
synthesis. Rather than an exhaustive catalog, our goal is
to propose a conceptual framework for comparing repre-
sentative methods, and to examine what patterns emerge
from this unified view. Our analysis proceeds in three steps.
First, we propose a taxonomy along four dimensions (out-
put modality, trajectory representation, trajectory grounding,
and human-AI agency) and show that the agency dimension
is uniformly human-driven across all 17 surveyed methods,
with the collaborative and model-initiated categories entirely
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vacant. Second, we trace this pattern to three systematic and
interrelated gaps: ambiguity is resolved by increasing user
burden, pipelines are open-loop, and evaluation rewards ge-
ometric precision over semantic quality. Third, we outline
research directions toward systems where trajectories func-
tion as the starting point of a creative dialogue rather than
as commands to be executed.

2. Background
2.1. From Text to Trajectory: Interaction Paradigms in

Generative Editing

Generative image editing methods can be broadly catego-
rized by the modality through which users communicate
their intent. Text-based methods (Brooks et al., 2023; Hertz
et al., 2023) offer semantic flexibility but suffer from a
fundamental spatial imprecision as fine-grained geometric
modifications are difficult to express reliably in language.
Trajectory-based methods (Pan et al., 2023; Shi et al., 2024b)
address this by operating directly in spatial coordinates, al-
lowing users to specify displacement intent at a level of
granularity that text cannot reach. Rather than describing a
desired outcome, the user demonstrates a desired transforma-
tion. The handle-target paradigm is deliberately permissive
in its specification: users express approximate spatial intent
without enumerating every pixel-level consequence, and the
model is expected to produce a semantically plausible result
from this sparse input.

2.2. Technical Foundations of Trajectory-Based Editing

2D Image Editing. DragGAN (Pan et al., 2023) brought
the handle-target paradigm to generative image editing by
introducing feature-level optimization on the GAN mani-
fold, alternating motion supervision and point tracking on
intermediate generator features that provided the technical
foundation for the diffusion-based methods that followed.
DragDiffusion (Shi et al., 2024b) extended this framework
to diffusion models by performing optimization on UNet
intermediate features, enabling generalization to real images
and broader content categories. Subsequent work pursued
three directions: efficiency methods such as FastDrag (Zhao
et al., 2024) replace iterative optimization with one-step
latent relocation; quality-focused methods such as Flow-
Drag (Koo et al., 2025) introduce geometry-aware deforma-
tion via explicit 3D mesh structure to better preserve global
structure during large displacements; and semantic control
methods such as CLIPDrag (Jiang et al., 2025) incorporate
text signals alongside trajectory input to reduce ambiguity,
at the cost of increased user interaction burden. DragonDif-
fusion (Mou et al., 2023) and RegionDrag (Lu et al., 2024)
take different approaches, allowing users to explicitly delin-
eate source and destination regions, making the semantic
scope of the edit more explicit.

Video Generation and Editing. Extending trajectory con-
trol to video requires handling the temporal dimension of
both the trajectory signal and the output. In video settings,
the user specifies motion paths, and the model generates tem-
porally coherent content that follows the specified motion.
The trajectory signal may refer to object-level displacement
or camera-level viewpoint change. Although both can be
expressed as motion trajectories from the user’s perspective,
the two impose fundamentally different demands on the
model, motivating disentangled, dedicated control mecha-
nisms for each (Wang et al., 2024). DragNUWA (Yin et al.,
2023) established the foundational approach by encoding
sparse user trajectories into dense optical flow representa-
tions as supervisory signals for a video diffusion model.
DragAnything (Wu et al., 2024) improved upon this by
introducing entity-level representations that enable simulta-
neous and independent motion control over multiple objects.
DragVideo (Deng et al., 2024) extends the handle-target
drag paradigm to video editing via a video-level latent opti-
mization objective, enabling precise structural manipulation
of existing videos. Motion-I2V (Shi et al., 2024a) factorizes
image-to-video generation into two stages with explicit mo-
tion modeling, first predicting pixel-level motion trajectories
and then propagating reference frame content accordingly.
MotionPro (Zhang et al., 2025b) further advances trajectory-
conditioned generation by introducing region-wise trajecto-
ries and motion masks to enable fine-grained motion syn-
thesis.

3D Scene Editing and Human Motion Synthesis. In 3D
settings, the central technical challenge is ensuring multi-
view consistency: unlike 2D methods that operate on a
single image, edits to a 3D representation must remain co-
herent across viewpoints. MVDrag3D (Chen et al., 2025)
addresses this through multi-view generation-reconstruction
priors, while more recent approaches (Dong & Wang, 2025;
Qu et al., 2025) operate directly on 3D Gaussian Splatting
representations, combining geometric deformation of Gaus-
sian primitives with diffusion-based guidance to achieve
view-consistent drag editing of 3D scenes. In human motion
synthesis, trajectory control takes the form of specifying
keypoint or skeleton paths through time. This domain bene-
fits from stronger structural priors, as the correspondence
between trajectory and body part motion is more constrained
than in general image or video editing. TLControl (Wan
et al., 2024) combines low-level joint trajectory condition-
ing with high-level language semantics for human motion
synthesis, supporting partial trajectory specification over
user-selected joints rather than requiring full-body control,
and illustrating how the two modalities can complement
each other within a well-structured output space.

Across both 3D and motion domains, the stronger geometric
and structural priors available, whether multi-view consis-
tency constraints or skeletal kinematics, enable more princi-
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Figure 1. Conceptual overview of trajectory-based generative visual editing. Existing methods largely treat user trajectories as precise
commands to be executed, which leads to three systematic gaps: ambiguity is offloaded to the user, editing remains open-loop, and
evaluation focuses mainly on geometric accuracy. We argue for a future paradigm that treats trajectories as creative intent, where
intent-aware models interpret ambiguous trajectories, support human-in-the-loop refinement, and evaluate semantic plausibility together
with geometric fidelity.

pled grounding of trajectory signals than is possible in 2D
image editing.

3. Taxonomy
3.1. Scope

We define trajectory-based interaction as any method in
which a user specifies a spatial path, point pair, or time-
indexed sequence of positions to guide a generative model
toward a desired visual output. We include a method if and
only if the trajectory constitutes a primary control signal
that directly determines the spatial or temporal structure of
the output, rather than serving as a secondary conditioning
cue subordinate to text or other modalities. Methods that
use region or mask inputs are included when the region en-
codes a displacement intent to specify where content should
move from and to, rather than merely selecting an area for
inpainting or editing. Methods that use trajectories as mo-
tion instructions for video generation are included when the
trajectory is the primary agency mechanism, even if text or
image prompts co-condition the output, because they sur-
face the temporal underspecification problem that is central
to our analysis.

3.2. Dimensions

Output Modality. The most fundamental axis of variation
across trajectory-based methods is the type of content being
edited. We distinguish four modalities: 2D image editing,
video generation and editing, 3D scene editing, and human
motion synthesis. In 2D image editing, trajectory guides the
spatial rearrangement of pixels or semantic regions within
a single frame, where the editing target is a static appear-
ance change (Pan et al., 2023; Shi et al., 2024b). In video
generation and editing, trajectory specifies how visual con-
tent should move across frames, guiding either object-level
displacement within the scene or camera-level viewpoint
change (Shi et al., 2024a; Wu et al., 2024; Wang et al., 2024).
In 3D scene editing (Chen et al., 2025; Dong & Wang, 2025),
trajectory operates on an explicit or implicit volumetric rep-
resentation, guiding structural deformation or positional
change that must remain consistent across viewpoints. In
human motion synthesis (Wan et al., 2024), trajectory con-
strains the spatial path of body keypoints or end-effectors,
guiding the generation of a kinematically plausible motion
sequence. Across these four modalities, the nature of what
trajectory controls shifts from appearance to dynamics to
geometry to kinematics, which in turn determines what the
model must infer when the trajectory is underspecified.

Trajectory Representation. The second dimension con-
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Table 1. Taxonomy of trajectory-based interaction methods across four dimensions. Traj. Repr.: SP = Sparse Point Pairs, SP (k) =
Sparse Point Pairs (keyframe-based), RB = Region-Based, TP = Temporal Waypoints. Traj. Grounding: Implicit = model resolves
spatial semantics via pretrained features; Structure-aware = explicit geometric structure mediates trajectory interpretation; Entity-level =
trajectory acts on an explicitly represented entity. Human-AI Agency: HD = Human-driven.

Method Modality Traj. Repr. Traj. Grounding Human-AI Agency

DragGAN (Pan et al., 2023) 2D Image SP Implicit HD
DragDiffusion (Shi et al., 2024b) 2D Image SP Implicit HD
DragonDiffusion (Mou et al., 2023) 2D Image RB/SP Implicit HD
Drag Your Noise (Liu et al., 2024) 2D Image SP Implicit HD
GoodDrag (Zhang et al., 2025a) 2D Image SP Implicit HD
RegionDrag (Lu et al., 2024) 2D Image RB Implicit HD
FlowDrag (Koo et al., 2025) 2D Image SP Structure-aware HD
CLIPDrag (Jiang et al., 2025) 2D Image SP+text Implicit HD

DragNUWA (Yin et al., 2023) Video TP + text Implicit HD
DragAnything (Wu et al., 2024) Video TP Entity-level HD
Motion-I2V (Shi et al., 2024a) Video TP Implicit HD
DragVideo (Deng et al., 2024) Video SP (k) Implicit HD
MotionCtrl (Wang et al., 2024) Video TP + camera poses Structure-Aware HD

3DGS-Drag (Dong & Wang, 2025) 3D Scene SP Structure-aware HD
MVDrag3D (Chen et al., 2025) 3D Scene SP Structure-aware HD
Drag Your Gaussian (Qu et al., 2025) 3D Scene SP Structure-aware HD

TLControl (Wan et al., 2024) Human Motion TP+text Entity-level HD

Observation: All methods across all four modalities are Human-driven, treating trajectories as a deterministic command to be executed
rather than an intent to be interpreted. Methods that incorporate auxiliary text signals (CLIPDrag, DragNUWA) resolve ambiguity through
additional user input rather than model-side interpretation, and are therefore still classified as Human-driven. GoodDrag is representative
of a line of efficiency- and stability-focused extensions, along with FastDrag (Zhao et al., 2024) and EasyDrag (Hou et al., 2024), none of
which alter any taxonomy dimension. The Collaborative and Model-initiated categories are entirely vacant across all modalities.

cerns how a trajectory is encoded as a user-provided control
signal. As illustrated in Figure 3, we distinguish three cate-
gories: sparse point pairs, region-based displacement, and
temporal waypoint sequences. Sparse point pairs require
the user to specify one or more handle-target correspon-
dences (Pan et al., 2023; Shi et al., 2024b; Mou et al., 2023);
some methods additionally accept a mask to restrict the ed-
itable area, but the fundamental unit of control remains a
point-level correspondence, and the model must infer which
surrounding content belongs to the same semantic unit and
how it should deform. Region-based displacement removes
this inference step for boundary identification: the user ex-
plicitly specifies a source region and a destination region,
making the spatial extent of the edit unambiguous by con-
struction; the model is still responsible for blending edges
and completing the vacated background (Mou et al., 2023;
Lu et al., 2024). Temporal waypoint sequences, used pri-
marily in video and motion settings, specify a sequence of
spatially located control points, with the model generating
the corresponding motion or video (Yin et al., 2023; Wu
et al., 2024; Wan et al., 2024). Additionally, some meth-
ods like MotionCtrl (Wang et al., 2024) utilize parametric
sequences such as camera poses, which are structurally
similar to temporal waypoint sequences but encode global

scene-level transformations rather than local displacements,
fundamentally altering the model’s grounding requirements.
Across all three categories, trajectory representation governs
the granularity of expressible user intent and determines how
much of the underspecification problem is resolved by the
user versus delegated to the model.

Trajectory Grounding. The third dimension characterizes
the level of representation at which a model interprets a
trajectory. We distinguish three categories. Implicit ground-
ing describes methods in which the model relies entirely
on learned internal features to maintain semantic coherence.
The trajectory specifies only the desired displacement, and
boundary inference, appearance consistency, and deforma-
tion plausibility are handled implicitly through pretrained
representations (Pan et al., 2023; Shi et al., 2024b; Zhang
et al., 2025a). Structure-aware grounding describes methods
that explicitly incorporate geometric or three-dimensional
structure, such as physical intermediates like mesh, depth,
or volumetric representation, or through architectural sep-
aration that encodes distinct motion types as structurally
different control pathways (Wang et al., 2024). This type
of grounding serves as an intermediate layer between the
trajectory signal and the output, constraining how deforma-
tion propagates in a geometrically consistent manner (Koo
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Figure 2. Four dimensions of the proposed taxonomy.

et al., 2025; Chen et al., 2025; Dong & Wang, 2025). Entity-
level grounding describes methods that maintain an explicit
representation of discrete entities, such that a trajectory is
understood as acting on an identified object rather than on
pixels or latent features (Wu et al., 2024; Wan et al., 2024).
The level of grounding determines how much interpretive
work the model can perform autonomously, and therefore
how much ambiguity in the trajectory signal the model is
equipped to absorb.

Human-AI Agency. The final dimension captures the dis-
tribution of interpretive responsibility between the user and
the model. Human-driven methods treat the trajectory as
a deterministic specification: the model’s objective is to
execute the user’s instruction as faithfully as possible, with
no interpretive latitude. Collaborative methods contribute
to determining what a trajectory means rather than only
how to execute it. A method qualifies as collaborative if
the model resolves underspecification through model-side
priors, surfaces multiple semantically distinct interpreta-
tions, or engages in an interactive disambiguation protocol,
without requiring additional user input. Model-initiated
methods, in which the model proactively suggests or refines
trajectories, do not yet exist in the literature, which is an
absence that reflects a field-wide assumption that trajecto-
ries are commands to be executed rather than intents to be
interpreted, not a fundamental technical limitation. Note
that all three categories are orthogonal to the scope criterion:

Figure 3. Trajectory representation as user-provided control sig-
nals. (a) Sparse point pairs. (b) Region-based displacement. (c)
Temporal waypoint.

a method may satisfy the requirement that trajectory is the
primary control signal while still qualifying as Collabora-
tive or Model-initiated, if the model contributes interpretive
work beyond faithful execution of that signal.

3.3. Method Classification

Table 1 organizes representative trajectory-based methods
along the four dimensions described above. Based on the
scope defined in Section 3.1, we selected those with substan-
tial influence, prioritizing works that introduced a distinct
technical direction, established a widely adopted paradigm,
or generated substantial follow-on research. Coverage spans
2023 onward, including both peer-reviewed publications
at major venues and influential preprints. Several patterns
emerge from this classification.

Trajectory representation is strongly correlated with out-
put modality: sparse point pairs dominate 2D image edit-
ing, region-based displacement is utilized where explicit
boundary specification reduces spatial ambiguity, and tem-
poral waypoints appear in video and motion domains.
DragVideo (Deng et al., 2024) is a notable boundary case,
using keyframe-based sparse point pairs to specify video
edits, with intermediate frames handled by automatic point
tracking. This correlation reflects a deliberate design ten-
dency: as task complexity increases or output quality re-
quirements tighten, trajectory representations are chosen to
be more constrained, transferring interpretive burden from
the model to the user.

Trajectory grounding shows a directional trend across
modalities: 2D methods are predominantly implicit, while
3D methods are uniformly structure-aware, reflecting the
necessity of explicit geometric mediation when editing vol-
umetric representations. Entity-level grounding appears in
video and motion settings where object identity must be
maintained across time. Notably, grounding requirements
diverge sharply depending on what the trajectory refers
to. For instance, MotionCtrl (Wang et al., 2024) explic-
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itly addresses this by maintaining separate control modules
for camera and object motion: in the camera motion case
the model must infer scene geometry and occluded con-
tent, while in the object motion case, it must resolve entity
boundaries and background completion.

The Agency column is uniformly Human-driven across all
methods and modalities. Methods that accept auxiliary text
signals alongside trajectory input, such as CLIPDrag (Jiang
et al., 2025) and DragNUWA (Yin et al., 2023), remain
Human-driven because disambiguation is performed by
the user through additional input rather than by the model
through autonomous interpretation. The Collaborative and
Model-initiated categories are entirely vacant across all
modalities, and to our knowledge, this absence reflects the
field at large rather than the boundaries of our survey.

Finally, the four dimensions characterize the interaction for-
mat, geometric grounding, semantic interpretation depth,
and agency distribution of each method, but do not capture
the feedback structure of the editing pipeline. No existing
method in our survey provides a mechanism for incremen-
tal refinement based on intermediate results, a structural
absence we discuss in Section 4.

4. Technical Gaps and Open Problems
Across the representative methods surveyed in Section 3,
three systematic gaps emerge between how trajectory-based
systems are currently designed and what real editing work-
flows require. These three gaps are mutually reinforcing.
Current evaluation rewards geometric precision over se-
mantic quality (Section 4.3), which incentivizes precise
execution over semantic interpretation (Section 4.1), while
open-loop architectures (Section 4.2) deny users the itera-
tive feedback through which ambiguity could be resolved,
reinforcing the assumption that trajectories must be fully
specified before execution. For each gap we describe its
technical manifestation, trace how it appears across domains,
and identify the open research problems it gives rise to.

4.1. Trajectory Ambiguity as an Interpretive Resource

The handle-target paradigm is inherently underspecified by
design: a single point correspondence leaves the model sig-
nificant latitude in determining how surrounding content
should respond. As illustrated in Figure 4, a single point
correspondence does not specify the type of edit it encodes:
the same handle-target pair can be interpreted as a local de-
formation of the specified content, a rigid-body rotation of a
larger semantic unit, or a higher-level semantic change such
as a facial expression change. Each interpretation produces
a visually distinct output. Existing methods respond to this
underspecification in one of two ways. The first is to impose
additional user-side constraints: CLIPDrag (Jiang et al.,

Figure 4. Illustration of trajectory ambiguity as an inherent prop-
erty of the handle-target paradigm. Using examples from Drag-
Bench (Shi et al., 2024b), we show that a single handle-target
pair admits multiple semantically distinct interpretations. Left:
dragging the front of a car rightward could mean moving the entire
vehicle, rotating the car body, or indicating camera motion.Right:
dragging a point on the nose leftward could mean rotating the
head or locally deforming the nose. Although the masks provided
in DragBench partially constrain interpretation, their necessity
demonstrates that the trajectory signal alone is inherently under-
specified, and that current methods resolve this ambiguity by re-
quiring additional user input rather than developing model-side
interpretive capacity, often forcing users to undergo trial-and-error
iterations to discover the correct specification.

2025) requires a supplementary text prompt to disambiguate
spatial intent; region-based methods (Mou et al., 2023; Lu
et al., 2024) ask users to annotate the image region to move.
The second is to execute a single interpretation silently, with
no mechanism to surface or explore alternatives.

Both responses treat ambiguity as a deficiency in the user’s
input to be corrected before execution can proceed. We
argue that this framing misses a technically productive al-
ternative. In iterative editing workflows, observing how the
model resolves an ambiguous trajectory is itself informative:
it reveals the model’s understanding of the image content,
surfaces interpretations the user may not have considered,
and can serve as a starting point for further refinement. A
model that generates a single deterministic output from an
ambiguous trajectory discards this information entirely.

Open problem. Developing methods that treat trajectory
ambiguity as a structured modeling problem rather than a
source of error. Concretely, this requires models capable of
producing diverse but semantically coherent outputs from a
single underspecified trajectory, where the diversity reflects
genuine interpretive alternatives rather than stochastic noise.
One direction is to learn a structured latent space of interpre-
tations conditioned on a given handle-target pair. Another
is to develop interactive disambiguation protocols in which
the model surfaces its interpretive uncertainty and refines its
output based on lightweight user feedback, without requir-
ing full re-specification of the trajectory. Both directions
require training objectives and evaluation criteria that go
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beyond geometric accuracy.

4.2. Open-Loop Pipelines and the Cost of Iteration

Real editing workflows are inherently iterative. Users rarely
specify a complete and final trajectory on the first attempt;
more commonly, they specify an approximate direction, ob-
serve the result, update their understanding of what they
want, and issue a refined trajectory. This cycle of intent
clarification through observation is not a failure mode but
the normal structure of creative editing. Current trajectory-
based methods are designed for a different workflow: each
edit is treated as an independent operation, the input tra-
jectory is assumed to encode the user’s final intent, and
the pipeline produces a single output with no provision for
incremental refinement.

This open-loop design creates two concrete technical prob-
lems. The first is latency: optimization-based methods such
as DragGAN (Pan et al., 2023) and DragDiffusion (Shi
et al., 2024b) require iterative latent updates that take sec-
onds to minutes per edit, disrupting the feedback rhythm on
which iterative workflows depend, while efficiency-oriented
alternatives (Zhao et al., 2024) replace iterative optimiza-
tion with single-step approximations to reduce latency. The
second is state discontinuity: because each edit is treated
independently, users who wish to make a sequence of re-
lated adjustments must either commit to each intermediate
result or restart from the original, neither of which supports
exploratory editing. In video and motion domains, this cost
compounds further. Both problems are inseparable from
the Human-driven agency structure that pervades the field:
a model designed purely to execute instructions has no ar-
chitectural basis for maintaining state across an interaction
sequence or for participating in the iterative clarification of
user intent.

Open problem. Designing closed-loop editing architectures
in which the model is an active participant in iterative re-
finement rather than a passive executor. Key technical chal-
lenges include state preservation between edits, incremental
inversion mechanisms that do not require reprocessing the
full image or video after each adjustment, and latency reduc-
tion that does not trade off against semantic quality. Progress
in consistency models (Luo et al., 2023) and flow-based gen-
erative architectures (Lipman et al., 2023) may offer relevant
foundations, but their integration with trajectory-based in-
teraction paradigms remains an open problem.

4.3. Evaluation Beyond Geometric Accuracy

The handle-target paradigm derives its value from being
deliberately low-specification: users express approximate
spatial intent without enumerating every pixel-level conse-
quence, and the model is expected to produce a semantically
plausible result from this sparse input. The dominant evalu-

ation benchmark, DragBench (Shi et al., 2024b), measures
handle point displacement error after editing and is therefore
in tension with this design philosophy: it rewards execution
precision at the expense of the semantic plausibility and
content coherence that the interaction paradigm is meant to
support.

Geometric accuracy does not guarantee semantic correct-
ness. In one direction, a method can achieve low handle
displacement error while still producing significant seman-
tic degradation in surrounding regions, implausible content
in occluded areas, or violations of structural integrity. In
the other, handles are specified by hand and encode only ap-
proximate spatial intent: an edit whose handle falls slightly
short of its annotated target may nonetheless realize the
intended change, yet a displacement-based metric records
it as a failure. Both cases are invisible to a metric defined
purely over the displacement of specified points.

The shift toward entity-level grounding in recent meth-
ods (Wu et al., 2024; Wan et al., 2024) reflects growing
recognition of this gap at the architecture level, but eval-
uation has not kept pace. Existing benchmarks do pair
the geometric metric with perceptual or semantic similarity
measures such as Image Fidelity (IF) (Shi et al., 2024b), yet
these operate at the whole-image level: they quantify global
appearance or distributional similarity rather than whether
the localized intent encoded by the handle has been realized.

Even recent benchmarks such as VFD-Bench (Koo et al.,
2025), which introduce ground-truth edits for more con-
trolled evaluation, remain confined to geometric fidelity
criteria. What is missing is evaluation at the level the inter-
action actually operates on: local, intent-bound semantic
plausibility.

Open problem. Developing evaluation metrics that capture
semantic correctness alongside geometric fidelity. What is
missing is evaluation grounded in the trajectory’s seman-
tic intent: whether the edit realizes a coherent and plausi-
ble interpretation of the specified displacement, rather than
merely how much the image changed or whether the handle
moved. We propose that a semantically grounded frame-
work should cover three dimensions: 1) handle semantics
consistency, assessing whether the type of edit produced
(e.g., rigid body rotation versus local deformation versus
camera motion) is a plausible interpretation of the specified
handle-target displacement, rather than merely whether the
handle reaches its target; 2) content plausibility in occluded
or newly generated areas, assessing whether the model’s
completion of revealed or deformed content is structurally
and semantically coherent; and 3) VLM-based intent con-
sistency, in which a vision-language model first infers the
semantic intent of the trajectory and then verifies whether
the edit outcome realizes a coherent interpretation of that
intent, aligning evaluation with human perceptual judgment
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in a way that geometric and feature-distance metrics can-
not. These three dimensions are a concrete decomposition
intended to guide annotation design and future benchmark
construction.

5. Conclusion
Trajectory-based interaction has emerged as a technically
productive paradigm for generative visual editing, offering
a level of spatial precision that text and other interaction
modalities cannot provide. The body of work surveyed
here demonstrates consistent technical progress across 2D
image editing, video generation, 3D scene editing, and hu-
man motion synthesis. Our taxonomy, organized along the
dimensions of output modality, trajectory representation,
trajectory grounding, and human-AI agency, reveals that
this progress has been largely driven by a shared design
assumption that the user’s trajectory is a precise specifica-
tion to be executed rather than an approximate intent to be
interpreted.

We have argued that this assumption, while enabling tech-
nically well-defined optimization objectives, leaves three
important problems underaddressed. Trajectory ambiguity
is treated as a deficiency to be eliminated through additional
user input rather than as a structured signal the model could
learn to interpret. Editing pipelines are open-loop, with no
provision for the iterative intent clarification that real cre-
ative workflows require. And evaluation remains anchored
to geometric accuracy metrics that reward execution pre-
cision at the expense of the semantic plausibility that the
permissive nature of trajectory-based interaction is meant to
support.

Addressing these gaps will require a broader conception
of what trajectory-based systems are for: not tools that
execute spatial commands, but systems that participate in an
iterative, ambiguity-tolerant dialogue between user intent
and model interpretation.
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