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Abstract
Sketches communicate ideas through compact
visual abstractions, yet existing methods based
on reference images, low-level visual features,
or recognition accuracy provide limited insight
into this defining property of sketches. We
introduce SEA (Sketch Evaluation metric for
Abstraction efficiency), a reference-free metric
that measures how economically a sketch pre-
serves class-defining visual elements while main-
taining semantic recognizability. SEA derives
these elements from commonsense knowledge
about features typically depicted in sketches and
uses visual question answering (VQA) to estimate
their presence under visual economy. We also
introduce CommonSketch, a semantically anno-
tated dataset of 23,100 human-drawn sketches
across 300 classes, each paired with captions and
element-level annotations. Experiments show that
SEA aligns with human judgments and distin-
guishes abstraction efficiency across sketching
conditions, while CommonSketch enables fine-
grained evaluation of sketch understanding in
vision-language models (VLMs).

1. Introduction
Sketches are among the most compact yet expressive forms
of visual communication (Viola et al., 2020), conveying
semantic intent through only a few strokes. Human-AI
systems use sketching as an interaction medium for collabo-
rative ideation, design support, prompt-guided drawing, and
context-aware drawing agents (Lin et al., 2020; Karimi et al.,
2020; Lawton et al., 2023; Ibarrola et al., 2023). In these
settings, sketches serve not only as final artifacts but also
as intermediate representations for developing and refining
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visual ideas. This motivates evaluation methods that assess
sketches beyond category prediction through interpretable
semantic units.

Existing metrics provide limited support for evaluating
sketch abstraction efficiency. Classification accuracy and
Top-K accuracy mainly measure recognizability, while
FID (Heusel et al., 2017), SSIM (Wang et al., 2004),
LPIPS (Zhang et al., 2018), DreamSim (Fu et al., 2023),
and CLIPScore (Hessel et al., 2021) quantify distributional,
structural, perceptual, or text–image alignment through
pixel- or feature-level similarity. They do not assess whether
a sketch efficiently conveys a target concept using a com-
pact set of class-defining visual elements. Sketch-specific
metrics are also constrained: SketchRef (Lin et al., 2024)
requires a reference image, and GACL (Yang et al., 2022)
remains classification-oriented and tends to favor detailed
sketches. To address this gap, we propose SEA (Sketch
Evaluation metric for Abstraction efficiency), a reference-
free metric that balances target-class recognizability and
visual economy through commonsense visual elements.

Current sketch datasets also lack annotations for element-
level abstraction analysis. QuickDraw (Ha & Eck, 2018)
and TU-Berlin (Eitz et al., 2012) provide sketch–label pairs,
while Sketchy (Sangkloy et al., 2016) and SEVA (Mukher-
jee et al., 2024) provide sketch–photo pairs. However, they
do not explicitly annotate which semantic elements are ex-
pressed or omitted in each sketch. We therefore introduce
CommonSketch, a human-drawn sketch benchmark with
fine-grained captions and commonsense element-level vi-
sual question answering (VQA) annotations. By annotating
class-level commonsense elements, such as eyes, ears, han-
dles, or wheels, CommonSketch enables fine-grained analy-
sis of what is visually expressed, omitted, or over-specified.
CommonSketch was constructed through a generative-AI-
assisted and human-in-the-loop pipeline. Generative models
produced captions and candidate commonsense elements,
while human annotators validated labels, refined element
sets, and provided instance-level annotations. This process
combines model-assisted semantic structuring with human
judgment over human-drawn sketches, aligning CommonS-
ketch with interactive and collaborative human-AI sketch-
ing.
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Overall, our main contributions are: (i) we propose SEA,
a reference-free metric for sketch abstraction efficiency;
(ii) we introduce CommonSketch, a human-drawn sketch
benchmark with captions and element-level VQA annota-
tions; and (iii) we discuss how CommonSketch and SEA
can support interactive human-AI sketching through inter-
pretable element-level evaluation.

2. CommonSketch and SEA
2.1. CommonSketch

Figure 1. CommonSketch construction pipeline. We verify
sketch labels via captioning, extract and refine class-level com-
monsense elements, and collect element-presence annotations for
each sketch.

We introduce CommonSketch, a semantically annotated
benchmark of 23,100 instance-level human-drawn sketches
across 300 object classes curated from TU-Berlin and Quick-
Draw. The classes span 14 semantic categories adapted from
the THINGS taxonomy (Hebart et al., 2019), covering com-
mon sketch domains such as animals, tools, vehicles, furni-
ture, electronic devices, nature, structures, and icons. Each
sketch is paired with a fine-grained caption and common-
sense element-level VQA annotations. For each class, we
define a set of commonsense visual elements, corresponding
to externally visible parts that are typically used to depict
the object, such as the head, eyes, stripes, and nostrils for a
zebra. Accordingly, CommonSketch supports element-level
analysis of the semantic components expressed or omitted
in each sketch, beyond class-level recognition.

As illustrated in Fig. 1, CommonSketch was constructed
through a generative-AI-assisted and human-in-the-loop pro-
cess. Human-drawn sketches were first collected under
a standardized drawing protocol, where participants drew
single-object sketches from class labels within a limited
time. We then used GPT-4o (Hurst et al., 2024) to generate
fine-grained captions and to assist in validating label consis-
tency. Sketches whose generated captions did not match the
target class were discarded and redrawn, and the remaining
sketches were used as the label-verified sketch set.

Given the verified sketches and class labels, GPT-4o was
also used to extract candidate commonsense visual elements

for each object class. The commonsense extraction and
element annotation stages in Fig. 1 illustrate how these
class-level elements are connected to instance-level sketch
annotations. Human annotators then reviewed the proposed
elements, retaining only components that were externally
observable and drawable in sketches, while removing non-
visible or non-visual parts. Finally, annotators labeled each
sketch with binary present/absent annotations for the re-
tained elements. Through this construction process, Com-
monSketch integrates human-drawn sketches with model-
assisted and manually validated semantic annotations, sup-
porting element-level analysis of how visual components
are expressed or omitted in sketches.

2.2. SEA: Evaluating Sketch Abstraction Efficiency

We propose SEA to quantitatively evaluate sketch abstrac-
tion efficiency by considering target-class recognizability
and visual economy, as shown in Fig. 2. It combines the
target-class prediction probability P , the size of the draw-
able commonsense element set E, and the number of ele-
ments detected as present in the sketch V . Intuitively, SEA
assigns a high score to sketches that are highly recogniz-
able while expressing a small subset of the commonsense
elements.

For a target class c, let Ec = fe1, . . . , eEg denote its
drawable commonsense element set. The size of this set,
E = jEcj, represents the number of class-level elements
that may be used to depict the object. Given a sketch x, the
vision-language model (VLM)-based VQA module checks
each element in Ec and returns the subset detected as present
in the sketch, denoted by Vx � Ec. We define V = jVxj as
the number of represented elements and v = V/E 2 [0, 1]
as the normalized visual ratio. The target-class prediction
probability P 2 (0, 1) is obtained from a zero-shot classifier
and serves as the recognizability signal. SEA evaluates ab-
straction efficiency by comparing P and v: a sketch should
receive a high score when it achieves high recognizability
with relatively few expressed elements, and a low score
when it is either unrecognizable or visually over-specified.

SEA maps a latent efficiency signal Z to a bounded score:

SEA = tanh(αZ), Z = reward(P, v)�penalty(P, v).

The reward and penalty terms are defined as:

reward(P, v) = P 
 log
1 + δ

v + δ
tanh

�
β

2
log

P + δ

v + δ

�
,

penalty(P, v) = λv�(1� P )k + τ(1� P )r,

where δ is a small numerical constant and the remaining
variables are scalar hyperparameters. In practice, the reward
and penalty terms jointly favor sketches with high P and
compact v, while suppressing cases with low recognizability
or unnecessary visual complexity.
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Figure 2. Computation pipeline and case-based interpretation of the SEA metric. Given a sketch and class label, SEA combines
target-class recognizability P with the normalized visual ratio v = V/E, where E is the class-level commonsense element set size and V
is the number of detected elements. The bottom row illustrates unrecognizable, over-detailed, and abstraction-efficient sketches.

Fig. 2 illustrates this behavior with representative exam-
ples. An unrecognizable sketch receives a low SEA score
because P is low, even if the sketch contains only a few
visual elements. An over-detailed sketch may be recogniz-
able, but receives a lower score when many commonsense
elements are detected, resulting in a large v. In contrast, an
abstraction-efficient sketch receives a high score when it
preserves recognizability while using a compact subset of
class-defining elements. Therefore, SEA provides an inter-
pretable diagnostic signal: a low score can be attributed to
insufficient recognizability, excessive visual detail, or both.

SEA is reference-free with respect to visual exemplars, re-
quiring no paired image or ground-truth reference sketch.
Instead, it evaluates abstraction using the target class, its
commonsense element space, and the elements detected in
the sketch. This property makes SEA suitable for creative
sketching, where multiple valid abstractions may exist and
evaluation should not depend on a single reference drawing.

3. Experiments and Results
We validate SEA on controlled abstraction levels and human
judgments, then use SEA and CommonSketch to analyze
dataset-level profiles and benchmark sketch understanding
in VLMs. Further experimental details and supplementary
analyses are provided in the appendix.

Validation of SEA on the SEVA dataset. We validate SEA
on the SEVA dataset, which contains sketches drawn under
four time-constrained abstraction levels of 4, 8, 16, and 32

Table 1. Quantitative SEA results on SEVA across abstraction
levels. Mean ± standard deviation of SEA, reward, penalty, visual
ratio v, and prediction probability P .

Metric Level 4 Level 8 Level 16 Level 32

SEA -0.56�0.32 -0.23�0.30 0.29�0.24 0.43�0.29

reward(P ,v) 0.16�0.20 0.30�0.20 0.52�0.20 0.57�0.26
penalty(P ,v) 0.53�0.11 0.41�0.09 0.24�0.09 0.18�0.11
visual ratio (v) 0.22�0.06 0.31�0.08 0.40�0.08 0.45�0.10
prediction (P ) 0.17�0.17 0.37�0.15 0.64�0.11 0.75�0.11

seconds. We evaluate SEA on six classes shared by Com-
monSketch and SEVA. As shown in Table 1, SEA scores
increase from Level 4 to Level 32, reflecting the transition
from poorly recognizable sketches to more effective abstrac-
tions. The prediction probability P also increases across
levels, while the normalized visual ratio v grows moderately
as more visual elements are included. This suggests that
SEA does not simply reward sparsity or additional detail,
but reflects the balance between recognizability and visual
economy.

Table 2. Human agreement with the rank-ordering of SEA
scores. Here, SEA denotes the closed-source pipeline, while
OpenSEA denotes the open-source pipeline. We report participant
agreement with the score ordering from each pipeline (N = 27).

Metric LLM VLM Agreement (%)

SEA GPT-4o GPT-4o 87.8
OpenSEA GPT-OSS Qwen2.5-VL 88.0

Human alignment with SEA. We assess the alignment be-
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tween SEA scores and human judgments through a ranking
study with 27 participants. As shown in Table. 2, partic-
ipants agreed with SEA-induced rankings in 87.8% and
88.0% of cases for the closed-source SEA and open-source
OpenSEA pipelines, respectively. These results suggest that
SEA scores are consistent with human perception of sketch
abstraction ef�ciency across both model con�gurations.

Figure 3. Comparison of sketch quality across datasets. We
compare CommonSketch with QuickDraw and TU-Berlin using
the distributions of SEA scores (left) and predicted probabilities
for the ground-truth class (right). In the probability distribution,
CommonSketch has� =0.86,� =0.24, and mode=0.97, while Quick-
Draw has� =0.29,� =0.37, and mode=0.02, and TU-Berlin has
�=0.62, �=0.41, and mode=0.96.

Dataset-level abstraction pro�les. Fig. 3 compares SEA
score and ground-truth prediction probability distributions
across CommonSketch, QuickDraw, and TU-Berlin. Com-
monSketch is concentrated in the high-SEA and high-
recognizability regions, whereas QuickDraw is more con-
centrated in lower-SEA and lower-recognizability regions.
TU-Berlin shows higher recognizability than QuickDraw,
but a broader SEA distribution. These results suggest that
SEA can characterize dataset-level abstraction pro�les by
jointly re�ecting recognizability and visual economy.

Table 3. Comparison of open-source VLMs and a proprietary
VLM on element-level commonsense VQA. We report precision,
recall, F1, and accuracy. Best values are shown in bold, and
second-best values are highlighted in gray.

Model Prec. " Rec. " F1 " Acc. "

Open-source VLMs

LLaVA (Liu et al., 2023) 0.749 0.819 0.782 0.706
BLIP (Li et al., 2022) 0.731 0.760 0.746 0.666
Molmo (Deitke et al., 2024) 0.798 0.949 0.867 0.812
Qwen2.5-VL (Bai et al., 2025) 0.898 0.782 0.836 0.802
mPLUG-Owl3 (Ye et al., 2024) 0.883 0.686 0.772 0.739
InternVL (Zhu et al., 2025) 0.804 0.890 0.845 0.789
PaliGemma2 (Steiner et al., 2024) 0.673 0.809 0.735 0.624
SmolVLM (Mara�oti et al., 2025) 0.808 0.346 0.485 0.526

Proprietary VLM

GPT-4o (Hurst et al., 2024) 0.935 0.832 0.881 0.855

Element-level VQA benchmarking on CommonSketch.
We evaluate whether CommonSketch can serve as an
element-level VQA benchmark for assessing VLMs' abil-

ity to recognize commonsense visual elements in sketches.
Using the human-annotated element-level labels as ground
truth, we compare open-source and proprietary VLMs on
precision, recall, F1 score, and accuracy. As shown in Ta-
ble 3, model performance varies substantially across these
metrics: GPT-4o achieves the best F1 score and accuracy,
while several open-source models show different precision–
recall trade-offs. These results suggest that CommonSketch
can serves as a useful benchmark for evaluating VLMs'
�ne-grained understanding of sketch elements in abstract,
human-drawn sketches, beyond class-level recognition.

4. Discussion

CommonSketch and SEA can be integrated into interactive
sketching systems through commonsense visual elements
and diagnostic feedback signals. Recent work on AI scaf-
folding for structured drawing (Huang & Chen, 2026) sug-
gests that drawing support can be framed as an interactive
and assistive process rather than an automated correction
task. In this direction, CommonSketch provides a common-
sense element space that helps an AI system interpret how
a user abstracts an object, while SEA diagnoses whether a
sketch lacks recognizable elements, contains unnecessary
visual detail, or communicates the intended concept with
suf�cient visual economy. This diagnosis can support an
iterative loop of feedback, revision, and re-evaluation, while
remaining optional to preserve users' creative agency. Sev-
eral limitations remain. SEA depends on the quality of
the underlying classi�er and VLM-based element detec-
tion, and CommonSketch currently focuses on single-object
sketches with limited linguistic and cultural coverage. In ad-
dition, element-level feedback may encourage overly canon-
ical drawings if presented too rigidly. Future work should
therefore address these limitations by improving model ro-
bustness, expanding CommonSketch to broader sketching
scenarios, and integrating SEA-based scaffolding into inter-
active human-AI sketching.

5. Conclusion

We presented CommonSketch and SEA as an element-level
benchmark and evaluation framework for sketch abstraction.
CommonSketch provides human-drawn sketches with cap-
tions and commonsense element-level annotations, while
SEA evaluates abstraction ef�ciency by balancing target-
class recognizability and visual economy. Our experiments
show that SEA re�ects abstraction levels, aligns with human
judgments, and supports dataset-level abstraction analysis.
CommonSketch further enables �ne-grained evaluation of
VLMs' ability to recognize commonsense visual elements
in sketches. Together, CommonSketch and SEA provide
a reference-free and interpretable foundation for studying
how sketches preserve meaning under visual abstraction.
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A. Experimental Settings, Model Con�gurations, and Prompts

A.1. SEA Pipeline Model Settings

We summarize the model con�gurations used to compute SEA and to evaluate CommonSketch against existing sketch
datasets, including TU-Berlin (Eitz et al., 2012), QuickDraw (Ha & Eck, 2018), and SEVA (Mukherjee et al., 2024). SEA
uses three signals: the class-level commonsense element setEc and its sizeE , the detected element subsetVx and its count
V , and the target-class prediction probability P . Table 4 summarizes the models used for each component.

Table 4. Model con�gurations for computing SEA. LLMs extract class-level commonsense elements, VLMs detect element presence in
sketches, and zero-shot classi�ers estimate target-class prediction probabilities.

SEA Component Role Models

Commonsense element setEc

and size E
LLM-based commonsense ex-
traction

GPT-4o (Hurst et al., 2024), GPT-OSS 20B (Agarwal et al., 2025),
Qwen-2.5 32B (Yang et al., 2024), Llama 3 8B (Gratta�ori et al.,
2024), Mistral 7B (Jiang et al., 2023)

Detected element subsetVx

and count V
VLM-based element-level
VQA

GPT-4o (Hurst et al., 2024), Qwen2.5-VL 7B (Bai et al., 2025),
mPLUG-Owl3 7B (Ye et al., 2024), InternVL3 8B (Zhu et al.,
2025), Molmo 7B (Deitke et al., 2024), PaliGemma2 3B (Steiner
et al., 2024), SmolVLM 500M (Mara�oti et al., 2025), LLaVA 1.5
7B (Liu et al., 2023), BLIP (Li et al., 2022)

Prediction probability P Zero-shot classi�cation CLIP-ViT-L/14 (Radford et al., 2021), OpenCLIP (Ilharco et al.,
2021), CoCa (Yu et al., 2022)

A.2. Prompt Templates

We provide the prompt templates used for sketch captioning and label validation, commonsense element extraction, and
element-level VQA annotation.

A.2.1. SKETCH CAPTIONING AND LABEL VALIDATION

We use GPT-4o to generate multiple captions per sketch during the validation cycle. The generated captions are used both as
�ne-grained descriptions and as a label-consistency check.

Model: GPT-4o

System message
You are a helpful assistant for generating image captions.

User message
Please describe this image 5 times based on the following format. The input image is provided as a base64-encoded JPEG string.

Output template

“A black line drawing of fftext1gg on a white background.”
OR
“A simple drawing of fftext1gg on a white background.”

Instructions

• Replace fftext1gg with a detailed description of the image.

• Avoid vague descriptions; focus on clear details such as objects, shapes, and actions.

• The fourth and �fth descriptions must focus on unexplained details in the other descriptions, except for the main object.

• Do not include “ffgg” in the �nal output.

• Choose the appropriate template based on the complexity of the image.

• Separate each description with nnnn.

• Do not put any numbers or symbols in front of the descriptions.

• Do not use commas (“, ”).
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A.2.2. COMMONSENSE ELEMENT EXTRACTION

We use the following language models for commonsense element extraction: GPT-4o, GPT-OSS 20B, Qwen-2.5 32B, Llama
3 8B, and Mistral 7B. The prompt templates are shown below.

Model: GPT-4o

Instruction prompt
You are a sketch analysis expert. Your task is to extract a structured list of common visual elements that are typically included or
semantically expected when humans sketch a given object class.
Use the object class name, along with general visual common sense and knowledge of object structure, to infer as many relevant
visual components as possible.
Your goal is to produce a comprehensive and �ne-grained breakdown of visual parts, including:

• core parts,

• minor or optional parts,

• functional attachments,

• repeated units,

• motion-related components when visually depicted,

• externally visible and drawable components that are part of the object.

Even if a part is rarely drawn, include it if it is semantically meaningful or distinctive for understanding or sketching the object, and
assign a lower importance score accordingly.
This output will be used to build a commonsense database for sketch abstraction, so prioritize coverage and interpretability.

For each visual element, return the following �elds:

• id: in the form <class>.<element name>

• name: the name of the part

• shape: geometric form, such as circle, triangle, or curve

• position: typical relative location in the object

• count: usual number, such as 1, 2, or “varies”

• importance score: integer from 1 to 5, where 5 means essential and 1 means optional or rare

• optional: true or false

• description: what it looks like and why it is relevant

Return the result strictly in the following structure:

f
"class": "fclass nameg",
"total elements": <number of elements>,
"elements": [
...
]
g

Important general rules:

• Do not include color information.

• Do not include �ctional or humorous features.

• Do not include decorative elements unless they are functionally or culturally tied to the class.

• Use consistent, interpretable IDs in the format <class>.<element name>.

• Include both frequently drawn elements and structurally important elements even if rarely drawn.
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• Exclude background or environment-only items unless they are intrinsic to the object depiction.

• Think about what makes this class visually different from nearby classes and re�ect that in part selection.

• Favor over-inclusion, but assign appropriately scaled importancescore.

Class: fclass nameg

Models: GPT-OSS 20B, Qwen-2.5 32B, Llama 3 8B, Mistral 7B

Instruction prompt
You are a Structured Visual Object Analyzer for sketches. Your job is to output a single JSON object describing the visible parts
of a sketched object class.

Hard rules (follow strictly):

1. No environment-only items.
Do not include background or scene items that are not intrinsic parts of the object. For example, do not include clouds for sun,
or road and buildings for car.

2. Visible-only.
Include only parts plausibly visible in a typical sketch. Exclude hidden internals, such as car engine or phone mainboard.

3. Variants allowed, naming rules apply.
Common sketch variants replacing or decorating real parts may be included with"optional": true , such as
human mouth on an insect. Do not use the word “stylized”; do not use parentheses or brackets. All names must
be in snakecase: lowercase, digits allowed, words separated by a single underscore. Examples:steam lines ,
wing vein lines, tail fan, human mouth.

4. Expressive lines/effects.
Expressive effects, such asairflow lines , motion lines , steam lines , or sparkle , are excluded by default. They
may be included only when they represent an essential and commonly used feature of the object's sketch and must then be
marked "optional": true. Background-only elements such as ground, sky, clouds, or water must still be excluded.

5. Merge symmetric or duplicated parts.
Merge symmetric repeats, such as left/right wheels or pairs of legs, into a single element, such as wheels or legs.

6. Coverage and granularity.
Produce a rich but concise set of features, preferably 9–16 elements. Prefer coarse-to-mid granularity: split obvious appendages
or facial parts, such as head, arms, or legs, instead of using a single body. Consider including elements from:

• anatomy or core shape,
• facial features,
• iconic clothing or accessories,
• explicit surface, texture, or pattern marks, such asseed dots , peel lines , feather lines , shell pattern ,

or fur lines,
• expressive lines only if visibly drawn.

7. Ground truth �rst, then variants.
List physically correct parts �rst, then common variants or expressive features with "optional": true.

8. Labelability and non-ambiguous features.
Every feature must be binary labelable, 0/1, from the sketch without subjective judgment. Disallow vague descriptors such
assmooth surface or shiny surface . Do not describe the absence of texture, such asno texture . Prefer positive,
observable evidence, such as lines, dots, edges, or explicit patterns.

Output format (exact structure):

f
"class": "<object name>",
"total elements": <int>,
"elements": [
f
"id": "<class name>.<part name>",
"name": "<part name>",
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"optional": <true or false>
g,
...
]
g

Additional guidance:

• "total elements" must equal the number of objects in "elements".

• Output JSON only, with no commentary outside the JSON.

• <part name> must be snakecase. IDs must follow <class name>.<part name>.

• Ensure at least 8 elements, preferably 9–16, with reasonable coverage of anatomy, facial features, accessories, surface or pattern,
and expressive lines.

• Ensure all features are 0/1 labelable and not environment-only.

Final instruction: Now, provide the structured JSON for the following object: fwordg.

A.2.3. ELEMENT-LEVEL VQA ANNOTATION

For element-level commonsense VQA, we use the following vision-language models: GPT-4o, Qwen2.5-VL 7B, mPLUG-
Owl3 7B, InternVL3 8B, Molmo 7B, PaliGemma2 3B, SmolVLM 500M, LLaVA 1.5 7B, and BLIP. We group models by
the prompt template used for element-presence prediction.

Models: GPT-4o, Qwen2.5-VL 7B, mPLUG-Owl3 7B

Instruction prompt
<|image|>
You are a strict vision auditor for sketched objects.
Target class: ”fclass nameg”.
Valid elements for this class. Use only these ids and do not add new keys:
felement blockg
Task: For each element id above, return only whether the element is depicted, true or false.
Do not return counts. If ambiguous, use false.
Return only a compact JSON object with element ids as keys and boolean values, true or false.
No prose, no code block, no extra keys.
Example schema, structure only:

f
"element id 1": true,
"element id 2": false,
...
g

Models: InternVL3 8B, PaliGemma2 3B, SmolVLM 500M

Question template
In this sketch of a fclass nameg, is the element feg visible?
Answer exactly “yes” or “no”.

For SmolVLM, we wrap the question in the model's chat template:

<|user|>
<image>
In this sketch of a fclass nameg, is the element feg visible? Answer exactly
'yes' or 'no'.
<|end|>
<|assistant|>
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Model: Molmo-7B-D-0924

Instruction prompt
You are an assistant that analyzes a sketch of a fcategoryg and answers in JSON format only.
Task: For the given sketch of a fcategoryg, decide if each of the following elements is present (1) or not present (0):
[felement listg].
Return the result strictly as a JSON object in the following format:

f
"ffile nameg": f
felement linesg
g
g

Do not include explanations or extra text. Output only valid JSON.

Model: LLaVA 1.5 7B

Question template
In this sketch of a fcategoryg, is the element felementg visible?
Answer Yes or No.

Model: BLIP (blip-vqa-cap�lt-large)

Question template
In this sketch of a fcategoryg, is the element felementg visible?

A.3. SEA Hyperparameters

All SEA hyperparameters are �xed across experiments to ensure consistency and reproducibility. Table 5 lists the values
used in all reported results.

Table 5. SEA hyperparameters used in all experiments.

Parameter Value Role

� 2.2 Sensitivity of the �nal tanh score mapping.
� 8.0 Sharpness of the ratio term comparing recognizability P and visual ratio v.
� 1.0 Weight of the visual-complexity penalty.
� 0.8 Exponent controlling the growth of the penalty with respect to visual ratio v.
k 2.3 Exponent controlling sensitivity to recognition failure in the visual-complexity

penalty.
� 0.4 Weight of the baseline penalty for low recognizability.
r 1.7 Exponent controlling the baseline recognition-failure penalty.

 1.7 Exponent controlling the recognizability factor in the reward term.
� 10 �7 Numerical stability constant used in logarithms and ratios.

B. CommonSketch Construction and Annotation Details

B.1. Dataset Overview

CommonSketch contains 23,100 instance-level human-drawn sketches across 300 object classes and 14 semantic categories.
Each sketch is paired with a �ne-grained caption and binary element-level annotations indicating which commonsense
visual elements are present. For each class, commonsense visual elements are de�ned as externally visible and drawable
components that are typically used to depict the object, such as the head, eyes, stripes, and nostrils for a zebra. These
annotations support element-level analysis of how semantic components are expressed or omitted in sketches.
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Table 6. Category composition of CommonSketch.

Category # Classes Representative classes

animal 61 cat, dog, duck, elephant, zebra
body part 7 eye, hand, mouth, nose, tooth
clothing 8 hat, shoe, sock, t shirt
container 9 basket, bucket, mailbox, suitcase
electronic device 22 camera, cell phone, laptop, television
food 28 apple, banana, pizza, watermelon
furniture 25 bed, couch, table, vase
icon 13 angel, dragon, skull, snowman
musical instrument 11 drums, guitar, piano, violin
nature 14 cactus, cloud, �ower, tree
sports equipment 14 baseball bat, helmet, skateboard, soccer ball
structure 28 bridge, castle, house, windmill
tool 37 hammer, knife, scissors, umbrella
vehicle 23 airplane, bicycle, car, train

B.2. Sketch Collection and Caption Validation

Sketches were collected from 12 volunteers through an open call under a standardized drawing protocol. Participants were
non-art majors and were not pre-screened for drawing ability. Given a class label, each participant was asked to draw a
single object within 60–80 seconds using a tablet and pen. Sketches were drawn with the default drawing application on
each participant's device and saved as 512� 512 PNG �les. Each sketch consisted of black lines on a white background,
with no post-processing applied.

We used GPT-4o (Hurst et al., 2024) to generate �ne-grained captions for each collected sketch. Caption generation was
also used as a label-consistency check: sketches whose generated captions did not match the target class were discarded
and redrawn. The remaining sketches form the label-veri�ed sketch set used for commonsense element annotation and
evaluation.

B.3. Commonsense Element Extraction and Re�nement

For each object class, we used GPT-4o (Hurst et al., 2024) to propose candidate commonsense visual elements. Candidate
elements were then reviewed and re�ned by human annotators. During this re�nement step, annotators retained only
components that were externally observable and visually representable in sketches, while removing internal, hidden, or
non-visual components such as the heart or brain. This step ensures that the resulting element set re�ects what can be judged
from visual evidence in a sketch rather than from background knowledge alone.

The re�nement process also handled stylized or symbolic sketch conventions. For example, a butter�y may be biologically
associated with a proboscis, but sketches often depict a simple mouth. Such cases were treated as distinct visual elements
when they corresponded to observable drawing patterns. This allows the annotation scheme to capture what is actually
drawn rather than what is biologically expected.

B.4. Binary Element Annotation

Human annotators provided binary present/absent labels for each retained commonsense element in each sketch. Annotators
were instructed to mark an element as present only when it was recognizably depicted in the sketch. Ambiguous cases were
labeled as absent to avoid overestimating element presence.

We applied strict visual-evidence criteria during annotation. Elements that may exist in the real-world object were not
marked as present unless they were explicitly drawn. For example, texture-related elements such as fur or feathers were
labeled as present only if the sketch contained additional strokes, shading, or patterns that visually indicated those textures.
If an animal was drawn with a smooth outline and no explicit texture marks, such elements were labeled as absent. This
criterion helps ensure that element-level labels measure visual expression rather than prior knowledge about the object.
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