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Introduction

Authors of interactive digital narratives (IDNs) struggle 
to preserve creative intent as player choices and real-
time generation pull storylines in unpredictable 
directions. We propose cultivation as a design metaphor 
for LLM-based IDN authoring.

We instantiate cultivation in Bonsai, an IDN 
authoring environment for studying preference 
learning from creative edit traces. By treating AI-
generated content as persistent, editable material, 
cultivation reimagines the static IDN as a living artifact 
where alignment becomes a byproduct of use.

How Bonsai works

Interactive Digital Narrative (IDN)
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edits?”
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from authorial 

correction.

Designing for Cultivation

We propose cultivation as a design metaphor, outlining 4 phases:

In the design process, we made three 
primary decisions:


Branches persist: generated content 
remains as directly editable material

Additive-only AI: the system may only 
additively generate, so human authors 
retain final say

Learning only from inline edits: intent is 
too noisy to be recovered from entire 
approvals/deletions; only edits reveal 
specific evidence of intent

Players grow 
the script via 
real-time 
interaction.

Authors prune 
or remove 
generated 
content

The system 
adapts to 
learn from 
author 
corrections.

Authors seed 
the initial script 
and branches.

Results from synthetic rule-learning experiments with an LLM-simulated author rating outputs over 3 projects:

Rules are project-specific, and wrong-project rules hurt preference (−0.44 on held-out scenes)

Intent rules transfer to held-out scenes, lifting preference by +2.56 over baselines (2.31/5)

Extracting rules with prompts that acknowledge the specifics of the IDN medium raise recovery of world 
constraints from 8% → 83%

Learned rules beat few-shot prompting in 92% of comparisons

Takeaway: Cultivation reframes authorial correction as an accumulable creative alignment signal. Authors 
become gardeners, shaping an ever-growing narrative rather than defining upfront constraints.
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