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Research Question
Can accumulated inline feedback be externalized into reusable rubrics?
LLMs used for writing and review support often lack context-dependent criteria:
expert preferences, local review habits, and organization-specific conventions. Inline
comments already record these criteria, but only implicitly and locally.

Formulating Feedback-to-Rubrics

▶ Input: artifacts with target quotes and expert inline comments.▶ Output: an explicit global rubric that reproduces reference-comment behavior on
new artifacts.▶ Key constraint: comments are local. A useful rubric must encode when a
criterion applies, what concern to state, and when not to select nearby criteria.▶ Applications: reproducing expert comments, interpreting expert rubrics, and
revising artifacts using rubrics.

Solving Feedback-to-Rubric via Comment-Wise Rubric Refinement

1. Infer an initial rubric from accumulated inline comments.
2. Generate one comment for each fixed target quote using the current rubric.
3. Judge generated vs. reference comments for the same quote.
4. Refine criterion granularity, applicability conditions, and boundaries.
5. Repeat steps 2, 3, and 4.

Comment-Wise Refinement Signal. At refinement round 𝑡, let 𝑅𝑡 be the current
rubric. For each artifact 𝑥𝑖 and fixed comment index 𝑗, the model is given the target
quote 𝑞𝑖𝑗 and generates a comment using 𝑅𝑡:( ̂𝑦(𝑡)𝑖𝑗 , 𝐶(𝑡)𝑖𝑗 ) = 𝐺(𝑥𝑖, 𝑞𝑖𝑗, 𝑅𝑡), 𝐶(𝑡)𝑖𝑗 ⊆ 𝑅𝑡.
Here, ̂𝑦(𝑡)𝑖𝑗 is the generated comment and𝐶(𝑡)𝑖𝑗 is the subset of rubric criteria cited by the
generator 𝐺.
The generated comment is then compared with the reference comment 𝑦𝑖𝑗 by an
evaluator 𝐽: (𝑠(𝑡)𝑖𝑗 , 𝑒(𝑡)𝑖𝑗 ) = 𝐽(𝑥𝑖, 𝑞𝑖𝑗, 𝑦𝑖𝑗, ̂𝑦(𝑡)𝑖𝑗 ),
where 𝑠(𝑡)𝑖𝑗 ∈ [0, 10] is the content-match score and 𝑒(𝑡)𝑖𝑗 is the evaluator’s diagnosis.
We store this information as a comment-wise refinement signal:ℎ(𝑡)𝑖𝑗 = (𝑞𝑖𝑗, 𝑦𝑖𝑗, ̂𝑦(𝑡)𝑖𝑗 , 𝑠(𝑡)𝑖𝑗 , 𝑒(𝑡)𝑖𝑗 , 𝐶(𝑡)𝑖𝑗 ) .
The full refinement history 𝐻𝑡 = {ℎ(𝑡)𝑖𝑗 }𝑖,𝑗 tells the rubric refiner which criteria
produced useful comments and which criteria were too broad, too narrow, missing, or
redundant for each local comment slot. This allows us to incorporate the local
information specific to inline comments into the estimation of a global rubric.

Experimental Setup▶ Task: fixed-position inline comment prediction.▶ Metric: LLM judge content similarity, 𝑠𝑖𝑗 ∈ [0, 10], conditioned on artifact and
target quote.▶ Splits: artifact-level train/validation/test split of 0.6/0.2/0.2.▶ Iterations: 10 rubric refinement rounds; validation selects final round.▶ Tasks: Research proposal review, Essay review, Medical chat annotation.

Result 1: Comment Prediction▶ Rubric learning improves over retrieval-based methods and no-rubric
generation, and refinement with comment-wise signals gives the best
average score across domains.

▶ Train and validation curves rise together over 10 rounds, suggesting that
the refinement signal improves reusable rubric behavior rather than only
memorizing training comments.

Result 2: Rubric Understanding▶ Difference in similarity scores between the best-validation rubric and the
initial rubric to the reference rubric, showing that the refined rubric
moves closer to the reference in terms of harmonic mean similarity.

▶ An example of learned rubric on research proposal review (summary).
Criterion 0: Missing Citation, Unsupported Claim
A specific factual claim about prior work, existing systems, current limitations, or the state of the art
lacks a supporting citation.
Criterion 1: Unscientific Tone, Informal Language, Marketing Buzzwords
The text uses informal, conversational, exaggerated, or marketing-like language instead of objective aca-
demic wording.
Criterion 2: Unexplained Concept, Missing Definition
A central theory, metric, framework, or technical concept is introduced without a clear definition or
explanation.
Criterion 3: Missing Methodological Detail, Operationalization
The method is described too broadly and lacks concrete details on execution, metrics, data, models, or
evaluation strategy.
Criterion 4: Positive Feedback, Good Practice
The text contains awell-done element, such as a clear limitation, useful explanation, defined target group,
or helpful supporting detail.
Criterion 5: Scope Too Broad, Structural Misplacement
The topic or research question is too broad, or when content belongs in a different section.
Criterion 6: Grammar, Typo, Awkward Phrasing, Duplicate Sentence
Grammar mistakes, typos, missing words, awkward phrasing, redundancy, or duplicated sentences are
contained.
Criterion 7: Vague Phrase, Unclear Context, Poor Flow
Wording, context, transitions, or citation integration are unclear and the meaning or argument flow
needs clarification.

Result 3: Rubric-Guided Revision▶ Artifact score changes across rubrics when revising artifacts. Using
Best-val yields the largest improvement in artifact quality.

Limitations and Next Steps▶ Evaluation currently relies on LLM-as-a-judge; human validation remains
necessary.▶ Target quotes are provided, so the present setting does not solve comment
localization from scratch.▶ Future work: combine rubric extraction with localization and test whether learned
rubrics improve real human-AI co-review workflows.


