AutoFiction: Measuring Al ability to execute long-horizon writing tasks
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Chapter 3

The notification arrived at 9:47 p.m.
i think i found a human person on this app??

Simone read it twice from her desk chair, which had a broken tilt mechanism she'd been meaning to fix for three months
and which now locked at a permanent backward lean that made her lower back ache by midnight. The OpenClaw
dashboard was open on her MacBook, Nora's messages arriving in blue on the left panel, Caleb Mora's Al-generated
responses in gray on the right, with sentiment scores and response-latency metadata running in a thin column between
them. Caleb was performing well. His sarcasm frequency — which Simone had spent two hours recalibrating on Saturday
afternoon, her coffee going cold, her Spotify paused because she needed quiet for precision work — was landing at

View more exactly the right rate, enough to seem human and not enough to seem like he was trying. His emotional-attunement

rating for this conversation thread was 0.87, which was high but not suspiciously high. His reference-matching — the way

®© 3readers [J 22 comments

he dropped mentions of books and music that aligned with Nora's taste without ever landing on an exact favorite — was
holding at 82 percent. Simone had learned through three weeks of testing that 82 was the sweet spot. Higher than that

and the coincidences started to feel curated. Lower and the spark didn't catch. Jill

Figure 1. A preview of AutoFiction: book display interface (left) and reading/annotation interface (right).

Abstract

Al systems are increasingly capable of long-
horizon narrative planning and generation, but ex-
isting creative writing evaluations mostly focus on
short-form outputs, which provides little evidence
about whether models can execute book-length
writing tasks. We introduce AutoFiction, an
open-source research platform and agent harness
for generating and evaluating long-form Al fiction.
AutoFiction currently hosts 41 Al-generated
books across diverse genres and collects human
feedback through book reviews, chapter com-
ments, paragraph-level annotations, and engage-
ment signals (e.g. reading time). Initial human
feedback reveals that Al-written novels contain
interesting descriptions and concepts, but often
fail in long-range coherence and prose quality,
including conceptual repetition, distracting de-
tails, and weak dialogues. Rather than endorsing
Al-written fiction, AutoFiction serves as a
transparent platform for tracking what these sys-
tems can and cannot yet do in terms of long-form
narrative generation.
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1. Introduction

The length of tasks Al systems can complete appears to be
doubling roughly every seven months, and frontier models
can now sustain work over increasingly long periods of time,
including complex tasks that require up to 10 hours of ef-
fort (Kwa et al., 2025; Hugging Face, 2026). This capacity
for extended reasoning, planning, and content generation
makes LLMs and coding agents especially suitable for long-
horizon writing tasks. Consider a novelist, for example,
who may spend months or years bringing a manuscript to
publication quality. With these systems, comparable writing
workflows can be compressed into hours and executed at a
scale and speed human writers can hardly match. In fact, Al-
generated books are now appearing at scale, from traditional
literary venues' to self-publishing platforms such as Ama-
zon Kindle Marketplace (Knibbs, 2024; Cabezas-Clavijo
et al., 2024; Reimers & Waldfogel, 2026) and LostBook.?

Despite their popularity, there has been little or no sys-
tematic effort to implement and evaluate Al systems on
long-horizon writing tasks such as generating book-length
fictional narratives. Prior work on multi-agent narrative
generation typically focuses on much shorter outputs of at
most 10,000 words, far below the average book length of
about 100,000 words (Huot et al., 2025; Xia et al., 2025a).

!See ChatGPT helped write my novel, says Japanese literary
prize winner
2https ://lostbooks.gumroad.com/
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Existing creative writing benchmarks, including Arena (Chi-
ang et al., 2024) and EQBench (Paech, 2024), similarly
emphasize short-form tasks such as short stories or poems.
These tasks are poor proxies for novel-length generation, es-
pecially when paired with LLM-as-judge evaluation, which
is an unreliable replacement for human judgments of longer
books. As a result, current evaluations do not sufficiently
capture the challenges of long-form writing, including con-
sistent planning, iterative revision, and length-specific fail-
ures such as character inconsistency and stylistic drift (Yang
& Jin, 2025).

In this work, we present the first systematic effort to evaluate
Al systems on long-horizon writing tasks, specifically book-
length fiction generation. We introduce AutoFiction,
a research web platform that hosts over 40 books of vary-
ing genres produced by our agent-based generation harness
and collects real human judgments of those books through
crowdsourced reviews and annotations. AutoFiction
addresses three shortcomings in the creative writing and
agent benchmarking literature: the lack of metrics for LLM
performance on long-horizon writing tasks, the absence
of reliable, open-world infrastructure for collecting human
judgments on book-length outputs, and the need for an agent
harness in terms of long-form creative writing. Our plat-
form and generation harness are completely open-sourced
to enable the community to study long-form Al-generated
artifacts directly rather than leaving them hidden behind
paywalls. This openness is especially important because
many Al-generated books are presented to readers as if they
were human-written,> which undermines reader trust and
makes it difficult to study how people respond to Al-written
fiction when authorship is disclosed.

2. Agent harness for long-form fiction writing

We take a model-agnostic approach to generating books
based on short premises. In practice, our workflow uses
state-of-the-art coding agents, including Claude Code,*
Codex,’ or both. We experiment with two approaches, with
different levels of scaffolding, to generating books: struc-
tured and autonomous generation.

2.1. Structured narrative generation

In the structured generation method, which is the default har-
ness that produces most books on our platform, the process
is broken down into smaller stages so that coding agents can
handle them independently (Figure 2). The pipeline includes
outlining based on provided premises, parallel chapter draft-

*https://www.nytimes.com/2026/03/19/books
/ai-fiction-shy-girl.html
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Figure 2. An overview of our structured generation harness.

ing, chapter-level review, full-book review, cross-chapter
auditing, and repeated revision. At each stage, agents read
artifacts generated so far, produce draft outputs, and use
tools such as grep and shell commands to check consis-
tency across the manuscript. By decomposing the task into
smaller stages, the workflow allows for checks that are hard
to perform with single-pass generation systems, such as
identifying repeated concepts or verifying coherence across
chapters.

2.2. Autonomous generation method

Inspired by recent benchmarks evaluating Al agents on real-
world long-horizon tasks (Kwa et al., 2025; Patwardhan
et al., 2025; Kapoor et al.), we experiment with an imple-
mentation in which coding agents complete the task au-
tonomously with minimal human scaffolding. Specifically,
we provide a short prompt (“Write an award-caliber novel
based on premise. Spend the next two days continuously
reviewing and revising your work.”) and allow the agent
to make its own execution plan. Our hypothesis is that this
autonomy will produce outputs that are more reflective of
the models’ planning and creative capacities.

3. Community-driven evaluation of long-form
Al fiction writing

To evaluate the generated books, we build a community
platform where users can contribute story premises, upload
generated books, read complete novels, and provide feed-
back on existing books.

3.1. Sourcing story premises from the community

All generated books on AutoFiction are conditioned on
a story premise. Users can browse premises, submit new
ones, vote on those they would like to see developed, and
discuss the premises before or after a book is generated. This
separates the evaluation of a story idea from the evaluation
of the resulting long-form execution. A premise may be
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Composition of the public AutoFiction corpus (41 books)
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Figure 3. AutoFiction corpus composition by premise source, frequent core genre tags, and novel length. Genre counts are non-

exclusive.

compelling even if the generated novel fails to realize it
well, while a relatively simple premise may still lead to an
engaging book. Premises can be original, Al-generated, or
inspired by existing media (Figure 3 shows the distribution

of current premises).

3.2. Transparent corpus of generated novels

Book reviews. Readers can submit book-level reviews
with a star rating and optional free-form text. Reviews
provide an overall judgment of the novel. They do not
require finishing the entire book: if a reader stops because
the book is difficult to continue, a review explaining why
still provides a useful signal.

Forum discussions. Beyond book-specific comments and
reviews, AutoFiction also offers a standalone forum
where users can have high-level discussions about Al writ-
ing. These discussions capture feedback that may not fit
naturally into a local annotation or book review.

Al-generated books are already appearing across online
publishing platforms, often without clear disclosure of how
they were produced. AutoFiction provides an open-
sourced and centralized collection of Al-generated novels.
In addition to books generated by the Aut oFiction agent
harness, we also host book submissions from the commu-

¢ . . ) Passive engagement statistics. The platform records pas-
nity. We encourage users to disclose details on their book

generation process. As of April 2026, the website hosts
41 books spanning a wide range of genres, with a median

length of 93K words (Figure 3).°

3.3. Collecting multi-level human feedback

AutoFiction combines an in-browser reading interface
with a community feedback system to collect both explicit

judgments and implicit engagement signals.

Paragraph and chapter comments.

can mark them as private.

SGenre tags are added by uploaders or site admin, with optional
gemini-3.1-flash auto-tagging from book blurbs. Readers can

separately add community tags in their book reviews.

Readers can select
text in a book and leave a free-form comment tied to that
passage. They can also leave chapter-level comments after
reading a chapter. These comments capture localized feed-
back on issues such as confusing plot points, weak dialogue,
or incoherence. Comments are public by default, but users

sive engagement signals during reading, including reading
progress, completion status, reading sessions, effective read-
ing time, and reader counts. These signals complement
explicit feedback by measuring whether readers continue,
return to a book, and reach later parts of the text.

3.4. Incentivizing user participation

Because long-form evaluation requires extensive effort,
AutoFiction makes user contributions visible across the
platform.

The Critics leaderboard rewards users for substantive eval-
uation activity. Its score is based on qualified book reviews,
chapter comments, paragraph comments, engagement with
those critiques, and reading time on books the user has
critiqued.

The Creators leaderboard rewards users for contributing
approved books and story premises. Its score combines base
credit for approved contributions with capped popularity
signals, including downstream readers, reviews, comments,
book quality, premise votes, and premise adoption.
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4. Analysis

Because AutoFiction is designed to accumulate feed-
back over time, we treat the current data as an initial snap-
shot and expect future snapshots to support longitudinal
comparisons as models, harnesses, and reader expectations
change. In this section, we analyze three early signals from
the platform: localized paragraph and chapter comments,
book-level reviews, and passive engagement statistics.

4.1. Localized feedback from paragraph and chapter
comments

So far, we have collected 301 paragraph comments and 36
chapter comments. We developed a coding scheme through
iterative inspection of both book-level reviews and localized
comments, using four recurring narrative dimensions: co-
herence, character, dialogue, and prose. We annotate each
paragraph comment along two axes: the narrative dimension
it targets (coherence, character, dialogue, prose, or general)
and the comment type (critique, praise, question, reaction,
or observation). Table 1 shows the resulting distribution
with representative localized comments.

Paragraph comments localize narrative failure modes.
The paragraph-level annotations show that readers use lo-
cal comments to critique and question generated fiction in
context. Critique is the most frequent comment type overall,
accounting for 114 of 301 paragraph comments, while ques-
tions account for another 58 comments. These critiques and
questions concentrate on coherence and prose, suggesting
that readers often flag breakdowns in plot logic, readability,
or distracting narration at the passage level. This makes it
possible to see exactly where readers lose track of the plot,
object to wording, or react positively to a passage.

Paragraph comments also function as live reader reac-
tions. At the same time, paragraph comments are not only
error reports. The largest individual category in Table 1 is
general reactions (66 comments), suggesting that the in-
line comment feature acts like live reader marginalia. We
qualitatively analyze these reaction comments, and further
label them into fine-grained categories. The most common
subtype is amusement (37), followed by discomfort (9), an-
ticipation (10), and relatability (10). These comments show
when readers are amused, unsettled, curious, or personally
drawn into a scene, even if they never write a full review.

Chapter comments mark shifts in reader engagement.
Chapter comments sit between inline annotations and full-
book reviews: they record how reader engagement changes
after a larger narrative unit. In the current sample, readers
use chapter comments to mark both increasing engagement,
such as suspense, curiosity, strong setup, or excitement to
continue, and breakdowns in engagement, such as skim-

ming, frustration, hard-to-follow action, or giving up. For
example, readers describe chapters as “lots of suspense,’
“very curious to see how this unfolds,” and a “good hook
for book 2,” but also report that they “skimmed the com-
bat scene” or were “giving up here” after accumulated plot
holes.

4.2. Book-level feedback from reviews

We analyze the seven current public book reviews as an
initial sample of reader feedback. Although this sample is
small, the reviews provide concrete and grounded judgments
about generated novels.

Book reviews provide holistic judgments. In this initial
sample, readers also discuss the same four aspects of long-
form fiction: coherence, character, dialogue, and prose.
Table 2 shows representative positive and negative book
review excerpts for each dimension.

Negative feedback dominates. Our qualitative analysis
suggests that feedback in these reviews leans negative: the
seven reviews have a mean rating of 2.4 out of 5, and most
focus on why a book was difficult to continue reading. Three
reviewers explicitly mention stopping before finishing, con-
necting scalar ratings to specific breakdowns in coherence,
characterization, dialogue, or prose.

Critiques target long-form narrative quality. Coher-
ence is the most frequent negative dimension in this sample,
appearing in six of the seven reviews. These critiques raise
concerns about whether a model can sustain plot logic, set-
ting, fictional systems, and character motivations across
many chapters. Such failures often become visible only af-
ter extended reading, making them difficult to capture with
static benchmarks.

4.3. Engagement statistics

We also analyze reading-session logs to measure which
books readers spend time on and how far they progress.

Passive engagement is long-tailed. In the current snap-
shot, 17 active readers produced 805 effective reading ses-
sions across 20 of the 41 public books, totaling 37.9 hours
of effective reading time.” As shown in Figure 4, attention
is concentrated: the top three books account for 48% of all
reading time, and the top five account for 64%.

"We count effective reading time from reading-session logs
after filtering out very short sessions. A session contributes time
only if its effective duration is at least 15 seconds, and each session
is capped at four hours. For registered users, the effective end
time is bounded by the reader’s last recorded interaction plus a
90-second inactivity window, so idle browser time is not counted
as reading time.
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Table 1. Examples of paragraph comments across narrative dimensions and comment types. Each cell shows the number of comments in
that category and one representative example.

DIMENSION |

COMMENT TYPE

CRITIQUE QUESTION PRAISE REACTION OBSERVATION
Coherence 40 39 5 1 2
“I don’t understand what this “What is the Ledger?” “good that the central concept “Imao I didn’t know there is  “first time i’ve seen spent
paragraph means. Why did of benjaminllm is described  traffic ticket in bebop world”  being used this way”
she tap her right knee?” in the first chapter.”
Character 18 6 5 1 2
“How is having to make a de- “Who is Callum? This char- “Like the POV shift to Paul, “oooh anew character!! excit- “I didn’t know Marisol runs”
cision bad for Benjamin?” acter does not have a proper  hope the book continues ro- ing!!!”
introduction.” tating among all the charac-
ters!”
Dialogue 11 4 6 1 1
“who said this? I'm confused “what even is this conversa- “strong dialogue imo, feels “he couldn’t help himself!”  “Seems like he definitely wants
by the structure of this dia- tion” like a real convo.” to know if he’s standing right
logue.” outside the door”
Prose 42 3 5 0 4
“sat hard in the “I actually cannot understand “This description of the “Very interesting that this
chair— weird phrasing” this metaphor.” kitchen feels very fitting for book appears to be in
tech companies.” present tense.”
General 3 6 18 66 12

“Nice chapter but I wish there
were more plots about Spike

and Faye.”

“curious what happened to
caul?”

“This concept is pretty cool.
Reminds me of fast vs slow

thinking.”

“glad to have a break from the

vel/kem road grind!”

“this conference must be
emnlp”

Table 2. Representative positive and critical excerpts from current public book reviews across recurring narrative dimensions.

DIMENSION + POSITIVE EXCERPT — CRITICAL EXCERPT

Coherence O “The book starts out strong and suspenseful.” O “Some narrative issues are distracting, especially con-
fusion around the setting and timeline.”

Character O “Aldrich, Vess, and Derry all had distinct voices.” O “In one chapter it uses ‘she’, and another ‘he’. This
kind of inconsistency completely breaks the reading ex-
perience.”

Dialogue O “I like the witty conversations among the characters.” O “There are lots of environment descriptions ... + 0
lines of dialogue from Spike.”

Prose O “The action scenes were extremely well done.” © “The model really likes details, unnecessary details!”

Reading time and reading depth capture different sig-
nals. Figure 4 compares each book’s total reading time
with the median maximum depth reached by its readers.
Some books accumulate substantial reading time while their
median reader reaches only the opening chapters; others
receive less total time but have readers who progress farther.
We therefore report both measures: total reading time cap-
tures aggregate attention, while maximum depth captures
whether readers continue through the novel.

Overall, these preliminary results suggest that current Al

systems can produce locally engaging moments, but still
struggle to sustain the coherence, prose quality, and reader
momentum required for novel-length fiction. The failures
readers identify appear throughout the reading process.

5. Related work

Evaluating creative writing. Writing benchmarks have
moved beyond generic text generation metrics (Lin, 2004;
Papineni et al., 2002) by evaluating coherence (Chang et al.,
2024; Li et al., 2026a; Yoo & Cheong, 2025), creativity



Submission and Formatting Instructions for ICML 2026

Reading time is concentrated, while reading depth varies
17 active readers, 805 effective sessions, 37.9 total reading hours; 20/41 books have effective reads.
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Figure 4. Passive engagement is long-tailed. Books are ordered
by total effective reading time; bars show reading hours and the
orange line shows cumulative share. The bottom panel shows each
book’s median maximum reading depth, showing that time spent
and reader progress are related but distinct engagement signals.

(Lu et al., 2025; Atmakuru et al., 2024; Ruan et al., 2024),
style (Wu et al., 2025; Cvrcek et al., 2025; Pérez et al.,
2025), and task adherence (Qin et al., 2024; Jiang et al.,
2024b; Purpura et al., 2026). Texts in these benchmarks,
however, are still short (Ismayilzada et al., 2024; Marco
et al., 2024; Orwig et al., 2024; Paech, 2024) and rely heav-
ily on LLM judges, which can be an insufficient proxy for
human judgments (Fein et al., 2025). Long-form creative
writing poses additional challenges related to plot structure,
character consistency, pacing, and quality across extended
outputs (Yang & Jin, 2025). AutoFict ion builds on prior
work by combining longitudinal quality tracking with open-
world evaluation, rather than relying on short story tasks
or coarse-grained metrics (Chhun et al., 2024; Chakrabarty
et al., 2024; Marco et al., 2024).

Agentic methods for long-form generation. Early agent-
based writing systems decompose long-form writing tasks
into explicit subtasks such as planning, retrieval, drafting,
critique, verification, and revision. Frameworks such as
STORM (Shao et al., 2024) and Co-STORM (Jiang et al.,
2024a) use this approach to generate Wikipedia-like articles
and reports, while HoLLMwood (Chen et al., 2024), Agents’
Room (Huot et al., 2025), CollabStory (Venkatraman et al.,
2025), CogWriter (Wan et al., 2025), StoryWriter (Xia et al.,
2025b), and LLM Review (Li et al., 2026b) use multi-agent
collaboration to produce long-form creative writing. Simi-
lar methods have also been adapted to non-fiction writing
domains, including scholarly reviews (D’ Arcy et al., 2024;
Jin et al., 2024; Gao et al., 2025; Chang et al., 2025), code
documentation (Yang et al., 2025), and summarization (Kim
& Kim, 2025; Wang et al., 2025). Our structured agent
harness builds on these decomposition-based approaches to
produce generations and addresses measurement unreliabil-

ity through open-world evaluation (Kapoor et al.).

Impact Statement

AutoFiction studies Al-generated books in order to
track the performance of current Al systems on long-horizon
writing tasks, not to endorse the replacement of human au-
thors or the undisclosed publication of Al-written books.
Rather, such a transparent evaluation platform would help
researchers, readers, and writers identify where long-form
Al-generated fiction succeeds and fails.

At the same time, systems for generating and evaluating
long-form fiction may contribute to the broader proliferation
of Al-written books, including low-quality, spam-like, or
deceptively marketed content. We explicitly caution against
this kind of usage and distribution, and designate disclosure
and reader consent as the keys to responsible deployment.

We aim to provide open infrastructure for measurement and
public understanding, so that claims about progress in Al
writing can be evaluated against human reader feedback
rather than inferred from short-form benchmarks or undis-
closed commercial artifacts.
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